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Abstract

Sustainability rapidly became a hot topic within banking. Due to the urgency of the
topic and the legislation that is being pushed by multiple (governmental) institutions,
reporting about sustainability performance for a bank itself and its clients and compa-
nies is an obligation. However, reporting about sustainability performance is di�cult,
since there is currently no standardization and there are no clear guidelines. There-
fore, a first step could be exploring what specific actions specific clients and related
companies are taking to achieve sustainability goals to report about the sustainabil-
ity performance. A second problem with reporting about sustainability is the lack of
data that is available, besides the self-reporting from companies. The di�culty with
collecting data about sustainability, is that the topic of sustainability ranges from gov-
ernance to environment, and therefore needs di↵erent training-sets depending on the
topic. To solve the gap between the requirements (to report) and the problem (the
lack of data) this research explores the possibility of 1) applying distant supervision
techniques to generate training-data and 2) create a system to automatically extract
actions, taken to achieve sustainability goals from news-articles. To explore this, three
di↵erent training-sets were automatically labeled by using distant supervision tech-
niques. To explore the possibility of extracting actions from news-articles and evaluate
the quality of the training-data generated by using distant supervision, there were in
total six experiment conducted. The first three consists of a Conditional Random Field,
trained on each training-set from the three di↵erent training-sets. The second system
was set-up by fine-tuning a BERT-model on the three di↵erent generated training-sets.
The systems were set-up by using elements that are frequently used in event extraction
and by reviewing the possibility of using event-selecting predictions. The results are
promising and show that distant supervision could be used to generate training-data,
although for a final implementation there are some improvements required. The set-up
with a Conditional Random Field achieved good overall results, while the performance
of the system set-up with BERT lags behind in comparison with the Conditional Ran-
dom Field.

Keywords: action extraction, distant supervision, sustainability, news-articles,
BERT, conditional random field, sustainability reporting, natural language process-
ing in finance
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Chapter 1

Introduction

In April 2022, the Intergovernmental Panel on Climate Change (IPCC) reported the
following: ”We must cut planet-warming greenhouse gas pollution by about 45% from
2010 level by 2030 and reach net-zero emissions by 2050” and ”at current rates of
emissions, the remaining carbon budget will be exhausted in only 12-15 years”. The
IPCC also lists the implications that might become reality if there are no actions taken
in order to reduce the amount of emissions. The implications, specifically for Europe
are amongst other: ”compound heatwaves and droughts than become more frequent
and mortality and morbidity of people and changes in ecosystems due to this heat, the
heat and drought will stress on agriculture and farming, there will be water scarcity
and there will be more flooding and sea levels will rise”12. The report is an urgent call,
above a number of other urgent calls (e.g. the Paris Agreement, Kyoto Protocol and
more), to reduce emissions at the fastest pace possible. An important part of the call-
to-actions is is directed at all kinds of institutions and organization, from governments
to intergovernmental agreements, but they also attribute an important role to the
financial sector.

Indenting on these calls-to-action and anticipating at the urgency to take imme-
diate actions, the European Green Deal is agreed upon across member-states of the
European Union. The Green Deal is supposed to overcome the challenges of climate
change and maintain a climate-neutral Europe. The main goals of the Green Deal are
formulated as follows: net-zero emissions of greenhouse gases by 2050; economic growth
decoupled from resource use; no person and no place left behind. The EU Taxonomy is
a classification system, grounded in 2020 especially for the financial sector and coming
with the Green Deal. The taxonomy provides companies, investors and policy makers
with definitions to give clarity on which activities can be classified as sustainable activ-
ities. The purpose of the taxonomy is to assure securities that protect investors from
greenwashing and to help companies become more sustainable and climate friendly.
Through the scope of the taxonomy, there can be a significant improvement on the
potential that green financing o↵ers to support the transition to a green economy3.

There are several consequences coming from the EU Taxonomy. One of the most
influential implications is grounded in the obligatory character of this framework, which
is mandating the reporting about sustainability. Per January 2024, all large compa-

1https://www.ipcc.ch/report/ar6/wg2/
2https://www.ipcc.ch/report/ar6/wg2/downloads/outreach/IPCC AR6 WGII FactSheet Europe.pdf
3https://ec.europa.eu/info/business-economy-euro/banking-and-finance/sustainable-finance/eu-

taxonomy-sustainable-activities en
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2 CHAPTER 1. INTRODUCTION

nies (500+ employees) within the European Union are required to report about their
alignment with the Taxonomy and with regards to their economic activities: ”Report-
ing under the EU Taxonomy is mandatory for financial and non-financial activities”
and ”is necessary to understand the development, performance, position and impact of
the company’s activities, according to the regulation”. The EU Taxonomy defines, for
instance, the following activities as green activities: climate change mitigation, climate
change adaptation and transition to a circular economy. Additionally, the following
four conditions are determined to which an economic activity needs to meet in order
to be recognised as Taxonomy-aligned: making a substantial contribution to at least
one environmental objective, doing no significant harm to any other environmental
objective, complying with minimum social safeguards and complying with technical
screening criteria.

To summarize, urgent actions at the fastest pace possible are needed in order to
achieve net-zero emissions by 2050. According to the OECD (Organisation for Eco-
nomic Co-operation and Development) ”globally, EUR 6.35 trillion a year will be re-
quired to meet Paris Agreement goals by 2030. Public sector resources will be from
transitioning existing activities to a more sustainable footage” OECD (2017). This is
according to the EU the main challenge, which is reflected in the taxonomy by “the
design principle, technical screening criteria and guidance of the Taxonomy”.

It becomes clear, climate change is here and climate change is e↵ecting the whole
world, from countries and governments and from citizens to the financial sector. Since
climate change is such an urgent topic, lots of organizations and (inter-)governmental
institutions are pushing legislation to turn the call-to-action into actual actions to mit-
igate the risks and prevent the climate to warm up more than the 1.5 degrees. A few
of such legislation and agreements were mentioned before, the EU Green Deal and the
Paris Agreement. As a consequence, almost every corporate or organization should be
dealing with climate change and the impacts it is going to cause, as well as mitigate the
risks. Therefore, lot’s of companies implemented special ”sustainability frameworks”
into their policies. An example of a corporate dealing with the consequences and imple-
mentations of such laws and frameworks is NIBC. NIBC is an investment bank, located
in the Netherlands and focusing on mid-market companies. For NIBC, sustainability
is an important topic. They describe sustainability within their policies as follows:
”Sustainability [...] includes environmental aspects such as climate change, social as-
pects such as human rights and gender diversity and governance aspects including
anti-corruption, whistleblowing, grievance mechanism, tax fairness and applying the
letter and spirit of they law”4.

According to the bank ”sustainability is an integral part of our overall business
strategy to create financial and non-financial value for our stakeholders”. As a finan-
cial institution, NIBC also needs to meet the criteria and obligations formulated by
predominantly the EU Green Deal. Some key points from the Green Deal and the
Paris Agreement, for instance, which are highly relevant for an investment bank such
as NIBC are decarbonizing the energy sector, renovate building to help people and
companies to cut their energy bills and energy use, support industries to become more
innovative and to become global leaders in a green economy. As becomes clear, the in-
centive from regulations, agreements and the law to become more sustainable is highly
present within the financial sector. The second incentive is mainly coming from stake-
holders: stakeholders are increasingly valuing green investments and sustainability and

4https://www.nibc.com/media/1441/nibc-sustainability-policy.pdf
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are expecting the same from a bank as NIBC. However, another important incentive
for a focus on sustainability and green financing is the intrinsic motivation from NIBC
to engage in sustainable initiatives and to invest in only green opportunities to achieve
net-zero emissions in their own corporate as well as in their investments. NIBC made
sustainability an integral part of their risk assessment, for instance.

1.1 Problem statement

NIBC is committed to a range of agreements (a.o. the UN Global Compact, UN Guid-
ing Principles on Business and Human Rights, OECD Guidelines for Multinational
Enterprises and the UN Principal for Responsible Investment (UNPRI)) and is obli-
gated to commit to governmental laws and regulations such as the EU Green Deal. An
important obligation and condition coming from all these agreements and regulations
is to report about sustainability performance. In the first place about the company
itself, but reporting about your clients and investments on sustainability performance
is the second important obligation. However, there is a big discrepancy within the
high ambitions from NIBC to become net-zero in 2050, the obligation to report about
sustainability and between what is needed to report about sustainability, namely the
lack of evidence to support reporting and the problem with self-reporting. For NIBC,
if the bank wants their clients to become net-zero by 2050 and achieve net-zero in
their own financing, a key element will be information about the current situation of
their clients regarding achieving net-zero emissions. At this moment, the bank per-
forms a sustainability assessment. But this assessment is time consuming and could
use some automation. The bank would like to gather (additional) information about
actions that clients are taking regarding sustainability, and specifically, which actions
are clients taking in order to make achieving net-zero emissions at 2050 a feasible goal.
Collecting data about specific clients is an important part of what Accenture mentions
as an important part of the retooling of the bank for sustainable lending”5. According
to Accenture, an important part of a renewing sustainable lending strategy should be
setting up ESG-data platforms and making use of data. A good start of collecting data
would be to explore how current clients are performing regarding net-zero emissions,
by looking at actions taken by clients. When talking about actions taken in order to
achieve net-zero emissions or other sustainability goals, this could be more implicit
actions like announcing as ESG-policy PwC (2020) and implementing it within a com-
pany, but it could also be for instance, ”launching a carbon removal o↵set marketplace
for tech firms to reach net-zero”. When we look at finance specifically, specific actions
could be ”developing an investment strategy” and ”identify and prioritize sources of fi-
nancing” PwC (2020). While we look at the shipping sector, other examples of actions
could be ”scaling up customer demand” and scaling up fuel production. A big role
within the shipping sector is for financiers and investors, who can ”coordinate industry
commitments, to put pressure on shipping companies to accelerate and to invest in
green finance” Shell (2021). To summarize, performance reporting is obligated, but
reporting about concrete actions is di�cult, since the data is non-existing.

5https://www.accenture.com/gr-en/insights/banking/sustainable-lending
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1.2 Research question

In order to explore if it is possible to fill the information gap for NIBC by using NLP-
techniques and finding information about actions, taken by companies and related to
sustainability topics, the following research question is proposed:

To what extent is it possible to automatically extract actions, taken by com-
panies, with regards to sustainability goals, from news-articles?

As becomes clear, NIBC highlights and focuses on several elements, but a highly
prioritized topic is reducing the greenhouse gas emissions and achieving net-zero emis-
sions. This prioritizing by NIBC, the urgent calls-to-action by the IPCC, the EU Green
Deal and the Paris Agreement has all led to the decision to research the specific topic
of net-zero emissions for this thesis. Since decarbonizing, reaching net-zero and achiev-
ing sustainability goals are, for most companies, important topics to profile themselves
on, for this thesis it is assumed they would not avoid announcing such things within
media-outlets. Contrary, media-outlets are important gamekeepers when it comes to
reporting about greenwashing, environmental disasters or other scandals. Therefore,
for this thesis it was decided that news-articles should have the highest chance and
variance in reporting about actions taken to achieve net-zero emissions.

In order to be able to formulate an answer to the research question, the assumption
was made that the task following the research question can be formulated as action
extraction or action detection. The second assumption that was made is that the
task of action extraction has similarities with the task of event extraction: ”Event
extraction is finding events in which these entities participate” Jurafsky and Martin
(2022). However, the di↵erence is that for this thesis, there is no interest all the events
and entities, but only those are introducing or participating in an action that describes
a specific act, taken with regards to sustainability.

In order to find an answer to the research question, a second problem arises: there
is always a lack of available (labeled) data. From a business- and a machine-learning
perspective, the lack of training-data is a big part of the problem, especially in a research
area such as sustainability. As mentioned before, sustainability includes multiple areas
and topics, such as governance, social issues and environmental issues. The actions that
a company could take to achieve, for example, net zero emissions di↵er a lot from the
actions a company could take to achieve goals at the social aspect of sustainability. The
problem for this topic combined with the machine-learning is caused in the training-
data. Since sustainability is such a broad topic, where the specific aspects come with
very di↵erent kinds of actions, a labeled training-set should preferably evolve around
one specific aspect of sustainability. The consequence is that in order to research
di↵erent sustainability topics, di↵erent labeled training-sets are required.

Since research in the area of sustainability is broad, since the topic includes a
range of sub-topics, there is no o↵-the-shelve, ready to use training-data available.
Annotating a training-set by human annotators is a long, expensive and cyclic process,
which requires a lot of domain- and linguistic knowledge, which is usually unfeasible in a
business environment. However, there have been some experiments done with so-called
distant supervision. Distant supervision is a method where a sub-set of the data-set,
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usually the development-data, is analyzed and used for automatically creating training-
data. This could be a solution for the lack of domain-specific, available training-data.
Therefore, a crucial question that should be answered before we can answer the main
research question is the following:

To what extent is it possible to use distant supervision techniques to create
training-data for actions extraction?

1.3 Outline

To be able to eventually formulate an answer the the research question, this thesis
will include the following sections: in the next section, Section 2, there is an extensive
overview presented of the research work that has been done on what we are calling action
extraction. The section will be completed by pointing out linguistic cues for actions
used in language and it will refer to event- and action extraction. After this, Section
3, will contain an extensive description of the data-collection, the data-processing,
the annotation process of the data, the distant supervision methods applied and the
experimental set-up. Section 4 will give an overview of the results for the systems that
were set-up. This section will also include an extensive error analysis, where one of
the systems will be analyzed. In the final section, 5 the conclusion will be presented
and an answer to the research question will be formulated. This section will conclude
with an extensive discussion about the results and suggestions and recommendations
for improvement and follow-up research.
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Chapter 2

Related work

In this section, there will be an overview presented of the related work, di↵erent terms
and definitions which will be used throughout this thesis. The main goal of this chapter
is to give a clear overview of what actions related to sustainability goals are and to
narrow down the topic of sustainability for the scope of this thesis. After the description
of the terms and definitions and narrowing down the topic of sustainability, there will
be an overview of related work.

2.1 Defining actions in language

Before it is possible to create a classifier or tool which can automatically extract ac-
tions from news-articles, it is important to determine what can be defined as an action
and how actions can linguistically be expressed. Examples of such linguistic expres-
sions could be, for instance, the combination of are going and will. These verbs and
combinations of verbs express the intention to move or to start taking an action that
could lead to a change of state, for example. According to the Cambridge Dictionary1,
actions are defined as follows: ”the process of doing something, especially when dealing
with a problem or di�culty”. The dictionary is giving several examples:

– They are considering legal actions.

– This problem calls for swift/prompt action from the government.

– The complaints system swings into action (= starts to work) as soon as a claim
is made.

Verbs like going and will and combinations of verbs can express the intention to
move or to start taking an action that could lead to a change of state, for example.
There are several other linguistic levels which can come into place when we should
define actions in language.

Jurafsky and Martin (2009) explains the di↵erences between di↵erent parts-of-
speech classes. They describe verbs as “[referring] to actions and processes, including
main verbs like draw, provide and go” and they mention adverbs as follows: “adverbs
generally modify something (often verbs, hence the name ‘adverb’, but also other ad-
verbs and entire verb phrases)”. They describe di↵erent types of adverbs:

1https://dictionary.cambridge.org/dictionary/english/action

7



8 CHAPTER 2. RELATED WORK

Directional adverbs or
locative adverbs

Specify the direction or location of some ac-
tions.

home, here,
downhill

Degree adverbs Specify the extent of some action, process
or property

extremely, very,
somewhat

Manner adverbs Describe the manner of some action or pro-
cess

slowly, slinkily,
delicately

Temporal adverbs Describe the time that some action or event
took place.

yesterday, Mon-
day

Table 2.1: Overview of the di↵erent kinds of adverbs, mentioned by Jurafsky and
Martin (2009)

Auxiliary verbs are explained as follows: “mark semantic features of main verbs
such as its tense, whether it is completed (aspect), whether it is negated (polarity)
and whether an action is necessary, possible, suggested, or desired (mood). English
auxiliaries include the verb be, do, have as well as modal verbs used to mark the mood”.
It becomes clear in these description, that auxiliary verbs determine characteristics of
verbs, such as the completion state, the possibility of something happening and the
polarity. Therefore, they can give valuable information about an action happening
or not. The same information is given by the adverbs, mentioned above. Adverbs
clearly give information about other adverbs or verbs, and indicate important aspects
of actions.

Another level of linguistics that could play an important role is the syntactic level.
Lin and Liu (2005) proposed to represent events or actions as syntactical structures.
For example, the verb begin is an aspectual verb and subcategorizes with an event-
denoting expression as an complement. ”The event-denoting expression can be either
a gerundive clause or an infinitival clause”. They give the following example:

1. John began reading / to read a book.

2. John began writing / to write a book.

In the examples above, the expression starts with the aspectual verb begin and the
complement of the verb is either a gerundive (reading) or the infinitival clause to read
or to write. Infinitival clauses can follow several verbs, mostly verbs like: agree, begin,
decide, plan and more. The approach to represent events or actions as syntactical
structured sentences or phrases can be summarized as follows: “the richness of event
information is in lexical items. The head of lexical items can look into the specification
of arguments so as to satisfy the sectional needs.” Lin and Liu (2005).

Becker et al. (2013) looks into the representation of di↵erent narratives that are
constrained by three types of temporal information: the grammatical aspect, the lex-
ical aspect and the duration of intervening events. The lexical aspect refers to “the
inherent properties of an event”. The inherent properties of an event can be catego-
rized in di↵erent categories: states, achievements, activities and accomplishments. An
important aspect of these di↵erent categories is the telicity: “Telic events progress to-
wards a specific goal or endpoints and are considered completed once the endpoint is
reached, atelic events do not have intrinsic endpoints and can continue indefinitely”.
The other aspect, the grammatical aspect, refers to the “morphosyntactic properties
of verbs that di↵erently cue the temporal flow of situations”. In English, there are
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three categories of grammatical aspect: the imperfective (was skating), the perfective
(skated) and the perfect aspect (had skated). As becomes clear, the grammatical aspect
of a verb makes the time-frame of an event clear: is an event happening right now, did
an event happened in the past or is an event going to happen in the future?

Di↵erentiation between di↵erent types of verbs in the lexical aspect is grounded in
the work of Vendler (1957). According to Vendler, there are di↵erent types of verbs:

1. Verbs of activity (running, pushing, swimming)

2. Verbs of accomplishments (running a mile, drawing a circle)

3. Verbs of achievement (reaching the top)

4. Verbs of state (loving, hating)

To di↵erentiate between these di↵erent types of verbs, the temporal aspect is more
important, compared with the temporal aspect: “when distinguishing between states
and activities, the lack of continuous tenses (e.g. ‘I am knowing, loving, and so forth’) is
enough to distinguish them from activities and accomplishments”. Moreover, activities
and accomplishment can be distinguished from each other by the level of boundedness.
Boundedness is the level of limitations to the ability to interpret a verb: bounded verbs
are verbs that have a clear, limited interpretation, while unbounded verbs are verbs
that allow more interpretations. Ways to distinguish between activities and accom-
plishments is the presence of an end-point for activities while accomplishments do not
have such end-point. Making a di↵erence between achievements and accomplishments
is done by distinguishing between marking the moment of things taking place, achieve-
ments are taking place right now while accomplishments take longer time to achieve,
they take a longer process.

Pustejovsky (1991) argues that “grammatical phenomena [. . . ] make reference to
the internal structure of events”. He describes event composition as the interaction
between verbs and other syntactic constituents to “form [...] event representations”.
He mentions that there are multiple types of syntactic constructions that “directly the
event type of a phrase: temporal adverbials, adjunct phrases and complement types”.
The idea behind it is that “the event type for a sentence needs not to be the same event
type of the main verb”. In this work, the event composition involving prepositional
phrases is extensively described to change the event structure of a verb phrase (VP),
hence the following examples:

1. Mary ran.

2. Mary ran to the store.2

For the examples above, it becomes clear the addition of the prepositional phrase
changes the structure of the verb phrase from a process (Mary ran) into a transition,
where transitions are an additional type of verbs. The prepositional phrase to the store
changes the structure of the verb into a transition. One can argue that an action can
be seen as a transition, since an action sets a motion, a movement transitioning to
another place, state or event. Distinguishing between processes and transitions can
also be done by looking at adverbs, hence the following examples:

2All examples taken from Pustejovsky (1991).
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1. * Mary ran in an hour (= process).

2. Mary built a chair in an hour (= transition).

In the examples above, it becomes clear that the adverbial clause in an hour is
grammatical correct if it is added to built a chair, which makes clear that there is
a transition going on. Contrary, the addition of the same adverbial clause causes an
ungrammatical sentence in the case of the first example, where the verb expresses a pro-
cess. This makes clear that the presence of an adverb or an adverbial clause can cause
a distinction between processes and transitions. In the examples above, it becomes
clear that adverbs or adverbial expressions play an important role in ”distinguishing
between di↵erent types of verbs and therefore in distinguishing between di↵erent situ-
ation types” Pustejovsky et al. (2003).

To conclude, there has been a lot of research been done into the several linguistic
levels which can play a role in distinguishing between di↵erent types of verbs. It
becomes clear that there at least each proposal contains a distinctive class for action
verbs or movement and transition verbs. Besides that, in order to determine whether
there is an action or an event going on, there are a few grammatical structures that
could play a role in determining. These grammatical structures are, for instance, the
presence of adverbs or adverbial clauses or the presence of an auxiliary verb. However,
distinguishing between di↵erent types and verbs is still an ongoing debate, specifically
on the semantic level.

2.1.1 Event-selecting predicates

Extensive work on the specific language used to describe events has been done by Sauŕı
and Pustejovsky (2009). Although their work is mainly focused on determining the
factuality of events, described in text, but in order to classify or extract these factu-
alities, they extensively describe the lexical and grammatical aspect of events. They
present a proposal for predicates that have event complements depending on the pred-
icates. According to them ”together with argument structure as well as tense, aspect
and temporal ordering of information, the factuality of an event is an important com-
ponent for interpreting events in discourse: inferences derived from events that have
not happened (or that are only possible) are di↵erent from those derived from events
judges as factual in nature”. Although Sauŕı and Pustejovsky (2009) are focusing on
the subjectivity and factuality of events, their classification of certain predicates be-
ing event-selecting predicates (after here: ESPs) could be useful to identify actions.
ESPs are ”predicates (either verbal, nominal or adjectival) that select for an argu-
ment denoting an event of some sort”. Within the predicates that can be classified as
ESPs, another sub-classification is proposed, namely the distinction between source-
introducing predicates (after here: SIPs) and non-source-introducing predicates (after
here: NSIPs). SIPs are ”ESPs that contribute an additional source relative to which
the factuality of the embedded event is assessed”. The sub-class of SIPs is relevant for
identifying and extracting actions, since the meaning of such predicates is ”actually the
encoding of both the factual assessment of that source towards the complement event
as well as the factual assessment of the author”. When dealing with extracting actions,
the source is not that relevant, however the important part is that they mention the
”towards the complement event”. This means that the complement of a SIP will be an
event. Contrary, NSIPs are ”not contributing any additional source. The only source
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at play here is the text author”, which makes the di↵erence between SIPs and NSIPs
clear. However, part of the NSIPs are, for instance, predicates that introduce a future
event as their complement. This makes clear that the NSIPs can also hold events as
their complements. Other NSIPs are implicative and semi-implicative predicates which
expresses what is suggested in a linguistic utterance, change of state predicates and
aspectual predicates. Where change of state predicates are predicates such as increase,
change and improve. Examples of predicates introducing a future event are want, o↵er
and require. Instances of implicative and semi-implicative predicates are predicates as
fail, manage and allow. The final category, aspectual predicates contains predicates
such as begin, continue and terminate. As become clear, ESPs are useful for extract-
ing actions, the SIPs as well as the NSIPs. The predicates can be used, since they
indicate an action or event, a transition or a change of state which is described in the
complement depending on these predicates.

2.2 Action extraction

There has not been a lot of work done on extracting actions from natural language.
Most of the research that is available focuses on two specific domains: the first one is
extracting actions from navigational instructions and the second domain are recipes and
cooking instructions. According to Feng et al. (2018) extracting action sequences is a
di�cult tasks in natural language processing, since ”it requires commonsense inferences
based on world knowledge”. In the case of navigation instructions, Chen and Mooney
(2011) proposed a system that can learn to transform navigational instructions into
formal plans. In order to achieve this, they assume the system has no prior knowledge,
so they need to give the system a lot of linguistic information on several linguistic levels
(syntactic, semantic and lexical). MacMahon et al. (2006) conclude that ”following
verbal route instructions requires knowledge of language, space, action and perception”.
They present a system that can follow ”free-form, natural language route instructions
by representing and executing a sequence of compound action specifications that model
which actions to take under which conditions”. Their system can infer actions by having
knowledge about linguistic, conditional phrases. The linguistic component of their
system primarily uses syntax parsers to model the surface of an utterance and it can
automatically model verb-argument structures. Mei et al. (2016) use a recurrent neural
network with a long short-term memory (LSTM) to encode navigational instruction
sequences bidirectionally and to decode the representation of an action sequence, based
on a representation of the current world state. LSTMs are extremely suitable for these
kinds of tasks, since they are e↵ective in learning the temporal dependencies that exists
over such sequences, especially in natural language generation.

As becomes clear, there has not been a lot of work done on extraction actions in
free text. The vast majority of earlier work has been done on specific domains (cooking
instructions, navigation instructions) and has not been focusing on larger sections of
texts. However, what these approaches have in common is that they either consider
the language part as a sequence labeling task or as a token classification task.

Specific earlier work on action extraction in free text, specified on sustainability
related topics has not been found. Related work done on the combination of sustain-
ability and natural language processing has been in the area of automatically reading of
sustainability assessment reports (Luccioni et al., 2020) or within the area of readabil-
ity (Antoncic, 2020). As becomes clear, this linguistic framework gives us indications
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that actions in language can be considered as a sub-type of event verbs, for example.
Due to this consideration, it is possible to move to the domain of event extraction and
-classification.

2.2.1 Event extraction and classification

However, if the task of automatically extracting actions from news-articles is considered
a similar task as event extraction, there has been more previous work that can be built
upon. One of the most important tasks in event extraction and classification has been
proposed by ACE: Automatic Content Extraction. The objective of the program was
to ”develop extraction technology to support automatic processing of source data [...].
Automatic processing [...] included classification, filtering and selection based on the
language content of the source data.” In the third phase of the project, event detection
and characterization were added (Doddington et al., 2004). Within this program, mul-
tiple definitions and frameworks are proposed which are nowadays widespread in event
detection (and classification). An important aspect is the definition of and the distinc-
tion between entities, event triggers, event arguments and event mentions. Where the
entity is ”an object or a set of objects in one of the semantic categories of interest”, a
mention is a ”reference to an entity (typically a noun phrase”, an event trigger is ”the
main word which most clearly expresses an event occurrence”, the event arguments
are ”the mentions that are involved in an event (the participants) and finally the event
mentions are ”phrases or sentences within which an event is describe, including triggers
and arguments”3.

Building upon the ACE work, Ahn (2006) experiments with two di↵erent models for
event classification. The first model is TimeML, where ”an event is a word that points to
a node of temporal relation”. The second model is the ACE-model which is summarized
as ”an event is a complex structure, relating arguments that are themselves complex
structures”. Ahn is assuming that the ACE-model is more di�cult and complex to
use, since it is assuming that events are complex structures with multiple complex
arguments. The ACE-model is also taking entities, times and values in consideration.
Ahn is comparing the two di↵erent models in a modular approach to compare the
performance on the specific sub-tasks. In order to make this comparison, Ahn is making
a distinction between identifying the anchor (similar to the earlier mentioned event
triggers) and the arguments (similar to the earlier mentioned event arguments). Both
of the sub-tasks are considered word classification tasks. A rich feature-set is used in
order to identify the event anchors: lexical features such as the full word, lowercase
word, capitalized word, POS-tag and depth of the word in the parse tree, WordNet
features, left context and right context, dependency features and related entity features.
Ahn uses a memory-based nearest neighbor learner and a maximum entropy learner. In
order to identify the arguments the following feature-set is composed: anchor word of
the event mention (full word, lowercase, POS-tag and depth in the parse tree), the event
type of the mention, constituent head word of the entity mention (full word, lowercase,
POS-tag, depth within the parse tree), the determiner of the entity mention, entity
type and mention type (name, pronoun, other NP) and the dependency path between
the anchor word and the constituent head word of the entity mention. The results
for the individual tasks are good, however, Ahn mentions that is future research the
feature-engineering could be more elaborated and complex and the modeling between

3https://www.ldc.upenn.edu/sites/www.ldc.upenn.edu/files/english-events-guidelines-v5.4.3.pdf
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the sub-tasks could be better.
One thing that most researchers agree on is the distinguishing between the di↵er-

ent sub-tasks, where the first task is mostly identifying the triggers of the event and
the second sub-task is the finding and/or classifying what most of them call event
arguments.

There has been some research done on domain-specific event extraction. For in-
stance, Ritter et al. (2012) aims at extracting event from Twitter. They assume the
task as a sequence-labeling task and therefore choose to use a Conditional Random
Field in order to learn to recognize the event triggers. According to them, the POS-
tags within the context of an event phrase are important, since the event phrases can
contain many di↵erent POS-tags (verbs, nouns and adjectives). They use a feature-set
with the following features: contextual, dictionary and orthographic features and they
included features from a POS-tagger which is tuned specifically on Twitter. Allan et al.
(1998) consider the task of ”event detection and tracking” as a Topic Detection and
Tracking (TDT) initiative. They use the following definition of an event: ”a possible
definition of event is something that happens at a particular time and place” and they
use a modification of the single pass clustering algorithm. The data-set they use is
a data-set filled with Reuters news-articles. Each new story that is on the stream of
stories is processed by using 1) feature extraction and selection techniques, 2) build a
query representation for the content of they story. After this, there is a determination
of the initial threshold of the query by evaluating the new story with the current query.

A di↵erent approach is proposed by Chambers and Jurafsky (2011), who created
a system for Information Extraction (IE) that ”removes the requirement of predefined
schemas” and instead ”learns the template structure automatically from text, inducing
template schemas as sets of linked events”. In their view, previously dominantly used
templates where the slots needs to be filled with specific labeled data, they use syntactic
patterns in order to determine the semantic roles.

A more recent and fine-grained approach uses most of the times state-of-the-art
models like BERT (Devlin et al., 2018). For example, Haneczok and Piskorski (2020)
compare the performance of a Support Vector Machine (SVM) based on the TF-IDF
character n-grams and neural context-free embeddings with the deep-learning approach
of BERT with the contextual embeddings within it. As expected, the experiment with
BERT outperforms the SVM classifier, however, they mention the SVM is still an
interesting alternative.

2.3 Distant supervision

One of the biggest problems when trying to automatize for instance, classification tasks,
is the lack of training-data. There are several solutions to overcome this problem. A
solution to overcome this problem could be using distant supervision. Distant super-
vision or weak supervision can be used to create or enlarge a training-set with labeled
examples. Distant supervision has been widely used, mainly in classifying emotions
on several social media platforms, but also in relation extraction. The first idea of
distant supervision has been introduced by Mintz et al. (2009) and applied to create
training-data for relation extraction. The assumption behind their idea is that if two
entities have a relationship in a known database (in this specific case, FREEBANK),
all sentences that contain these two exact entities will express this exact relation in
some way. They apply patterns and heuristics based on observations in a development-
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set, on a training-set. This approach achieved a precision score of 67.7. The method
of looking for relationships in a known database and assuming there is always a rela-
tion ship is heavily depending on syntactic features, according to Mintz et al. (2009):
”Syntactic parse features are particularly helpful for relations that are ambiguous or
lexically distant in their expression”. Other approaches with distant supervision are
mainly present in the domain of social media, particularly focused on Twitter. For
example, Purver and Battersby (2012) uses distant supervision in order to classify the
sentiment of sentences within specific tweets. They use the presence of emoticons and
hashtags used in the text in order to determine a sentiment label for the training-set.
The classification is performed by a SVM with a linear kernel and uni-gram features.
The accuracy’s are quite high, especially on the ”happy”-label. For future research,
they propose improvement by using more advanced features (e.g. n-grams), other clas-
sification methods such as maximum entropy, as lexical features are unlikely to be
independent and/or feature weightings. Another example where distant supervision
is applied is in classifying topics of texts. For instance, Husby and Barbosa (2012)
use distant supervision in order to classify blog posts into specific topics. Within this
approach, topics are determined by looking at the presence of specific named entities.
If, for instance, the entities Barack Obama and White House are frequently mentioned
in the blog post, the topic should be defined as politics.

However, there has been outed some strong critique outed on used distant super-
vision methods. Zeng et al. (2015) express their concerns with the earlier mentioned
application of distant supervision for relation extraction (Mintz et al., 2009): ”A sen-
tence that mentions two entities does net necessarily express their relation in another
knowledge base. It is possible that there two entities may simply share the same topic”.
The other part of the critique is mainly focused on the heavy dependency and use of
pre-existing NLP-tools for creating feature-sets: ”Since errors inevitable exists in NLP
tools, the use of traditional features leads to error propagation or accumulation”. To ad-
dress these problems, Zeng et al. (2015) propose using Piecewise Convolutional Neural
Networks (PCNNs), with multi-instance learning. The first problem should be solved by
considering the distant supervision relation extraction as a ”multi-instance problem”.
To overcome the second problem and therefore avoid using NLP-tools, a ”convolutional
architecture to automatically learn relevant features without complicated NLP prepro-
cessing” was adopted. An additional step was to use word embeddings to represent the
token, this already outperforms the approach with handcrafted features by Mintz et al.
(2009) by 0.11 on precision.

In recent days, there have been some tools developed which try to automatically
apply distant- or weak supervision. Examples of such tools are Snorkel4 and Rubrix 5.
To start with, Snorkel ”enables users to train state-of-the-art models without hand
labeling any training data. Instead, users write labeling functions that express arbitrary
heuristics”.

4https://www.snorkel.org/blog/weak-supervision
5https://github.com/recognai/rubrix
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Method

As previously mentioned, since the task of extracting actions from news-articles is
considered a classification task, the methods used for this exploratory analysis will be
classification methods. In order to create a classifier, the first step is collecting data
to 1) train the classifier and 2) test and evaluate the classifier. In the first paragraph
there will be an extensive description of the data-collection, filtering and pre-processing.
Furthermore, this section will contain a description of the annotation process, the
process for generating training-data and the experimental set-up.

In the figure, 3.1 below, there is an overview of the process starting at formulating
the research question and concluding with evaluation and error-analysis. All the steps
within this flowchart will be described in this section.

Figure 3.1: Overview of the complete method

3.1 Data description

3.1.1 Training-data

The data that will be used as training-data is the fifth Edition of the Gigaword Cor-
pus1. The Gigaword Corpus contains over 10 million documents, 8 million of these doc-
uments are English news-articles. The sources for these documents are the following:
Agence France-Presse, Associated Press Worldstream, Central News Agency of Taiwan,
Los Angeles Times/Washington Post Newswire Service, Washington Post/Bloomberg
Newswire Service, New York Times Newswire Service and the Xinhua News Agency.

The data from these news-wires is collected and curated by the Linguistic Data
Consortium (LDC). The fifth edition is covering news-articles coming from the years
1994 until 2002. Gigaword is divided into several sub-sets, following the di↵erent news-
wires as sources. Due to time constraints and computational limitations, the decision

1https://catalog.ldc.upenn.edu/LDC2003T05
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was made to use only one specific sub-set, namely the Associated Press Worldstream
(APW). The source of this data-set (Associated Press) is a well-known and trustworthy
news-wire and the articles are originating from a worldwide stream of international
news. Since shipping is a highly globalized sector, the international character of this
specific sub-set could be useful. The news-articles are likely to cover a wide range of
topics over a wide range of countries.

The specific sub-set of Gigaword contains in total 1.477.466 docs with 539.665 word
types (the number of word types is less compared to the number of documents, since
all tags and other elements are removed).

As earlier mentioned, Gigaword is divided into sub-sets. These sub-sets have the
following metadata available: headline of the news-article, publishing data of the article
and the actual text. Not all of the news-articles within the di↵erent sub-sets have all of
these meta-data items. However, all of the news-articles are identifiable via the datelines
combined with specific identifiers. The news-articles are curated by the creators of the
corpus, this means empty articles of very noisy articles are removed from the data-set.
The documents in the corpus and within the sub-sets are not all classified as news-
articles, but there are several other types of text available in the corpus. An overview
of all the types of texts can be found in the table, 3.1 below.

Story Most frequent types, represent most typical
newswire items: coherent report on a particular
topic or event, consisting of paragraphs and full sen-
tences.

Multi Contains a series of unrelated “blurbs”, each of
which briefly describes a particular topic or event.

Advis Docs in which the news service addresses the news
editors, these documents are not intended for publi-
cation.

Other Documents which are clearly not possible to classify
in one of the classes mentioned above. Usually does
not contain real sentences, paragraphs, but contain
more things like sports scores, stock prices etc.

Table 3.1: Overview of the di↵erent types of articles within the Gigaword corpus

Following the table above, it becomes clear that for answering the research question
of this thesis, the documents with the type ”story will be most suitable. After extracting
the decided articles, only the headline and the first five sentences were kept within the
data-set, as we can assume that the most crucial information should be stored within
these headline and sentences.

3.1.2 Filtering the data

Due to time- and computational limitations it is not possible to use the entire Gigaword
sub-set that was extracted, therefore the decision was made to narrow down the subset
further down into articles which are somehow related to the desired topic. Since the
focus of this thesis is on exploring the possibilities of automatically extracting actions
related to sustainability and not on classifying news-articles into related- and unre-
lated to the topic, the method of using keywords for filtering the corpus is decided as
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su�cient enough to find related articles. For the keywords, there were two di↵erent
sources used. The first one is an earlier developed tool by NIBC. This tool is developed
in order to create a sort-of checklist: are there for instance sustainable development
goals mentioned in annual reports, yes or no? The keywords that are used to search for
such answers, are determined in collaboration with the Sustainability Director within
NIBC. Therefore, we can assume that this person is informed about sustainability re-
lated topics. However, the problem with using these keywords is that the results are
not evaluated for the earlier tool and that there is no scientific or statistical ground for
using these keywords. Another (potential) problem with these keywords is that they are
mainly focused on specific bonds, commitments and legislation. Contrary, the advan-
tage of using these keywords is that we can assume the Sustainability Director is well
informed about the current state of regulations, laws and obligations around the topics
and that this person is well informed about the urgency of certain topics. Specifically
to overcome the problem of the lack of statistical and scientific ground for the NIBC-
determined keywords, there are additional sources used for the keywords. The second
source for the keywords is the SDG Research Mapping Initiative by Elsevier (SDG are
Sustainable Development Goals, formulated by the United Nations). The initiative is
a collaboration between several partners and focused on “sharing data, expertise and
best practices in sustainability research” ELSEVIER (2020). An important part of
the collaboration was the generation of so-called mappings, and more specifically the
mapping of SDG keywords. The goal of this mapping is to create an “expanded list
of keywords that can be used to identify SDG-relevant research”. Important to men-
tion is that the keywords mapping are produced by using text mining methods. “The
search query was based on Elsevier’s SDG search query, with additional search terms
added from documentation provided by the Sustainable Development Solutions Net-
work (SDSN) and the UN itself”. After this, n-grams were used, counts and measures
of frequencies. The tokens were finally ranked by their frequencies. The keywords with
the highest rankings were manually evaluated in order to make sure that they indeed
contribute to a specific SDG-topic. However, important to mention is that these key-
words are purely based and developed to search for scientific research. This makes them
most likely to be of high quality in this specific text-genre. After manually inspecting
the results with the complete set of keywords used, it became clear that there were
some articles that were not that related to the specific topic of net zero emissions and
shipping. Therefore, the decision was made to narrow down the list of keywords again
by manually removing the keywords that did not seems relevant or that have some
sort of duplicates (for instance: emission and emissions are similar). This left us with
the following keywords: atmospheric carbon dioxide, atmospheric co2, carbon emis-
sions, carbon dioxide emissions, co2 emission, carbon footprint, greenhouse gas, ghg,
greenhouse gas emission, paris agreement, kyoto protocol, co2 capture, climate commit-
ments, climate protections, greenhouse gas mitigation, ghg mitigation, green deal, net
zero emissions, carbon reduction, decarbonization, emission reduction, carbon dioxide
and co2.

As becomes clear, the final set of keywords does not contain any company specific
words. The decision was made to remove, for instance, the keywords that were related
to the shipping sector. Since the scope of this thesis is extracting and detecting actions,
the assumption was made that these keywords can be combined with a specific company
name or sector and this will result in overall reasonable results.
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3.1.3 Pre-processing the data

After the collection of the data and the filtering based on keywords, the following step
in the process is the pre-processing of the data. The data was splitted into tokens,
lemmatized and the capitalization is kept. Some element that can clearly be defined,
such as empty articles, were removed from the data-set. After this, the spaCy library
is used to add extra information for the tokens. These information is mainly added
to make it possible to extract patterns within the data in the following phases. The
following information was added: the POS-tag for the token, the dependency label for
the token and the headword for the tokens. An example of the data after adding the
extra information gained with spaCy, can be found below, in table 3.2.

token lemma pos dep headword

for for adp prep X
much much adj pobj X
of of adp prep X
the the det det X
world world noun pobj X
, , punct punct X

Table 3.2: Snippet of the data after processing with spaCy library

3.1.4 Development- and test-data

In order to create a development-set for fine-tuning and a test-set for evaluation, there
were 1000 articles scraped using GoogleNews2 and TechCrunch3. To scrape these arti-
cles, the same keywords as previously mentioned were used. From these 1000 articles
there was a small sub-set selected to function as a development- and test-set. This
partition was made by using the available scikit-learn tools 4. The decision to use these
tools is the shu✏ing of the data and the possibility to set a seed in order to make the re-
sults reproducible. The development-set contains 47 articles and the test-set contains
46 articles. From these articles, only the headlines and the first five sentences were
kept for annotation. The decision to only use these lines is motivated by the fact that
in news-articles, it is common to write down the most important information in the
headlines and the introductory paragraph. The lines with the headlines and the first
five sentences were tokenized, this left us with 8513 tokens for the development-set and
8317 tokens for the test-set. Following the minimal pre-processing steps used for the
training-set, the same spaCy information is added for the development- and test-data.

After the collection of the data and the expansion with additional information, the
development- and test-set and annotated on the presence of actions on a token-level.
In order to produce annotations with high precision, the decision was made to distin-
guish between markers, the part of actions that are more introductory and the actual
actions. For example, annotating the markers has been done with as starting point
the earlier mentioned ESPs. In a following paragraph, 3.1.6, there will be an exten-
sive description of the patterns that applied during distant supervision for the specific

2https://news.google.com
3https://techcrunch.com/
4https://scikit-learn.org/stable/modules/generated/sklearn.model selection.train test split.html
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markers and labels. The decision to make a distinction between markers and labels is
mainly motivated by the fact that the markers have a more introductory character and
express, for instance the announcement or the intention to take action, while actions
as linguistic expressions are predominantly concrete, substantive expressions that tell
what exactly is going to be done. As an example, predicates that can be classified as
ESPs will be labeled as markers. As mentioned before, ESPs are event-selecting pred-
icates. According to Sauŕı and Pustejovsky (2009) the arguments of these predicates
are ”complement-events” and the predicates itself ”select for an argument denoting
event”. To summarize, the ESPs are predicates that have arguments with them, these
arguments are containing the events. If we follow this proposal and assume that actions
are somehow similar to events, we can also assume that the actual, concrete actions
are in the complements of the markers. Another motivation is proposed following
Pustejovsky et al. (2003), who suggests that ”event structure provides a natural repre-
sentation for adverbs as event predicates”. If we assume that events provide a structure
where adverbs are functioning as predicates to the events, we can assume that we can
identify actions by looking at the complements of the markers. For example, if we look
at adverbs, we can find the actions by looking at the complements of these adverbs.
Moreover, during the language analysis it became clear that the distinction between
markers and actions can also be motivated by the fact that the actions contain the con-
crete act of doing something, described by content words, while the markers contain
more abstract, implicit and predominantly grammatical words. In the sentences below,
there are three examples of how the distinction between the markers and the actions
is executed during the annotation. The markers are indicated in bold and the actions
are indicated with italics.

1. ”The order will support the fueling of 12 new green methanol powered Maersk
ships [...]”

2. ”WasteFuel and Maersk have today announced a commercial-scale bio-methanol
partnership, which is set to help accelerate the decarbonization of the shipping
sector.”

3. ”[...] both partners expect expanding projects and production of green methanol
further. ”

The markers and the actions are annotated following the IOB-format. The IOB-
format was presented by Ramshaw and Marcus (1999). The original schema was used
to makes a distinction between specific tokens within chunks: “[. . . ] words marked I are
are inside some baseNP, those marked O are outside, and the B tag is used to mark the
left most item of a baseNP [. . . ]”. For this thesis, the IOB-schema will be applied when
annotating the markers and the actions. The B tag will be added to the beginning of
an expression, the I will be added to the tokens that are inside an expression and the
O tag will be used for tokens that are not part of an expression. The IOB-tags will
be added to the labels marker and action, where the label marker is used for labeling
the tokens that are more introductory, implicit markers, most of the times prior to the
actual actions. The label action will be used for labeling the tokens which are part of
an explicitly mentioned actions. In the table below, 3.3, there is an example of how
the annotation-scheme for the first sentence looks like.
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Token Label

the O
order O
will B-marker
support I-marker
the B-action
fueling I-action
of I-action
12 I-action
new I-action
green I-action
methanol I-action
powered I-action
Maersk I-action
ships I-action
. O

Table 3.3: Example of annotation scheme for one sentence

3.1.5 Language analysis in the development-set

After the annotations of the development- and test-set, the development-set is manually
inspected in order to find patterns, indications and heuristics that could be used to
generate more training-data by using distant supervision. In order to manually inspect
the data, the focus was on two specific linguistic levels. The first level is the lexical
level, where the focus should be on finding specific lexical elements that could indicate
markers and actions, while the second level is the syntactic level, where the focus should
be on finding specific patterns and combinations of specific grammatical categories or
dependency relations.

Lexical elements

When it comes to lexical elements, for the markers, there are a few elements that
stand out. For instance the so-called, and earlier mentioned, event-selecting predicates
(ESPs), modal verbs and adverbial modifiers. When it comes to the labeled markers,
verbs like say, announce and confirm (which are ESPs) are remarkable present within
the labels. These verbs are functioning as predicates and that are, according to Sauŕı
and Pustejovsky (2009), introducing a new source into the discourse of the text and
therefore are making a distinction whether a claim or commitment made within the
text, is made by a (assumingly) neutral article author, or a less neutral source outside
the text. Other verbs that are important within the marker annotations are modal
verbs (can, must, may, shall, will, would, might, should and would). These modal verbs
give an indication of a specific certainty about something related to these elements, and
could therefore function as a good indication for finding actions. The final category that
seems to be important when it comes to lexical elements are the adverbial modifiers.
Adverbial modifiers are elements like quickly, probably, easily, di↵erently, slowly and
maybe. Such elements are known to give additional information about another part of
the sentence, which is most of the times a verb and sometimes an adjective. The most
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important characteristic of adverbial modifiers is that they give information about an
action within the sentence Jurafsky and Martin (2009). In the examples, below, the
markers are marked with italics while the actions are marked with bold characters. In
the first example, the action consists of the combination of an auxiliary and an adverbial
modifier (the word even). In this case, the adverbial modifiers is giving information
about the following clause, where the action is presented. The second example show
agian the presence of an adverbial modifier (recently) within the markers.

1. ”[...] could even swallow up shipping’s entire safe carbon budget”

2. ”[...] has recently been selling vessels from its nearly centry old business”

Syntactic elements

When it comes to syntactic elements, the focus within the language analysis was mainly
on identifying specific patterns or combinations of syntactical elements that are present
within the annotations of the development-data. The most important syntactic pattern
that was found within the development-data, was the combination of an auxiliary and
a verb, for instance, will be, is going, would say and more like these. Other possible
combinations that are present a lot within the data is the combination of an auxiliary,
something else (which can be: an adposition, an adverb or an auxiliary) and a verb, or
a verb and a particle (going to). Examples for such patterns can be found, below.

1. ”[...] must agree to: measure and report greenhouse gas emissions”

2. ”[...] by entering a strategic partnership”

3. ”[...] announced the intention to order the vessel”

Where in the first example, must agree to is a combination of an auxiliary, a verb and
a particle. In the second example, a combination of an adposition (by) and a verb
is found for the marker and to conclude, in the third example sentence is the verb
announce marked as a marker, since it is determined as an event-selecting predicate.

All previously mentioned patterns are present in the case of the markers. For the
markers, we can therefore conclude that there are very clear patterns observed in the
development-data, which can be used for applying distant supervision. Contrary, for
the actions there are no specific patterns observed within the data at all. There are zero
to almost zero patterns found and there are zero to almost zero lexical elements found.
However, one thing that became clear for the actions, is that the actions are most likely
to be found in the complements of the markers. Most of these actions are specifically
to be found either within the direct object of the marker or within the prepositional
object. We can therefore make the following assumptions about the language analysis
based on the development-data:

1. The markers can be found following specific lexical elements and syntactic pat-
terns;

2. The actions can be found in the complements of these markers.

In the table below, 3.4, there is a complete overview of all the markers and the
actions.
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Lexical markers announced, agreed, has/have been, is expected,
plan/planned to, said/says, will/would, event-
selecting predicates

Syntactic markers (POS-tags) AUX + ADV, AUX + VERB, AUX [. . . ] + VERB,
VERB + ADP

Syntactic markers (depen-
dency labels)

aux + advmod

Table 3.4: Patterns found for the markers in the development-data

3.1.6 Applying distant supervision

In order to generate su�cient training-data to train a classifier, the decision was made
to apply distant supervision by looking for patterns and heuristics within the training-
data. As mentioned in the previous section, it is clear there are obvious patterns for
the markers and not so obvious patterns and heuristics that can be used for labeling
the actions. Therefore, the first step in applying distant supervision on the training-
data is labeling the markers following these specific patterns. The markers are labeled
by using a rule-based system, where the patterns and heuristics that are identified
during the language analysis are applied on the training-data. Complementary to the
language analysis, the previously described literature is used to identify patterns. A
lot of research that has been done on either expression actions in language or on event
extraction mentions, for instance, the importance and the role of adjectives, auxiliaries,
adverbs and modal verbs. After the labeling of the markers, the tokens that should be
labeled as actions are identified by extracting the complements of the markers. These
complements are extracted by using the natural language processing library, spaCy5,
which o↵ers a function to extract ”subtrees” for specific tokens. The markers are used
as input tokens and the actions are extracted by using the subtree function, after this
the tokens that are present within the subtree will be labeled as actions. The first tokens
which is labeled as an action in a sequence of actions, will be labeled as ”B-action”,
while the remaining part of a sequence of actions will be labeled as ”I-action”.

However, the di�culty with distant supervision is 1) the lack of evaluation possible
and 2) the probably poor quality of the eventual data, as a result of the labels being
noisy. The latter could be ”solved” by assuming that the size of the final training-set
will compensate for the noisy labels. A solution for the first mentioned problem is found
in creating three di↵erent data-sets of the training-data. The same data is used, but
the patterns are applied with small di↵erences incorporated and more freedom. Within
the first data-set, only the patterns are applied from which we are completely sure
they will results in good quality labels for the markers (which we call strong patterns),
namely the combination of an auxiliary and a verb, adverbial modifiers and the event-
selecting predicates. The second patterns applied (which we call ”medium” strong
patterns) would contain all the previous elements, extended with the combination of
an auxiliary, another element which can be an adposition, an adverb or an auxiliary
and a verb and the combination of a verb and a particle. The third and final patterns
applied - which are called weak patterns - contain at least all the previous elements. The
patterns will be completed with the combination of an auxiliary, X and a verb, where X
can be any category. The final addition will be the combination of an adposition and a

5https://spacy.io/usage/linguistic-features/
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verb. In the table, 3.5 below, there is an overview of all the di↵erent patterns applied.
The expectation of these di↵erent patterns that are applied is that the precision in the
final model, combined with the strong patterns will be high, while the recall will be
low for this patterns. For the ”medium” strong patterns, the expectation is that the
precision will decrease while the recall will increase. For the weak patterns applied
on the training-data, the expectation is that the recall will be the highest while the
precision will probably be the lowest across all di↵erent patterns applied to the training-
data.

patterns applied

data-set 1: strong
patterns

- auxiliary + verb
- event-selecting predicates
- verbs: begin, end
- auxiliary + adverbial modifier
- adverbial modifier

data-set 2: ”medium”
strong patterns

- all above, plus:
- auxiliary + X + verb, where X can be: adposition, adverbial, auxiliary
- verb + particle
- verb + adposition

data-set 3: weak pat-
terns

- all above, plus:
- auxiliary + X + verb, where X can be: anything
- verb is is
- adposition + verb

Table 3.5: Overview of the three di↵erent patterns applied on the training-data

With these three di↵erent data-set, in the final evaluation, it is possible to see
if there are di↵erence in performance across the di↵erent data-sets. After applying
distant supervision for only the markers, there are in training-set with the strong labels
applied, 298347 “O”-labels, 34014 B-marker labels and 5126 I-marker labels. In the
“medium” strong labeled data-set, there are 284278 “O”-labels, 34870 B-markers and
18339 I-markers labeled. In the training-set with the weak labels applied with distant
supervision for the markers, there are 279691 “O”-labels, 4252 B-markers and 15344
I-markers labeled.

After labeling the markers, the actions are labeled by using spaCy subtree. This
results in the following final frequencies for the labels. An overview of all the frequencies
can be found in the table, below. As expected, the “O”-labels decrease if the patterns
applied becomes stronger and the action labels increase if the patterns become weaker.
A small exception is to be found within the training-data labeled with the “weak”-
patterns. In this data-set the frequencies of B-markers and I-marker increases, while
the actions do not increase that much. It could be the case that if there as so many
tokens labeled as markers, the tokens labeled as actions can be ’overwritten’ by new
labels. As a result, the “O”-labels in this data-set are less, compared to the data-
set labeled with the “medium strong”-patterns. In the table, 3.6, below, there is an
overview of all the frequencies across the di↵erent patterns applied to the training-data.
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O B-marker I-marker B-action I-action

Strong 239233 26731 4238 21564 45719
“Medium” strong 201325 21559 12550 24912 77140
Weak 21399 32822 11502 21717 52046

Table 3.6: Overview of the frequency of the labels for all three di↵erent training-sets

3.2 System design

For this thesis, the decision was made to compare two di↵erent systems. A baseline
system is set-up with a more traditional machine-learning method, by using a Condi-
tional Random Field (CRF), combined with a handcrafted feature-set. The decision to
use a CRF is especially motivated by the lenght and the character of the actions, which
are more sequences of tokens instead of seperate tokens that needs to be classified. The
other set-up will consists of finetuning a BERT-model on the specific task of classifi-
cation. The di↵erent set-ups will be combined with the three di↵erent training-sets,
where the three di↵erent patterns were applied on the training-data. This will result in
a total of six experiments, an overview of these experiments can be found in the table,
3.7, below.

experiment number data model

1 data-set 1: strong patterns CRF
2 data-set 2: medium patterns CRF
3 data-set 3: weak patterns CRF
4 data-set 1: strong patterns BERT
5 data-set 2: medium patterns BERT
6 data-set 3: weak patterns BERT

Table 3.7: Overview of the six di↵erent experiments

In the remaining part of this paragraph, there will first be a description of the set-up
with the CRF and the feature-set, after this there will be a description of the set-up
for finetuning the BERT model. This paragraph will conclude with a description of the
evaluation method to compare the performance across di↵erent experiments.

3.2.1 Conditional Random Field

As is presented in the table, 3.7, the first three experiments will be carried out by using
a Conditional Random Field (CRF) algorithm. CRFs are a framework for “building
probabilistic models to segment and sequence labeled data” La↵erty et al. (2001). The
intuition behind CRFs is comparable with a Hidden Markov Model (HMM), which
is frequently used in pattern-recognition. However, the most important characteristic
between CRF and HMM, is that HMM uses per-state exponential models for the mod-
eling of the condtional probabilties of next states, given the current state. Contrary, a
CRF has a single exponential model for computing the probability the entire sequence
of labels given the observed sequence. To summarize, a CRF is capable of taking all the
previous computed probabilties into mind while a HMM is not capable of this, and has
the assumption that any observation only depends on the current state. This addresses
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the problem in HMM what is known as “the label bias problem”. A CRF addresses the
problem in HMMs, namely the independence assumption and is capable of capturing
dependencies that are of longer distance than only the previous state. When using a
CRF for this task, it should be possible of, for instance, capturing the depency across
the markers and the dependent actions.

What makes a CRF suitable for extracting actions from news-articles, if we consider
the task either as a sequence-labeling task or as a token-classification task, is the
capability of a CRF to capture correlations between di↵erent features. Similar to a
HMM, a CRF is also computing the probability of one state following another state.

The CRF-used for the first three experiment is an implementation from sklearn6.
The implementation is capable if loading selected features into a dictionary. The default
algorithm is used, a L-BFGS training-algorithm. The max iterations is set to 100 and
the parameter for all possible transitions is set to True.

Feature engineering- and selection

As mentioned before, the first three experiments are set-up with a CRF combined
with a feature-set. Since there has not been a lot of previous research into action
extraction, the feature are selected following o.a. Ahn (2006), Li et al. (2013) and
Miwa et al. (2010), who all focused on event extraction by using machine-learning
methods combined with rich feature-sets. Since the language analysis has shown a
great importance for syntactic characteristics for defining actions, syntactic features
are an important part of the feature-set, for instance POS-tags and dependency labels
are selected. The other characteristic that came across after the language analysis, were
some lexical elements that play a role in defining the markers, for instance the verbs
announce, say and claim. Since characteristics are considered to play an important
role, the other majority of the feature-set consists of lexical features such as the token
itself and the previous token. The decision was also made to incorporate a feature that
determines whether a token is a named entity or not. The decision to use this feature is
motivated by the fact that actions mostly do not contain named entities, since they are
primarily direct object or prepositional complements. A full overview of the feature-set
can be found in the table, 3.8, below

1 The token itself.
2 The lemma for the token.
3 The POS-tag for the token.
4 Whether the token is a named entity.
5 The dependent head-word for the token.
6 The dependency label.
7 The previous POS-tag and the previous two POS-tags.
8 The preceding POS-tag.
9 The previous and the preceding dependency-label.

Table 3.8: Overview of the features used combined with CRF

6https://sklearn-crfsuite.readthedocs.io/en/latest/
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3.2.2 BERT

The set-up for the final three experiments is created by fine-tuning a BERT model.
BERT stands for Bidirectional Encoder Representations from Transformers, and is a
machine-learning model based on transformers. The model has proven good perfor-
mance on several natural language processing tasks, such as language generation, sum-
marizing and a classification task like named entity recognition Devlin et al. (2018). The
model is state-of-the-art and usually outperforms the traditional machine-learning mod-
els. A shortcoming of the previously described CRF, as is the case for other traditional
machine-learning methods, is that most of the models process the input incrementally,
from left to right. Contrary, BERT is build upon the distributional hypothesis Jurafsky
and Martin (2022), which is defined as follows: “the idea that something about what
we’re loosely calling word meaning can be learned even without any grounding in the
real world, solely based on the context of texts we’ve encountered in our lives. We ac-
quire knowledge through this process”. The reason that BERT is capable of handling
bidirectionally is that BERT uses ”masked language models” (MLM). A MLM chooses
randomly to mask some tokens from the input data. The goal of this masking is to
learn (and therefore predict) the original token on the position of the masked token.
The prediction is done based on the context around the masked token. To summarize,
a part of the intuition behind BERT is grounded in the distributional hypothesis, which
is in turn partly grounded on a part of how humans learn in real life. Models that are
capable of handling input from right-to-left and left-to-right could have an advantage
when it comes to natural language processing tasks where the context is important,
such as language generation, but the models also have an advantage when it comes to
sequence-labeling tasks (since they can also process input from the right-context).

The other characteristics of bidirectional encoder models such as BERT: input for
the model is segmented by using sub-word tokenization and the input is combined with
positional embeddings before these are passed through a series of transformer blocks
which contain self-attention and feed-forward layers (i.e. Jurafsky and Martin (2022);
Devlin et al. (2018))

Precisely, BERT contains the following elements: sub-word vocabulary of 30.000
tokens, generated with the Word-Piece algorithm, hidden layers of size 768, 12 layers
of transformer blocks with 12 multi-head attention layers each. The final BERT model
contains over 100M parameters.

The implementation of BERT can be done in two steps within the framework:
namely during pre-training and fine-tuning. During pre-training, the model is learning
representations or meaning of words and sentences through the processing of a very
large number of texts. For the case of BERT, the model is trained on the following
pre-training data (all in English): BooksCorpus (800M words) Zhu et al. (2015) and
English Wikipedia (2,500M words). The step of fine-tuning consists of using the pre-
trained representations and continuing with further training of a model to perform
downstream tasks.

Pre-processing steps

A big advantage of BERT is that there are little to none pre-processing steps needed
before passing the input data into the model. However, the input needs to be aligned
with the desired structure that BERT needs for handling input data. Contrary to the
majority of machine-learning models, BERT does not uses tokens as input data, but
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so-called word-pieces. The WordPiece embeddings Wu et al. (2016) split a sentence into
pieces of words (wordpieces) instead of the more commonly used tokens. WordPiece
creates a vocabulary of all the characters that are represented in the data and learns
which transition from one ’wordpiece’ following another ’wordpiece’ has the maximum
likelihood. To summarize, the only pre-processing step that is carried out is turning
the data into the desired input-format by instead of tokenization of the data, create
wordpieces. Finally, the labels for BERT are simply mapped to integers, where the
O-label is mapped to the number 0, the B-marker label to 1, the I-marker labels are
mapped to 2. The B-action label and the I-action label are mapped to 3 and 4.

Fine-tuning BERT

For the scope of this thesis, the pre-training step was skipped and an existing model
(BERTbase) was fine-tuned on the specific task of sequence labeling. As mentioned
before, fine-tuning is the “process of taking the representations from [these] pretrained
models, and further training the the model, often via an added neural net classifier, to
perform some downstream task” Jurafsky and Martin (2022). The idea behind fine-
tuning is that a model learns rich representations of word meanings during the process of
pretraining, this learned representations should make fine-tuning easier, since the model
should be able to learn the representations of a more downstream task. The knowledge
a model gained during pretraining is transferred and used during fine-tuning.

Fine-tuning BERT is done by use the task-specific inputs and output into BERT
and fine-tune all the parameters. According to Devlin et al. (2018): “Compared to
pre-training, fine-tuning is relatively inexpensive. All of the results in the paper can be
replicated in at most 1 hour on a single Cloud TPU, or a few hours on a GPU”.

The BERT implementation that is used for setting up the experiments is done by
making use of Transformers. The model that is used is the bert-base-uncased model.
BERT-base has 12 encoder layers stacked, while the original BERT (BERT-large) has
24 encoder layers stacked on each other. This means the number of layers is decreased
compared to BERT-large, while the number of parameters and number of attention
heads also decreased. BERT-base has been trained with 15% of the token masked, in
80% of these masked tokens, the tokens are replaced with the special [MASK] token,
10% of these masked tokens are replaced with randomly chosen tokens and the remain-
ing 10% of these masked tokens are left as they are7. BERT for Token Classification
was used, this is a BERT-model with a token classification linear layer on top of the
hidden-states output8.

Devlin et al. (2018) proposed a few settings for the parameters which are fitted for
fine-tuning a BERT-model. These suggestions are followed, which leads to the following
settings: the batch size used is 16, the learning-rate is set to 3e-5 and the fine-tuning
is done during 3 epochs.

7https://huggingface.co/bert-base-uncased
8https://huggingface.co/docs/transformers/model doc/berttransformers.BertForTokenClassification



28 CHAPTER 3. METHOD



Chapter 4

Results

In this chapter, there will be an overview given of the results obtained with the six
di↵erent experiments that are carried out in order to try and find an answer to the
research question. Evaluation of the performance of the models has been done by
using the standard evaluation metrics, namely precision, recall and f-score. The first
section will focus on the system-design with the CRF and the second section will give
an overview of the results of the BERT-system. This section will conclude with an
extensive error analysis for the best performing model out of the two experimental
set-ups.

4.1 Results CRF

In order to train a CRF, the settings and parameters that were used were described in
the previous section, Section 3. In this paragraph, there will be an overview given of
the overall scores for the best performing experiment for the CRF. For this experiment,
a more extensive description of the results will be given. Another important part of
the results that will be presented, is the performance per label. In this section, the
most notable things of these performances will be pointed out. In the following table,
table 4.1 there is an overview of the overall results for the CRF, evaluated in terms of
precision, recall and f-score.

As becomes clear from the table, the results do not di↵er that much across the
di↵erent experiments. The highest overall score is obtained for the second experiment,
the CRF trained with the medium patterns applied on the training-data. The highest
precision is obtained for the third experiment, with the weak patterns applied, while
the highest recall is achieved by the second experiment. However, as mentioned before,
the data-set is highly imbalanced, mainly in favor of the O-labels. The labels that are
least represented in the training-sets are the marker labels. The weighted average is
dealing better with this imbalance, since its considering the support of each class. For
these scores, all the three training-sets obtained similar scores. The highest precision is
achieved with training the CRF on the strong- and medium training-sets with a score
of 0.58. The highest recall scores are also achieved by these two training-sets, with
scores of 0.58. The highest f-score is obtained by the CRF trained with the medium
patterns applied.

Since the second experiment obtained the best results, in the table 4.2 below, there
is an overview of the results that were obtained per label.

If we look at the performance per label, it becomes clear that the CRF has obtained
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macro avg precision recall f-score

1 0.44 0.34 0.35
2 0.42 0.42 0.40
3 0.50 0.31 0.38

weighted avg

1 0.58 0.58 0.53
2 0.58 0.58 0.55
3 0.54 0.54 0.52

Table 4.1: Macro and weighted average results for the first three experiments, classified
by CRF

Precision Recall F1-score Support

B-marker 0.56 0.49 0.52 488
I-marker 0.27 0.40 0.32 260
B-action 0.14 0.17 0.15 476
I-action 0.46 0.18 0.26 2364
O 0.67 0.85 0.75 4563

Accuracy 0.58 8151
Macro avg 0.42 0.42 0.40 8151
Weighted avg 0.56 0.58 0.55 8151

Table 4.2: Results per individual label, second experiment with medium patterns ap-
plied, classified by CRF

bad results for classifying the tokens into B-actions, with a precision of 0.14, recall of
0.17 and f-score of 0.15. However, the performance on the I-action labels is significantly
better, at least for the precision score. The I-action label achieved a precision score
of 0.46, contrary to the low recall score of 0.18. The CRF trained with this training-
set, achieved by far the best results for the O-labels, with precision scores of 0.67,
remarkable high recall score of 0.85 which resulted in a f-score of 0.75. Important
to mention for this specific label, is that the training-set is highly skewed in favor of
this O-label. Tokens labeled with this O-label are over-represented in the data-set, with
2364 labels in a total of 8151 label. The label with the least occurrences in this data-set
is the I-marker, with 260 tokens labeled as I-marker. The overall decent performance
of this experiment is mainly causes by the good performance achieved by the O-label,
I-action and B-marker labels. In the table 4.3 below, the confusion matrix for the
second experiment with the CRF is presented.

In the confusion matrix we can see that the O-label and the I-action label are most
of the times confused with each other, precisely there were 1578 times the classifier
falsely classifies a token with a O-label where it should be I-action, and 399 times the
classifier falsely predicts a token being I-action where it should have predicted an O-
label. If we look at the B-action labels, the most mistakes were also made by falsely
predicting an O-label. The most mistakes for the B-marker and I-marker are made by
confusing these labels with the B-action labels.
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Gold labels
Predicted labels
B-action B-marker I-action I-marker O

B-action 79 42 67 82 206
B-marker 118 241 26 14 89
I-action 169 63 434 120 1578
I-marker 79 21 24 103 33
O 137 66 399 65 3809

Table 4.3: Confusion matrix for the second experiment, medium patterns applied to
training-data, classified by CRF

If we look at the confusion matrices for all the experiments, presented in the tables,
4.4 and 4.5, it becomes clear that the confusions made by the classifier do not di↵er
that much across the three di↵erent training-sets. The vast majority of mistakes are
made by predicting nothing (i.e. O-label), while the gold label is an I-action. Moreover,
the B-marker is in the two of the training-sets (medium- and weak patterns), mostly
confused with the B-action label. For both of these data-sets applies the same pattern
of I-marker being mostly mistaken by falsely predicting B-actions. In the table below,
4.6, the performance per individual label for all of the three training-sets is presented.

Gold labels
Predicted labels
B-action B-marker I-action I-marker O

B-action 77 14 61 38 286
B-marker 123 167 27 6 165
I-action 172 29 408 10 1745
I-marker 77 25 27 38 93
O 145 57 355 9 3997

Table 4.4: Confusion matrix for the first experiment, strong patterns applied on
training-data, classified with CRF

Gold labels
Predicted labels
B-action B-marker I-action I-marker O

B-action 76 46 73 84 197
B-marker 116 216 38 15 103
I-action 171 61 495 134 1503
I-marker 79 34 28 88 31
O 145 67 479 63 3809

Table 4.5: Confusion matrix for the third experiment, weak patterns applied on
training-data, classified with CRF

If we look at the performance for the individual labels we can see that the perfor-
mance does not di↵er that much across the data-sets. However, there are a few things
that are worth mentioning in this results sections. The first remarkable behaviour for
the labels can be seen in the I-marker label. The I-marker label achieved a precision
score of 0.38 in the strong training-set and a recall score 0.15. If we look at the medium
data-set, the precision score drops with around 0.10 while the recall score increases to
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Precision Recall F-score Support

B-marker

1 0.13 0.16 0.14 476
2 0.14 0.16 0.15 476
3 0.14 0.17 0.15 476

I-marker

1 0.57 0.34 0.43 488
2 0.68 0.41 0.51 488
3 0.27 0.12 0.17 488

B-action

1 0.38 0.15 0.21 260
2 0.29 0.40 0.33 260
3 0.20 0.21 0.20 260

I-action

1 0.64 0.88 0.74 4563
2 0.68 0.83 0.74 4563
3 0.65 0.84 0.73 4563

O

1 0.46 0.17 0.25 2364
2 0.43 0.24 0.31 2364
3 0.45 0.22 0.30 2364

Table 4.6: Performance per label per experiment for CRF

0.40, which is significant. Another notable element in these scores is the di↵erence
between the B-marker label. In the strong training-set, the B-marker label achieved
a precision score of 0.57 and a recall score of 0.34. However, the precision score stays
approximately the same while the recall score improves with 0.15 to 0.49. Further
scores that stand out is the almost equal scores that all the three training-sets achieved
for the B-action and I-action labels. With all precision scores below 0.15 and recall
scores around the 0.16 for the B-action label and with precision scores around the 0.45
and recall scores around the 0.19 for the I-action label. The highest precision score for
individual labels is obtained for the O-label, with a precision score of 0.67 for both the
medium- and weakly labeled training-set. The highest recall score is also obtained by
the O-label, with a score of 0.88 for the strong-labeled training-set. The final noticeable
element that should be pointed out is the relatively high di↵erence between the macro-
and weighted average. The f-scores for macro average are 0.35 for the strong-, 0.40 for
the medium- and 0.38 for the weakly labeled data-set. Contrary, the f-scores for the
weighted average are 0.53 for the strong training-set, 0.55 for the medium training-set
and 0.55 for the weakly labeled training-set. The di↵erence in these averaged scores is
to be explained by the di↵erence in the metrics. As mentioned before, the labels in the
training-set are imbalanced. Macro-average is computed by giving each class-label the
same weight and therefore the same contribution to the final macro average. While in
weighted average each class-label is weighted for the size of this class. For this training-
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sets, this will mean the high performance of the O-label will contribute more to the
weighted average compared to the bad performance of the B-action label. Due to the
di↵erences in size, the O-label with 4563 examples will get a heavier weight compared
to the I-marker label with 260 examples within the data-set.

To summarize, we can observe that the overall performance across the di↵erent
patterns applied on the training-set does not show that much di↵erences. Contrary, if
we look at the performance for the individual labels, the training-set with the medium
patterns applied obtained the highest scores. Across the di↵erent training-sets we can
observe that the label performing worse is the B-action label, followed by the I-action
label. The bad performance of the I-action label seemed mainly to be caused by the
low recall scores obtained. The best performance for individual labels is in all the
training-sets is the O-label, followed by the B-marker labels. In the following section,
there will be an extensive error analysis presented, in which there will be a deep dive
into the specific mistakes that were made by the classifier.

4.2 Results BERT

In this section, the results obtained with BERT are presented. In the table below, 4.7
the achieved scores in terms of precision, recall and f-score are presented.

macro avg precision recall f-score

4 0.12 0.12 0.12
5 0.11 0.14 0.12
6 0.10 0.13 0.11
weighted avg
4 0.12 0.12 0.12
5 0.11 0.14 0.12
6 0.08 0.13 0.11

Table 4.7: Results for the BERT experiments

As becomes clear, the obtained results with BERT are unexpectedly low, especially
compared to the results obtained with the CRF. During training, BERT shows a val-
idation loss higher than the training loss. This could point to overfitting: the model
performs relatively well on the training-data, but does not show good results for the
validation- and test-data. To check if the fine-tuned model contains programming mis-
takes or other human-made mistakes, the exact same fine-tuned model is trained with
the well-known CONLL 2003 NER data-set Sang and De Meulder (2003). The perfor-
mance of the fine-tuned model on the NER data-set, with the same parameters and
settings, is incomparable with the performance of the fine-tuned BERT on the data-set
for this thesis. The fine-tuned model achieved an f-score of 0.80 on the NER data-set,
while the f-scores the fine-tuned model with the three di↵erent training-sets are staying
low, with the highest score being 0.12 for the strong training-set and the lowest f-score
of 0.11 for the weak training-set. Current state-of-art scores for NER tasks on the same
CONLL NER data-set are achieving f-scores above the 0.85 Yu et al. (2020).

This could indicate that the data-set used for this thesis and generated with applying
distant supervision, is not fitted to be used in combination with a (fine-tuned) BERT.
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The data-set is probably too small and too complex to use in combination with BERT.
In the table below, 4.8 the scores per type of label are presented.

Precision Recall F-score

Type: marker
4 0.21 0.20 0.20
5 0.20 0.24 0.22
6 0.02 0.04 0.03

Type: action
4 0.03 0.05 0.03
5 0.02 0.04 0.03
6 0.18 0.22 0.20

Table 4.8: Overview of the performance per type of label, BERT system, for all the
three training-sets

As becomes clear from the table above, the performance of BERT on this specific
data-set is really bad, across all of the three di↵erent training-sets. Especially the
performance for the actions is really bad. Compared to the actions, the markers perform
more decent, with most of the scores above 0.20. However, the performance of BERT is
following somehow the same pattern for the CRF with better performance on the labels
compared the actions. Finally, if we look at the accuracy scores of these experiments,
which is 0.56 for the medium training-set, these scores are not that bad compared to
the performance in terms of precision, recall and f-score and compared to the CRF
experiments. However, accuracy is not the most convenient metric to use. If the
accuracy scores are relatively normal and the other metrics are low, this is most likely
to be caused by the model consistently predicting the opposite label (i.e. marker instead
of actions or actions instead of markers). In the conclusion and discussion sections, I will
elaborate on the bad performance of the fine-tuned BERT model, specifically compared
to the CRF.

4.3 Error analysis

As becomes clear from the previous paragraphs, the results obtained by the experiments
with the CRF majorly outperforms the experiment using BERT. To make it possible
to eventually improve future work, there has been an extensive error analysis done for
the experiments combined with the CRF. The main objective for the error analysis was
analyzing the types of mistakes the classifier made, for instance are there examples of
ambiguous cases or does the model have to deal with synonyms and other variations?
The decision to only conduct the error analysis for the CRF is that this model could
be implemented in a business environment, if the performance can be increased by
implementing improvements that are based on the error analysis. The BERT system is
apparently not useable for this type of data and for this research question. In the final
chapter, I will elaborate on possible improvements and adjustments for fine-tuning the
BERT model on this type of tasks.
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4.3.1 Error analysis CRF

The error analysis was set-up to get insight in the confusions and the mistakes made
by the classifier, in a structured way. The first step for the error analysis is looking
at the confusion matrices for all the three experiments. The confusion matrices for all
three experiments have already been shown in the previous section and can be found
in the table 4.3, 4.4 and 4.5.

As mentioned in the results section, the best performing labels are the O-label and
the B-marker labels. However, the worst performance is obtained by the B-action and
the I-action labels. If we look at the confusion matrices for the three experiments,
there are some patterns to observe when it comes to mistakes and confusion. As
mentioned before, overall the I-action label is showing the same pattern across the
three di↵erent training-sets: for this label, the mistake that the classifier have made
primarily is confusing this label by falsely predicting an O-label. In the strong labeled
training-set this mistake is made 1745 times, in the medium labeled training-set this
confusion occurs 1578 times and finally in the weakly labeled training-set the mistake
was made 1503 times. At the same time, the gold O-label is confused 355 times in
the strong labeled training-set, 399 times in the medium labeled training-set and 479
times in the weakly labeled training-set. To summarize: most errors are made in any
of the three data-sets by confusing O-labels and I-action labels. If we look at the best
performing labels, the O-label and the B-marker labels, we can see the same patterns
for the B-marker in the medium- and weakly labeled data-set. This label is in both of
the data-sets mostly confused with a B-marker label. As mentioned before, the O-label
performing the best, while the vast majority of the mistakes for this label is made by
confusing it with an I-action label.

Strong patterns

For the error analysis, the results are filtered depending on the confusion matrix. As
mentioned in the previous section, the mistake that was made the most for the training-
set with the strong patterns applied, is mistaking the B- and I-action labels for O-labels.
If we look at the POS-tags, the following things were observed.

Goldlabel Predicted label POS-tag Frequency

B-action O PART 37
NOUN 44
DET 54
VERB 72

I-action O VERB 109
DET 130
ADJ 171
ADP 242
NOUN 642

Table 4.9: Overview of the confusions made by the CRF trained on strong labeled
training-data, based on POS-tags

As presented in the table, above, it becomes clear that if we look at the POS-tags
for the confusion between B-action and O-labels, the most frequent mistake is made in
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the case of verbs. Verbs are also a big part of the mistakes made by confusing I-actions
with O-labels (109 out of 1578 confusions in total). However, the most frequent mistake
is being made when I-action and O-labels are confused, by falsely predicting a noun for
an O-label token. Other frequent POS-tags for falsely predicting an O-label while it
should be an I-action labels are determiners, adjectives and adpositions. Not included
in the table but interesting to mention is the error made for tokens that are numbers,
68 tokens were falsely predicted as O-label while the gold-label is an I-action label.

According to the confusion matrix for the strong patterns applied, the other mis-
takes for this training-set are made by confusing O-labels for I-action labels. However,
for this mistake no clear patterns were found. POS-tags present for this mistake are the
following: adjectives, adpositions, adverbials, conjunctions, determiners, nouns, num-
bers and verbs. The confusions for these POS-tags do not di↵er that significantly if we
look at the frequencies, the frequencies are all below 100 and most of them even below
50.

Medium patterns

If we look at the confusion matrix for the training-data with the strong patterns applied,
the same regularities for the B-action and I-action labels were found, these labels were
also mostly confused with the O-label. For this labels, the frequencies that occur in
the error analysis can be found in the table, below.

Goldlabel Predicted label POS-tag Frequency

B-action O ADJ 22
NOUN 42
DET 57
VERB 46

I-action O VERB 52
DET 131
ADP 171
ADJ 174
NOUN 638

Table 4.10: Overview of the confusions made by the CRF trained on medium labeled
training-data, based on POS-tags

Notable in the frequencies observed for this confusion is the relatively high number
of mistakes for the I-action confusion with O-label for the tokens that are nouns, 638 out
of 2364 confusions in total. The other notable element is the relatively low frequency
for the verbs in this data-set. Especially is we compare this frequency with the other
training-set, the strong labeled data-set (which is 109), this number almost halved
compared with the strong labeled training-set.

If we look the other way around, where the O-label is confused by falsely predict-
ing an I-action label, there is not a significant pattern observed. The POS-tags that
occur for this mistakes are adjectives, adpositions, conjunctions, determiners, nouns,
punctuation marks and verbs, which are the vast majority of the POS-tags present at
all.

According to the confusion matrix, the B-marker is mostly confused with the B-
action label. The pattern observed for this confusion is an interesting observations,
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110 out of the 118 mistakes that were made for this confusions happen to occur when
the token is a verb. If we further dive into the specific tokens, it seems like the vast
majority of the tokens are the event-selecting predicates, and more specifically the
source-introducing category. Verbs like say, lead, expect, comment, express, warn, and
look do occur multiple times for this mistake.

If we look at the precision, recall and f-scores for the medium training-set compared
with the strong labeled training-set, there is something remarkable happening at the
I-marker labels. This specific label achieved a precision of 0.38 and recall of 0.15 in the
strong labeled training-set. If we look at the medium labeled training-set, the precision
drops with almost 0.10 while the recall increases with 0.25. This results in a rising
f-score from 0.12 to 0.32. The strong labeled data-set contains 38 confusions where
the token is an adposition, with many occurrence of the adpositions to, on and for.
Contrary, in medium labeled data-set the confusions if the tokens is an adpositions
decreases to 11, with 4 occurrences of the token to and only one occurrence of the
token of. The second remarkable confusions that dropped were the falsely predicted
labels while the token was an auxiliary. In the strong data-set, there were 27 confusions
for this category, with the most mistakes made by falsely predicting a B-marker label
and the auxiliary being be, namely 16 mistakes of this type. For the medium data-set,
there were still 13 confusions for this category. The token in question is still be, but
the amount of falsely predicted B-marker decreased until 3 mistakes of this type. The
last things that are important to mention are the mistakes made while the token was
a verb. In the strong data-set there were 101 of such mistakes, while in the medium
data-set there were only 86 of this type of mistakes. The decrease is mainly in falsely
predicting an O-label in the medium data-set. The falsely predicted B-action labels are
still significant, but the O-label decrease from 23 till 5.

Weak patterns

According to the confusion matrix for the training-data with the weak patterns applied,
the B-marker is mostly confused for a B-action label and the I-marker label is mostly
confused for a B-action label. The same patterns are observed in the training-set with
the medium data applied. The confusion of B-marker- for B-action labels is mostly
observed if the token is an auxiliary, with the auxiliary be as the examples that occurs
the most, with 19 confusions of this specific type. Other common confusions are made
for this type if the token is a particle, to. The final big category where B-markers are
confused for B-action labels is, again, if the token is a verb, with a majority being the
verbs say (32 occurrences). The vast majority of the mistakes where the I-marker is
confused for B-action is occurring if the token is a verb, namely 56 occurrences. The
main category of verbs seems to be the ESPs and SIPs.

To summarize, there are a lot of confusions that are focused around a few tokens and
a few grammatical categories. It seems that a lot of mistakes are made for verbs, and
more specifically the event-selecting predicates or the active verbs. The second category
where a lot of mistakes and confusions are made is for particles (to) and adpositions
(for, to and on). Other categories and tokens with a lot of confusions are the auxiliaries,
with more specifically the token be. Finally, the vast majority of mistakes by confusion
I-action- and O-labels is made for nouns. We can therefore make the conclusion that 1)
a lot of mistakes are made at the edges of the labels. Adpositions such as for, to and on
and especially particles like to and the auxiliaries are frequently found at the beginning
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of a complement which is labeled as an action or these tokens are frequently present
on the edge between a I-marker and I-action for instance. However, this is certainly
not the case for the confusions between the I-action and the O-labels. This confusion
seems to have more to do with the unstructured character of the tokens within the
specific actions. Since the actions are labeled by finding dependent complements for
the markers, they contain a lot of di↵erent tokens and grammatical categories. Aligned
with this, the mistakes made for this specific type of confusion is also unstructured and
unpredictable.



Chapter 5

Conclusion and discussion

In this section, there will be an answer presented to the research question and the
sub-question formulated in the introduction, to what extent is it possible to extract
actions from news-articles, and to what extent is it possible to use distant supervision
to generate more training-data?. To answer these research questions, it is important to
revisit the results and the error analysis.

If we first look at the results obtained with the fine-tuned BERT model it is di�cult
to answer the question ‘to what extent is it possible to use distant supervision to generate
automatically labeled training-data’ for this experiment. These results do not give a
good indication whether it is possible to generate this type of training-data by using
distant supervision, since the results are 1) really bad and 2) the results do not di↵er
that much across the three di↵erent training-sets. What these results do make clear is
that, a fine-tuned BERT model is probably not the best method to extract actions from
news-articles. However, there are a few remarks that should be made for these results
and evaluation, obtained for the fine-tuned BERT model. The first one is the fact that
fine-tuning BERT was done on a relatively small data-set (11.000 tokens for training-
data) and this training-data was really domain specific. As mentioned before, BERT
was trained on an enormous data-set that was not focused around one specific domain
or topic. Since the data-used for fine-tuning this model was 1) in a specific genre, news-
articles, which is not a part of the training-data for BERT and 2) small compared to the
training-data for BERT, it could be the case that the training-set for fine-tuning is just
too small. There are some characteristics in the training-data for fine-tuning BERT
that could also be the source of the bad performance. The first characteristic is the
imbalance within the data-set for the labels, mainly in favor of the action- and the O-
labels. The other characteristic is in the annotations. Annotating the actions by using
distant supervision methods is purely done by looking at the dependencies. Contrary,
BERT is fully based on the bi-directional principle with contextual information. This
is reflected in the better performance for the markers, since labeling these markers with
distant supervision is merely based on applying patterns. Specifically, the actions have
not shown clear patterns or heuristics that could be applied during distant supervision.
While the markers show, compared to the bad performance on the actions, better
results with scores at least above 0.2. Therefore, it could be the case that BERT is
bad at capturing the dependencies between the markers and actions, but is better at
predicting the marker- labels. This is also topic of discussion in the paper from Htut
et al. (2019). They conclude that, although the attention heads in BERT show some
kind of similarities to syntactic structures, BERT does not “significantly outperform
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linguistically uninformed baselines for all types of dependency relations”. If we look at
the performance for the CRF model, combined with the three di↵erent training-sets, it
is possible to compare the results of the di↵erent data-sets with each other. As expected,
the weaker the pattern, the lower the precision. Contrary, the recall increases if we look
at the strong compared to the medium data-set. Moreover, the results obtained with the
CRF do show some interesting insights. Especially the di↵erences between the strong-
labeled and the training-set labeled with the medium patterns give some insights to the
quality and the useability of the distant supervision. The most remarkable di↵erence
is observed between the precision and recall scores for the I-marker labels and for the
di↵erence in recall score for the B-action.

The I-marker achieved a precision score of 0.57 in the strong labeled data-set, com-
pared to a precision score of 0.68 in the medium-set, this score increases with almost
0.10. Contrary, the recall of the I-marker achieved a score of 0.34 in the strong data-set,
compared to a recall score of 0.41, this score increases with 0.7, which is unexpected.
If we look at the B-action label in terms of recall, the score increases with 0.25, from
0.15 for the strong data-set compared to a score of 0.40 for the medium data-set.

For this thesis research, we can conclude that distant supervision could work. The
overall performance in terms of f-scores is decent for this first exploration with scores
higher than 0.5. However, if we look at the performance for the individual labels there
are some remarks. For the B-marker and the I-marker labels, this implementation
of distant supervision by applying specific patterns and heuristics, observed in the
development-set and based on research on the language of action- and event expressions,
seems to be successful. Contrary, the labeling of the B-actions does not seem to work for
this type of data. This is not only reflected in the performance metrics, but also in the
confusion matrix and the error analysis. The most mistakes where the B-action label
is involved, were made if the tokens were adpositions, verbs and particles. Specifically,
adpositions and particles tend to occur at the border between markers and actions.
Therefore, this specific category of tokens seems more di�cult to predict. For the
I-action labels, the precision is high but the recall is low across all of the three data-
sets. This is probably causes by the fact that the actions are labeled by extracting the
complete complements. Therefore, the predicted labels for the actions are multi-word
expressions, containing multiple tokens. The low recall score could be caused by the
fact that not all of the tokens from a complement are predicted as I-action labels. If we
look at the verbs, the most mistakes are made for verbs, these verbs are many times part
of the event-selecting predicates. These mistakes are probably caused by the di↵erence
between the labels in the test-set and the heuristics applied with distant supervision.
The test-set was annotated before looking for the heuristics in the development-set,
therefore during annotations the heuristics extracted are not known. The patterns
applied during distant supervision are a generalization of the patterns observed in
the development-set. Applying generalizations is inherently causing mistakes, we can
conclude the distant supervision for the ESPs is causing noisy data. The final and last
label, the O-label achieved overall the best performance. With precision scores over 0.6,
recall scores above 0.8 and f1-scores above 0.7 across the three di↵erent training-sets.
However, the O-label means that this specific token is not classified as an action or a
marker and therefore does not contribute to answering the research question.

To conclude and answer the first research question about applying distant supervi-
sion: it is possible to generate training-data for this specific type of data by applying
distant supervision. Specifically, if we look at the classification for the markers, the
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results seem promising. The good results of these specific labels could be caused by the
really clear patterns that were observed in the development-set and applied with distant
supervision for the training-set. However, if we look at the action labels, the results
could use some further improvement. The precision for the I-action labels is relatively
high, but to increase the recall scores and therefore the averaged f1-scores, improvement
is necessary. The high precision means that the tokens that were found and classified
as action labels are correctly predicted, however, the system seems to miss out on a lot
of cases. Improving the recall score in further research is probably best done by adding
extra, more precise labels for the I-action labels. The low recall score on the I-action
labels shows that the method used (labeling the dependent complements) does not give
the best results. The low precision and recall scores are most likely caused by problems
in classifying tokens at the edges of the marker- and action-complements. Improving
the performance on the recall score for the I-action could for instance be done by filling
the gaps in the complements. The sub-trees extracted show the main verbs and nouns,
but leave the grammatical words regularly out, grammatical words like the adpositions,
particles and determiners do not contribute to the semantic meaning of a sentence but
they do create the grammatical correct sentence structure. The error analysis shown
that words within this specific grammatical category cause large proportion of these
errors. Without these grammatical words, we can interpret the meaning of a sentence
or a complement, but the system will miss out on these specific cases.

This exploration shows some final leads that could be further improved. First, anno-
tating the test-set and development-set should be done by di↵erent human annotators
instead of one. Additionally, the quality of the data-sets could be improvement by gen-
erating precise annotation guidelines. Clear guidelines could be used for the same genre
and across di↵erent domains. The second element that could and should be further
improved is the labeling of specific tokens across the borders. The final improvement
that could improve the performance scores is normalizing and scaling the data. As
mentioned before, the data-set is highly imbalanced. By applying normalization and
scaling, the labels would end up being balanced. If we look at the weighted average per-
formance scores, the scores are significantly improved compared to the macro-average
scores. However, if we summarize everything: this first exploration is promising to
generate data in a business environment where the availability of data is bad. The big
benefit of this method is that it requires little annotation from an expert.

The other research question, to what extent is it possible to automatically extract
actions from news-articles with regards to sustainability performance, could be answered
with: to some extent. It is possible to extract actions from the news-articles with this
method. The results seems to be promising, since there are actions extracted for this
data-set. However, especially the low performance on the B-action labels and the
low recall score for the I-action are problematic to actually extract the actions. As
mentioned before, the system does specifically miss out on the grammatical words.
Therefore, the recall score is low for this label. However, a human should be capable
of interpreting the complement sentence. Another problem with the extracted actions
is that they lack sources or subjects, sometimes there are references to other nouns or
pronouns that are mentioned earlier on in the sentence. Without the complete context
it is di�cult to interpret to who or what is referred to. In the table below, 5.1, there
are some examples of the actions that are extracted. The words between the [...] are
added for readability, but they are missing in the output of the CRF classifier.

The final concern with extracting actions from news-articles is the abstract character
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Predicted marker Predicted action

created by combining on methanol to be delivered from hyundai heavy industries in korea
been sucked leads maersk ‘s climate e↵orts
to secure working
then find carbon that ‘s already in circulation and won’t tip the
said or o↵er shippers incentives to adopt zero – emission technologies
have [to] fall by of this circulation is on the high seas
have the large-scale wind farms planned for america’s coasts
will nearly run on diesel oil, the same fuel that powers most ships on the
for the imo’s green ships initiative
to the industry’s emissions itself, writing
built in using their full domestic powers of regulation to reduce ship emissions
are begin serving stops along san francisco ’s waterfront
to head [of ocean and] logistics [at] maersk, in [a] statement
really explores solutions for [our] warming world
just challenging , no doubt ,

Table 5.1: Examples from actions, taken from the predictions on the test-set

of the actions extracted. The aim of this research and the expectation was to extract
tangible actions instead of abstract actions, therefore the decision was made to use
news-articles since it was expected they should report about major events. However,
the extracted actions are unfortunately still pretty abstract, for instance, changing
policy or announcing improvements.

If we finally compare the system set-up with CRF compared to the system set-up
with BERT, we can conclude that a CRF is performing significantly better compared
to the BERT set-up. The di↵erence in performance is mainly caused by 1) the charac-
teristics of the data-set and the distant supervision method applied and 2) by the size
of training-set used for fine-tuning BERT and training the CRF. As mentioned before,
BERT is trained on a huge data-set, with lots of topics included in the training-data,
while the training-sets created for this thesis are small and really domain specific. The
other characteristic is inherent to the training-set and caused by distant supervision.
It seems that the CRF is better capable of capturing the relations between the markers
and the actions, this is probably caused by the fact that the CRF takes a feature-set,
the feature-set used contains multiple features based on dependencies. BERT does not
take such feature-set and is supposed to learn these dependencies by itself, however,
as pointed out it could be the case that BERT is for this relatively small data-set not
capable of learning these dependencies. The distant supervision method applied for la-
beling the actions is also heavily depending on the dependency structures, this is once
again an explanation for the better performance of the CRF compared to the worse
performance for BERT. An interesting exploration to try to improve to performance
of the fine-tuning BERT model on this specific type of data could be implementing a
system where a CRF is used on top of the fine-tuned BERT. Since the results for the
CRF on this task are promising and the potential of using fine-tuned BERT models
is still here since the fine-tuned model showed good performance on other, sequence
labeling tasks, it should be an interesting follow-up research. The big advantage of
using a fine-tuned BERT model is that there are BERT models across a wide range
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of languages available and there is a multilingual BERT available. Since NIBC is op-
erating in the Netherlands as well as the United Kingdom and Germany, building a
multilingual system would be a logical step.

Further research into action extraction by using generated training-data with distant
supervision could be valuable from a business perspective. This method of distant
supervision requires relatively little use of human annotators, which is usually the most
expensive and labor-intensive part of creating a machine-learning system. While there
is less intensive work needed, the results for this method seems promising. It could be
the solution for a major machine-learning problem: the lack of training-data. The big
advantage of this method is that it could be applied to all sorts of topics and domain,
it requires one (linguistic), preferably two, experts annotating the data. I do think that
the results will be improved if the training-set is annotated by multiple annotators and
with discussion on the ”di�cult” annotation cases, since this will improve the quality
of the annotations and therefore it would improve the quality of the patterns applied
with distant supervision. However, from a business-perspective, if the trade-o↵ is less
quality training-data for a relatively small investment in terms of human commitment,
I do think this of distant supervision is use-able. But, for the system to perform better
the previously mentioned improvements should be implemented.

In order to create and implement a more end-to-end solution for the problem and
to create a full-cycle system there are a few changes and improvement that could be
considered. The first one is use a di↵erent method to create a filtered training-set
with new-articles around one topic. Since the focus for this research was extracting
the actions and not to create a system that could perfectly filter news-articles around
a desired topic, the decision was made to use simple keyword-searches. However, the
disadvantage of this method is that it requires a lot of domain knowledge and that
this method is not easy to evaluate. To improve this problem I would suggest using
topic-modeling techniques. By using topic-modeling techniques it would be possible to
structure a data- set of news-articles and to extract the abstract topic of a data-set.
This method requires no annotation, which is again an advantage, since this would
make the method easy to use for each requires topic. The second improvement that
could improve the system is implementing a relation- or sentiment component. At this
point, the contribution of the actions with regards to sustainability is not clear. We
assume the actions are related to sustainability in some extend, since the news-articles
are filtered for this topic. However, we do not know what the exact contribution
to achieving sustainability goals is. The actions could contribute either positive or
negative, which is a big di↵erence. By adding a sentiment- or relation classifier for
instance, it would be possible to classify the relation of an action or to extract the
sentiment of an action. A downside of implementing such system is that it requires
a lot of domain- and linguistic knowledge and it requires annotating di�cult relations
or sentiments. The final recommendation I would like to make is to generate as much
training-data as possible by using distant supervision. Due to computational and time
limitations for this thesis, the decision was made to only use a sub-set of the Gigaword
corpus. Since the system set-up is already there, it should be easy to apply the distant
supervision patterns to a larger training-set. If the training-set is larger, I expect the
results for specifically classifying verbs will increase, since the errors made by the system
are probably due to the small size of training-data, I expect a larger training-set will
eventually compensate for the noisy labeled data.

A final recommendation from a business perspective at this point, would be to
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implement a system such as the CRF system, with the previously mentioned improve-
ments. Although the system does requires expert and domain knowledge, the system
is 1) easier to implement and train, 2) easy to adapt and to control and 3) it requires
less computational power, which is an advantage, especially if the question that should
be answered evolves around sustainability.
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