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Abstract 

This paper compares traditional Automatic Terminology Extraction (ATE) methods deriving 

from the Information Theory (IT) field with more recent Natural Language Processing (NLP) 

methodologies, such as embracing the power of Language Models. In this context, this project 

aims two compare the results of two ATE systems, a rule based one and a machine learning 

system. Based on the results, the machine learning system outperformed the rule-based one. In 

addition, the machine learning system can bring similar results to the state-of-the art, i.e. the first 

ranking system of the TermEval 2020 competition. This is regarded as an achievement, 

considering the comparatively less computational power and cost that was needed for the system 

presented in this Thesis. 
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1. INTRODUCTION 

This section introduces the reader to the topic of this Thesis project, Automatic Terminology 

Extraction (ATE). Furthermore, the objective difficulties that arise from this Natural Language 

Processing (NLP) task are discussed. In addition, the most recent NLP competition (TermEval 

2020) for this task is reported, as it will be used as a reference point in this study. Following that, 

the research question and the purpose of this study are formulated. Finally, the chapters of this 

study are outlined so that the reader has a better understanding of the content. 

1.1. Automatic Terminology Extraction 

Automatic Terminology Extraction (ATE) is the process of identifying terms in a collection of 

domain-specific texts. The NLP aspect of this task is to convert this process, i.e. term 

identification, from a manual effort performed by linguists and terminologists to a computational 

algorithm. ATE is a well-established research domain within NLP since the early 1990s (Heylen 

et al., 2015). It is usually seen as a pre-processing step for many other NLP applications, such as 

Glossary Detection (Habert et al., 1998), Ontology learning (Wong et al., 2007), Machine 

Translation (Browker, 2003), Text Summarization (Mihalcea et al., 2004) and Topic Detection 

(El-Kishky et al., 2014).  

1.2. Challenges 

One of the most difficult aspects of the effort to develop an ATE system is defining what is a 

term. As contradictory as it may sound, there is no consensus within the academic community 

about what characteristics a word or a sequence of words may bear in order to be classified as a 

term. Because of such lack of distinguishing qualities, the difficulty that arises in being able to 

transform the identification of terms into a computational algorithm becomes apparent. Kageura 

(2019) recently provided the following definition of what is a term: 

Terms are “lexical items that represent concepts of a domain”. 

It is evident that such a definition is purposefully ambiguous, but it reveals two 

characteristics of terms that the researcher must evaluate in order to identify the terms as such. 

More specifically, that the terms must be both lexical items as well as domain concepts. The 

following questions arise; how we locate these lexical items, and how we determine those that 

belong to a domain's core vocabulary. 
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Furthermore, due to this lack of agreement on what constitutes a term, collecting and 

annotating corpora for the purpose of evaluating ATE systems has been extremely challenging 

until recently. Most researchers have depended on their own efforts to evaluate ATE systems, 

such as those examined in the Literature Review (section 2), and have done so mainly ex-post, 

by looking at the output. That is, they attempted to evaluate whether a word or a sequence of 

words in a list exported by an ATE system may be part of the Corpus Terminology. Fortunately, 

a dataset suited for testing an ATE system, the ACTER dataset (Terryn et al., 2019), has just 

been created by researchers and annotated by terminologists. Nevertheless, it becomes apparent 

that even the utilization of this dataset may hide pitfalls, as the criteria for what a term is, may 

vary from one ATE system to another.  

Finally, the objective difficulty in developing an ATE system is that the grammatic or 

semantic features of a term may differ from domain to domain or from language to language. In 

general, most of the ATE systems bring mainly good results only when they are tailored to the 

needs of a domain specific corpus (Sharma et al., 2019). Conversely, when systems are evaluated 

with a test set from another domain, the results can be characterized as modest (Terryn et al. 

2020). 

1.3. TermEval 2020 

TermEval 2020, an open NLP competition, was held in 2020, and the competing teams were 

challenged to design a robust ATE system. The TermEval 2020 shared task gave scientists a 

platform to collaborate on ATE by using the same dataset, the Annotated Corpora for Term 

Extraction Research (ACTER). The goal was to foster comparative research, by identifying the 

advantages and disadvantages of alternative approaches. 

The results revealed a great deal of diversity across different systems, demonstrating how 

some techniques achieve higher precision or recall. In general, however, the results of all 

competing teams' systems would be characterized as modest, as the competition's winner team 

system only managed to bring 45% in F1-score. Nonetheless, it is worth mentioning that all of 

the participating teams' strategies were unique and creative, with the first raking team opting for 

a Language model, the well-known BERT (Bidirectional Encoder Representations from 

Transformers), as an ATE classification model (their approach is presented in the Literature 

Review Section). 
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1.4. Research Question 

This paper compares traditional ATE methods coming from the Information Theory (IT) field 

with more recent NLP methodologies such as embracing the power of Language Models. As a 

result, this project's research question could be formulated as follows: 

 

Can a machine learning system, that embraces the power of a language model, outperform a rule-

based system, that relies on statistical approaches? 

 

In this work, it is attempted to answer this question by developing two distinct systems, a 

rule-based one and a machine learning one, and comparing them to one another, as well as to 

systems developed lately during the TermEval 2020 competition. In the context of the Term Eval 

2020 competition, a BERT-based system surpassed all previous ones, but this was achieved at a 

high computational cost. In addition, within the framework of the competition, there was not any 

reference to a system that was based entirely on traditional approaches, such as unithood and 

termhood statistics (Literature Review section). 
 

1.5. Thesis Structure 

This paper is divided into the following chapters: 

1. Introduction, which outlines the topic of this project. 

2. Literature Review, which lists the sources related to the topic of this project, 

3. Data Analysis, which analyzes the data used to create the two systems, the rule-based and the 

machine-learning, 

4. Methodology, which describes the structure of the two systems and analyzes in detail the 

individual components, 

5. Experiments and Results, which presents the evaluation scores of the two systems, 

 6. Discussion and Conclusions, which summarizes the content of this paper and discusses the 

safe conclusions that can be drawn from this study. 
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2. LITERATURE REVIEW 

ATE research has concentrated on a wide range of methods for extracting and identifying terms. 

Recent research has proposed two properties for identifying terms, the “termhood” and the 

“unithood”, along with statistical measures and linguistic approaches for converting such 

properties into computational algorithms.  

In a nutshell, “the degree of strength or stability of syntagmatic combinations or 

collocations” is referred to as unithood (Kageura et al., 1996). Therefore, the concept of unithood 

applies not only to complex terms, but also to other complex units like grammatical collocations 

and idiomatic phrases. The suggested methods for assessing unithood in the literature, are 

focused on either linguistic patterns or collocation measures. Termhood, on the other hand, refers 

to the extent to which “a linguistic unit is related to specific domain terms” (Kageura et al., 

1996). The proposed methods in the reviewed literature for determining termhood are statistical 

measures based on frequency (Relative Frequency Ratios), distributional approaches (TF-IDF) 

and contextual approaches (C/NC-value). Furthermore, the NLP community has just recently 

been searching for solutions in word embeddings and neural network architectures, even more so 

with the rapid growth of language models such as BERT. 

Due to lack of resources, including broad and generic language corpora, researchers in the 

past have assumed that the degree of termhood is inferred by statistical measures that assess the 

degree of unithood (Heylen et al., 2015). Recent approaches to term extraction distinguish 

unithood estimation from termhood estimation. Therefore, we must make abundantly clear that 

the degree of unithood is determined by linguistic and statistical properties observed in the 

surface of linguistic forms, aimed to capture likelihood. While other statistical techniques, meant 

to capture semantic similarity, estimate the degree of termhood. 

 

2.1. Unithood 

There are two fundamental approaches to term extraction: linguistic and statistical. The former 

employs pattern matching strategies to extract candidate terms based on syntactic information. 

The latter is concerned with collocation measures used to rank and filter candidate terms. 
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2.1.1. Linguistic Approach 

The linguistic approach is based on the idea that multiword terms follow specific patterns of 

morpho-syntactic properties. These properties are known as ‘synaptic compositions’ 

(Benveniste, 1966). The linguistic approach relies on this knowledge, in order to determine the 

validity of a combination as a linguistic unit and, if so, as a term. 

Syntactic analysis, according to Bourigault (1992), is adequate for terminology extraction 

since the grammatical form of terminological units is relatively predictable. His proposed system 

architecture is carried out into two phases. To begin, part-of-speech (POS) tagging is used to 

pinpoint frontier elements aiming to retrieve noun phrases of the maximum length. Assuming 

that verbs or specific prepositions are absent from terms, they are identified and replaced by 

frontier elements. Next, syntactic rules are applied to these extracted phrases, in order to extract 

sub-components using POS tagging. These rules imply that terminological units are made up of 

particular grammatical elements. By employing these rules, the range of the terms extracted by 

this system is constrained since no verbs or prepositions are included. As a result, the final 

terminology extracted does not contain any long or complex terms. Additionally, it is 

unreasonable to expect that this system extracts only terminological units. This suggests that, the 

findings can only be regarded as probable terminological units. 

Justeson et al. (1995) define certain linguistic properties of technical terminology and apply 

to them the development of a system for mining technical terms in any given domain specific 

corpus. The grammatical properties selected are prevailing POS patterns, based on the 

assumption that terms are often composed of noun phrases containing adjectives, nouns, and 

occasionally prepositions, while terms rarely contain verbs, adverbs, or conjunctions. In short, 

the linguistic patterns used to retrieve multi-word terms are [Adjective Noun], [Noun Noun], 

[Adj. Adj. Noun], [Adj. Noun Noun], [Noun Adj. Noun], [Noun Noun Noun], [Noun Preposition 

Noun]. The most complex and long-terms are constructed from a range of such key terms 

through morphological or syntactic variations. According to their results, this proposed approach 

has proven to be successful regardless of the domain of discourse. 

However, practical considerations motivate the selection of valid linguistic patterns. The 

variation of patterns has a direct impact on an ATE system's Recall. A wide range of optional 

POS patterns results in the extraction of more candidate terms and, as a consequence, in the 



M.E.B. Micha - 2700796 Automatic Terminology Extraction 30/6/2021 

 

10 

 

inclusion of more true terms during the extraction process. The disadvantage of this 

implementation, though, is that false candidates reduce Precision. 

2.1.2. Statistical Approach 

Unithood statistics, also known as collocation measures, assess the likelihood that a sequence of 

words will appear more frequently together than independently. In other words, these measures 

show the extent to which a sequence of words acts as a single unit. Indeed, most multi-word 

terms exhibit a high degree of syntagmatic stability, with no fluctuation in word order (Heylen et 

al., 2015). Therefore, statistical techniques may be limited to the evaluation of n-grams without 

considering the underlying linguistic structure. Thus, the n-grams' unithood could be quantified 

as a function of their frequency in the corpus. 

Pointwise Mutual Information (PMI) was originally defined in Information Theory (Fano, 

1961) between events x΄ and y΄. In our scenario, we are concerned with the occurrence of 

particular words (w1, …, wn). PMI compares the information provided in word associations to the 

information included in individual words, by estimating the probability of P(w) = f(w) / N, where 

N is the total number of words, and f(w) is the frequency of the word w. Thus, the entire formula 

could be written as follows: 

𝑃𝑀𝐼(𝑤1,  … ,  𝑤𝑛) =  𝑙𝑜𝑔2 (
𝑃(𝑤1,  … ,  𝑤𝑛)

𝑃(𝑤1)…  𝑃 (𝑤𝑛)
) = 𝑙𝑜𝑔2(

𝑓(𝑤1,  … ,  𝑤𝑛) ∗ 𝑁

𝑓(𝑤1) …  𝑓 (𝑤𝑛)
) 

PMI might be positive or negative, but it yields a zero (0) for a sequence of independent 

words, i.e. words that do not occur together. A disadvantage of PMI is that it performs poorly at 

low frequencies. In practice, PMI overestimates collocations consisting of low frequency words. 

According to Manning et al. (1999), mutual information is a good measure of independence 

since values around zero (0) imply isolation. However, it is a poor measure of dependency since 

the score is proportional to the frequency of individual words. Church et al. (1989) attempted to 

tackle this problem by eliminating collocations with frequencies less than a certain threshold, but 

Manning et al. (1999) argue that this implementation does not address the core problem, but 

simply mitigates its effects. 

Dice factor, a theoretically similar collocation measure established by Dice (1945), suffers 

from the same low frequency issue as PMI. Whereas, the former is derived from harmonic 

means, the latter is derived from geometric means (Pazienza et al., 2006). 
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Another metric that is theoretically similar to PMI is the Jaccard Coefficient (Wiechman, 

2008). Jaccard measures the number of times the constituent words in a sequence co-occur 

(intersection) divided by the sum of the times each word appears on its own (union). Thus, 

Jaccard Coefficient could be written as follows: 

𝐽𝑎𝑐𝑐𝑎𝑟𝑑(𝑤1,𝑤2 … ,  𝑤𝑛) =    
𝑓(𝑤1,𝑤2 … ,  𝑤𝑛)

𝑓(𝑤1) + 𝑓(𝑤2) +⋯  𝑓 (𝑤𝑛)
 

where f(w) is the frequency of the word w. 

While PMI, Dice factor and Jaccard Coefficient estimate the “degree of an association”, 

other statistical measures try to estimate the “significance of an association” (Evert, 2004). If two 

component words in a common bigram, such as ‘all members’, are frequent words, we expect 

them to coexist frequently, even if they do not form a collocation. Thus, some statistical 

approaches presented in the literature emphasize on whether two words coexist regularly rather 

than randomly. 

In statistics, the decision as to whether something happened by chance is usually indicated by 

the hypothesis testing approach. First, a null hypothesis H0, is formulated, which states that there 

is no association between the words other than random co-occurrences. Then, we calculate the 

probability P that the event would occur if H0 was true and we discard P if it is too low and keep 

H0 if P is high. Assuming that each of the words w1 and w2 is entirely independent of the other, 

the probability of their co-occurrence is simply given as P(w1w2) = P(w1)P(w2). Then, a 

statistical test is used to determine how probable or unlikely a given collocation is (Manning et 

al., 1999). 

The T-test is a widespread statistical approach for extracting collocations. It examines the 

mean and variance of a sample of measurements, with the null hypothesis that the sample derives 

from a distribution with mean μ. Assuming that the sample comes from a normal distribution 

with mean μ, the T-test examines the difference between the observed and expected means, 

scaled by the variance of the data. Thus, it tells us how likely it is to obtain a sample with these 

mean and variance (Manning et al., 1999). The mathematical formula is written as: 

𝑡 =    
𝑥̄ − 𝜇

√
𝑠2

𝑁
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where 𝑥̄  is the sample mean, 

𝜇 is the population mean, 

𝑠2 is the sample standard deviation, 

N is the sample size. 

On the downside, the T-test, like the statistical methods Z-test and Chi-square, suffers from the 

well-known problem of “assumption of normality”, since it is a normal approximation of the 

binomial distribution (Pazienza et al., 2006). 

There is another group of tests that does not rely as heavily on “assumptions of normality”. 

Dunning (1993) suggested the asymptomatic distribution of the generalized Likelihood Ratios 

for extracting collocations. Using likelihood ratios, according to Dunning, leads in significantly 

improved statistical results for text mining tasks. Without considering population-related 

parameters, likelihood ratio tests are based on the ratio between the likelihood of independence 

and the likelihood of dependency observed in the data. When this method is applied to the 

binomial distribution, we obtain the following general formula: 

−2 𝑙𝑜𝑔 𝜆 =   2 [𝑙𝑜𝑔𝐿(𝑝1,  𝑘1,  𝑛1) +  𝑙𝑜𝑔𝐿(𝑝2,  𝑘2,  𝑛2) –   𝑙𝑜𝑔𝐿(𝑝1,  𝑘1,  𝑛1) –   𝑙𝑜𝑔𝐿(𝑝2,  𝑘2,  𝑛2)] 

where   𝑙𝑜𝑔𝐿(𝑝, 𝑛, 𝑘) =  𝑘 𝑙𝑜𝑔 𝑝 +  (𝑛 –   𝑘) 𝑙𝑜𝑔 (1 –  𝑝) 

and also, 𝑝1 =
𝑘1

𝑛1
 , 𝑝2 =

𝑘2

𝑛2
 , and 𝑝 =

(𝑘1 + 𝑘2)

(𝑛1 + 𝑛2)
 

One of the advantages of likelihood ratios over T-scores, according to Manning et al. (1999), 

is that they have a straightforward interpretation. The bigram ‘public sector’, for example, is 

more likely than its base rate of occurrence suggests, because the word ‘sector’ is more likely to 

follow the word ‘public’. 

However, it should be mentioned that all the aforementioned collocation measures are often 

combined with a linguistic approach. For example, collocations are only calculated for 

constituent words that have first passed a linguistic filter (Heylen et al., 2015). 
 

 

2.2. Termhood 

The termhood concept expresses how closely a linguistic unit is tied to a specific domain. For 

example, in a legal corpus the term ‘adversary proceeding’ should have a higher termhood than 
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‘most of the time’. That is because a multiword expression like ‘most of the time’ has a high 

degree of unithood but low termhood in any specialized domain. On the other hand, a single-

word term like ‘affidavit’ lacks the unithood associated with multiword units, but it does have 

high termhood. The earliest approach to measure termhood is the use of frequency as an 

indicator of a term’s importance within a given domain, hence determining its likelihood to be a 

valid term.  

2.2.1. Frequency Approach 

The use of domain internal frequency as an indicator of a candidate term's importance within a 

specific domain, and consequently its likelihood to be a legitimate term, is the earliest and 

simplest method for assessing termhood. Although domain internal frequency is somewhat 

relevant to termhood, it is insufficiently informative for determining the termhood of single 

words or highly common word combinations. Despite the prevalence of general language words 

and word combinations among the components in any corpus, they are not inherently 

terminologically interesting. Filtering and pre-processing text, such as removing stop-words, 

may lessen such issues but that may not always be the case (Heylen et al., 2015). 

Another solution that has been analyzed by Manning et al. (1999) is Relative Frequency 

Ratios. The collocation metrics, described in the previous section, examined the evidence for 

multi-word terms in a single corpus. Linguistic units that distinguish a corpus from other 

corpora, on the other hand, can be identified utilizing ratios of relative frequencies between two 

or more different corpora. The methodology, initially proposed by Damerau (1993), is to 

compare a general text with a subject-specific text, based on the assumption that frequency ratios 

are essential for detecting subject-specific collocations. Words and phrases that appear more 

frequently in the subject-specific text than in the general text, are more likely to be part of the 

vocabulary of the domain. The mathematical formula for this implementation could be written as 

follows: 

𝑟 =   
𝑟𝑐𝑜𝑟𝑝𝑢𝑠𝐴

𝑟𝑐𝑜𝑟𝑝𝑢𝑠𝐵
=  

(
𝑓(𝑤1, …, 𝑤𝑛)

𝑁𝑐𝑜𝑟𝑝𝑢𝑠𝐴
 )

(
𝑓(𝑤1, …, 𝑤𝑛)

𝑁𝑐𝑜𝑟𝑝𝑢𝑠𝐵
)

 

Where r represents the ratio, f(w) the frequency of the word w and N the total number of words. 
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According to Damerau (1993) and Manning et al. (1999), based on previous experiments, 

when employed alone, this ratio is more powerful than when combined with the aforementioned 

collocation measures. Another noteworthy aspect is that this ratio can be applied to both single-

word and multi-word terms. 

2.2.2. Distributional Approach 

The distributional methodology is based on the dispersal of candidate terms among the 

documents that compose a domain-specific corpus. This termhood feature is calculated by 

multiplying Term Frequency by Inverse Document Frequency (TF-IDF), with the assumption 

that, on the one hand, single-word or multi-word units that emerge in any text are presumably 

non-specific linguistic items, which may also appear frequently in the specialized corpus, and, on 

the other, terms that occur only in a small fraction of documents are more likely to be domain 

specific (Heylen et al., 2015). 

In NLP, TF-IDF is a widespread metric that computes a term's frequency minus the inverse 

of its document frequency in order to determine how relevant it is to the corpus. The number of 

documents that contain this term is known as the document frequency. TF-IDF is formulated as 

follows: 

TF-IDFd(t) = fd(t) * df(t)
-1 

Where fd(t) represents the frequency of term t in the document d and df(t) represents the 

frequency of documents that contain t. 

TF-IDF, though, has two major weaknesses. The first is the “zero value issue”, which arises 

from the inverse document frequency computation. Precisely, if the candidate term appears in all 

documents, the TF-IDF value will be zero (0). Thus, the ratio of the number of documents in the 

analysis to the number of documents in which the candidate term appears will be one (1), and the 

natural log of one (1) will be zero (0). This implies that the candidate term is not essential to any 

given document. The second limitation, known as the “extended margin issue”, derives from the 

fact that the inverse document frequency component (IDF) does not examine how frequently a 

word appears in other documents, but just whether it appears at all. As a result, TF-IDF appears 

to be extremely sensitive to changes on the extensive margin and unduly resistant to changes on 

the intensive margin (Scott, 2020). 
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2.2.3. Contextual Approach 

Frantzi et al. (1996) introduced the C/NC method, which retrieves multi-word terms by using 

linguistic and statistical information. Their method is divided into two parts: The C value, which 

attempts to improve the extraction of multi-word nested terms, and the NC value, which 

assimilates contextual information into the C-value. 

The C-value examines how frequently terms emerge in the context of other terms. More 

precisely, the C-value measures the extent to which multiword terms are nested, taking into 

account the candidate term’s total frequency, its frequency as part of a longer candidate term, the 

number of these longer candidate terms, and the length of the candidate string. This approach is 

predicated on the premise that nested terms appear as substrings of longer terms, regardless of 

whether they appear as independent terms. Terms that exist only nested, i.e. as part of longer 

terms that are retrieved using the linguistic filter, are regarded as incomplete terms that do not 

occur independently and thus receive a low C-value. The C-value is formulated as follows: 

 

where α is the candidate string, 

f() is the frequency with which it occurs in the corpus, 

Τα is the set of extracted candidate terms that contain α, 

P(Τα) is the number of these candidate terms. 

The NC-value can be used to broaden the C-value. This measure is based on contextual 

information obtained from C-value-ranked terms. The NC-value is based on the assumption that 

there are context words that tend to surround terms. By identifying such context words, more 

terms can be extracted. Indeed, if a particular word regularly precedes a term, we may want to 

investigate further occurrences of that word and extract the accompanying word sequence. The 

NC-value is thus defined as: 
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where α is the candidate term, 

Cα is the set of distinct context words for α, 

b is a word from Cα, 

fα(b) is the frequency of b as a term context word of α, 

the weight(b) represents the weight of the term context word b. 

 

The relative frequency ratio was preferred over the raw frequency, TF-IDF, and C/NC value 

scores in this study because it does not depend solely on the internal frequency of a candidate 

term inside a domain corpus. 

2.3. Up-to-Date Approaches 

Language models that have been trained on large corpora have been proven to enhance 

performance on a wide range of NLP tasks and to be powerful in transfer learning. Several 

neural network architectures for terminology extraction were explored prior to the development 

of transformer-based systems such as BERT. 

Wang et al. (2016) combined two deep learning classifiers, a convolutional neural network 

(CNN) model and a long short-term memory (LSTM) model, to develop a weakly supervised 

bootstrapping algorithm. Each classifier learned the representations of terms separately, using 

pretrained word embedding vectors as inputs. To capture the context of the words around them, 

they used the Skip-gram model. Before generating predictions on a sample of the unlabeled data, 

the two classifiers were trained on a small set of labeled data. To retrain the classifiers, the 

accurate predictions were added to the training data. Thus, the requirement for labeled data was 

reduced as a result of this co-training technique. According to evaluations, the suggested co-

training strategy, with limited training data, obtained slightly lower performance than the 

standard supervised learning baseline and significantly higher performance than the C-value 

technique. 
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To capture the meaning and behavior of terms, Amjadian et al. (2016) used local and global 

embeddings. Global word embeddings (GloVe) were trained on a large and generic corpus. They 

also trained “local” vectors on their domain-specific corpus using the Skip-gram and CBOW 

architectures. This was done to keep a word’s domain-specific and general-domain information, 

as well as its syntactic and semantic behavior, intact. With only nine instances, they enhanced the 

output of the three ATE tools in unigram term extraction, namely Termostat, Topia, and 

AntConc. The two local architectures, CBOW and Skip-gram, were proven to have no significant 

differences in capturing the specific sense and behavior of a word within this unigram term 

extraction system. 

Following the publication of BERT, a transformer-based language model developed by the 

Google AI Language team (Devlin et al., 2018), attempted several terminology extractions to 

embrace such powerful contextual embeddings. This particular model aims to optimize the 

prediction of a given word within its surrounding context. As a result, it assigns a contextual 

numerical representation to each token that is a function of the entire input sentence. The word 

“strong” in the sentences “This coffee is too strong for me” and “She is a strong candidate for 

this job,” which is used in two different contexts, is assigned the same numerical representation 

by a fixed embedding model, but a contextual model would differentiate the representation based 

on the sentence.  

Khosla et al. (2019) at Stanford University seem to have made the first effort to exploit 

BERT word embeddings. In their suggested system architecture, they employed pretrained 

BERT word embeddings and a neural network model to classify positive and nonpositive 

examples of terms from a biomedical corpus. They utilized a convolutional neural network 

(CNN) and a fully connected neural network (FCN), as well as a semi-supervised co-training 

pipeline that merged both models. While both supervised algorithms outperformed a multilayer 

perceptron baseline, they discovered that the co-training approach failed to achieve competitive 

results. Furthermore, the CNN outperformed the fully connected network in terms of Precision 

and F1 score. This was interpreted as the CNN algorithm’s ability to better utilize the structure 

embedded within the word vectors. Generally, however, their results could be described as 

modest since their CNN model achieved an F1 score of just 43%. In their conclusions, they 

briefly mention that there is certainly a chance that applying BERT as an end-to-end 

classification tool would prove very effective.  
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TALN-LS2N (Hazem et al., 2020), the top-ranked team at TermEval 2020, used BERT as an 

end-to-end binary classification tool as a proposed architecture for an ATE system independent 

of the domain of discourse. The main idea was to link each term to its corresponding context. 

Thus, similar to the next sentence prediction training objective, BERT was given a sentence 

containing the term to predict, and the sentence to predict was the term itself. For training, they 

fed the model all of the context/term pairs found in the corpus as positive examples, while an 

equal number of negative examples were chosen at random. For instance, given the sentence 

“Corruption occurs in various forms and attracts severe penalties,” “corruption” was annotated as 

a positive example (term), and a randomly selected word, such as “forms,” was annotated as a 

negative example. Although this implementation was innovative, the results of this system could 

be described as modest, achieving an F1 score of almost 45% in the test set. However, the 

intuition regarding several analogies within the context/term pairs seems intriguing and requires 

more experimentation.  

Team RACAI (Păiş et al., 2020), at TermEval 2020, used pretrained BERT word embeddings 

for the clustering subcomponent of their overall system. This implementation was based on the 

assumption that due to their semantic similarity, words belonging to a domain's terminology will 

tend to cluster together. To compute this similarity, they represented the words using word 

embeddings and used the cosine distance as a measure. For the clustering algorithm, they 

implemented a DBSCAN algorithm. However, the clustering approach was implemented only on 

single-word terms generally achieving modest results (F1 scores ranging from 35% to 45%) in 

the development set. Regarding multiword terms, a more complex technique was employed. 

Another algorithm computes the cosine distance between two-word embedding vectors for each 

constituent word in each noun phrase. The first vector is created through training on a generic 

corpus that excludes texts from the subject of interest. The second vector is the result of only 

training on the domain of interest. This algorithm slightly improved the results in the extraction 

of multiword terms.  

Keyword extraction is an NLP task similar to ATE. Its objective is to automatically identify 

single-word or multiword units that best describe the subject of a document. In other words, 

keywords can be thought of as the vocabulary used to define the concepts that indicate the most 

important information included in the document. The most recent works in keyword extraction 

use BERT-based sentence transformers for keyword identification, based on the cosine similarity 
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score of document embeddings (sentences/pieces of text) and candidate keyword embeddings. 

This approach has primarily been utilized in the past to identify comparable sentences or text 

fragments (Reimers et al., 2019), but it has recently been argued that words/phrases that best 

express the content of a text may have vectors that are similar to it. 

Sharma et al. (2019) have proposed a novel self-supervised method for retrieving keywords 

and key phrases using an end-to-end deep learning model trained on a contextually self-labeled 

corpus. This implementation outperformed the state of the art. The idea was to extract keywords 

depending on how well they fit into the context of the sentence. In contrast to frequency-based 

statistical techniques, which rely on co-occurrences and word frequencies, this method considers 

the contextual relevance of terms in the sentence. Hence, both semantic and contextual properties 

are kept while extracting both words and sentences (or pieces of text). The implementation 

consisted of feeding a sentence into the BERT model to obtain each word’s contextual feature 

vector. The sentence-embedding vector is created by averaging the vectors of words in a 

sentence. Subsequently, the words that are closest to the sentence-embedding vector are chosen. 

The similarity of the embeddings to the sentence embedding was determined using the cosine 

similarity score. Following the self-labeling stage, the labeled corpus was divided into training 

and validation sets and fed into the neural network model (LSTM). The bidirectional LSTM was 

fed a sentence, together with self-labeling keywords and key phrase labels, in a sequence. The 

labels are one hot encoded as a 1 if the word is a keyword and a 0 otherwise. 

Our BERT-based approach in this thesis is greatly influenced by the paper by Sharma et al. 

(2019) and by the widespread use of BERT-based sentence transformers for semantic textual 

similarity tasks (Reimers et al., 2019). 
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3. DATA ANALYSIS 

This section focuses on the data utilized for validation, training, and testing during the 

development of two ATE systems, one rule-based and one machine learning. Specifically, the 

publicly accessible ACTER dataset, which was also used in the TermEval 2020 competition, was 

employed. This dataset, as well as how it was divided, is covered in detail below. 

 

3.1. ACTER Dataset 

The ACTER dataset consists of domain-specific corpora and their embedded terms, which have 

been manually annotated. It covers three languages, English, French, and Dutch, as well as four 

domains: corruption, dressage (equitation), heart failure, and wind energy. The annotations have 

all been performed by annotators with experience in the field of terminology and fluency in the 

three languages. Inter-annotator agreement tests were also carried out to further validate the 

dataset (Terryn et al., 2019). As indicated in the methodology section, the systems developed in 

this study are language dependent. As a result, the English corpora from this dataset was solely 

used. 

With the exception of the heart failure corpus, the entire dataset is larger than just the 

annotated parts and unannotated texts are also provided separately. In this study, only the 

annotated parts were used, which are all available as plain text files. As far as the annotations are 

concerned, they are presented as flat lists with one term per line, in alphabetical order, and with 

no permutations (i.e. every annotated term is listed only once, without any mentions regarding its 

frequency in the corpus). It should be noted, however, that each occurrence of a term was 

examined independently (Terryn et al., 2020). As a result, lexical units that were only considered 

terms in certain contexts, were only annotated in those contexts. For example, the word “heart” 

can be used in everyday English to denote center, as in “in the heart of Amsterdam”, or it might 

be used in a medical corpus to mean muscular organ, in which case it can be annotated as a term. 

In these annotations, nested annotations are also acceptable, as long as the nested part may stand 

alone as a term. For example, in the sequence “aerodynamic force”, a part of it can be annotated 

as a single-word term, i.e. “aerodynamic”, while the entire sequence can also be annotated as a 

multi-word term, i.e. “aerodynamic force”. Furthermore, whenever a lexical unit was used as a 

term in a corpus, it was annotated even in the case that it was not the best, or most commonly 

used term for that domain specific corpus (Terryn et al., 2019). While all these variations were 
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chosen to best reflect all likely ATE scenarios, they do result in a very challenging dataset. As a 

result, F1-scores for ATE systems evaluated on the ACTER dataset were rather low in contrast to 

other ones (Terryn et al., 2020). 

Table 1 lists the total number of words per domain specific corpus, the total number of 

terms per corpus and the total number of terms. The corruption corpus is referred as corp, the 

dressage as equi, the wind energy corpus as wind and the heart failure corpus as htfl.  

 

Corpus Words All Terms Unique Terms 

corp 45,234 6,385 927 

equi 51,470 10,889 1,155 

wind 51,911 9,478 1,091 

htfl 45,788 14,011 2,361 

Table 1: number of words per corpus, total number of terms per corpus and unique terms per corpus. Corp refers to corruption, 
equi to dressage, wind to wind energy and htfl to heart failure 

 

Comparing the proportion of the total number of terms and the unique number of terms per 

domain corpus, it is instantly clear that at least some of these terms appear more than once in 

their corpus. 

Analyzing further the unique terms per corpus, these emerge either as unigrams, i.e. 

single-word terms, or bigrams, i.e. terms with two constituent words, or trigrams, i.e. terms with 

three constituent words, or supergrams, i.e. terms with more than three constituent words. The 

percentage of these categories is depicted in graph 1. It is apparent, that multi-word terms 

consisting of more than three words are quite rare in every domain specific corpus of the ACTER 

dataset. 
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Graph 1: the percentage of unigrams, bigrams, trigrams and supergrams among the unique terms per corpus. Corp refers to 
corruption, equi to dressage, wind to wind energy, htfl to heart failure. 

 

Despite the fact that ATE has traditionally been regarded as a binary task, the original 

annotations included three distinct labels. The three term labels are: Specific Terms, which are 

both domain and lexicon specific, Common Terms, which are domain specific but not lexicon 

specific, and Out of Domain Terms (OOD), which are not domain, but they are lexicon specific 

(Terryn et al., 2019). In the dressage corpus, for example, “cadenced trot” may be considered as 

a Specific Term because a layperson does not know what it means and it is firmly associated 

with equitation, since it describes a horse's movement. The term “breed”, on the other hand, is an 

example of a Common Term because it is likewise domain-specific to dressage, but it has a plain 

meaning. Moreover, an OOD term may be the word “bascule”, which is lexicon-specific but not 

domain-specific to dressage. In this study, these labels have been used for the purpose of 

evaluation (experiments and results section). The percentage of these labels per corpus is listed 

below (graph 2). 
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Graph 2: Distribution of Terms labels per corpus. Corp refers to corruption, equi to dressage, wind to wind energy, htfl to heart 
failure. The labels are: Specific (term), Common (term) and OOD (out-of-domain term). 

 

Named entities were annotated in addition to these three term labels because they share a 

few traits with terms. For example, they appear more frequently in texts having a relevant subject 

(Terryn et al., 2020), e.g. names of political organizations in the field of corruption. The ACTER 

dataset provides two different annotated sets, one with only terms and one with both terms and 

named entities. Including the named entities on the labelled data does not imply that they are 

valid terms, but it does provide more alternatives for evaluation (Terryn et al., 2019). All 

participating systems on TermEval 2020 were evaluated on both sets. In this study, these labels 

have been used for the purpose of evaluation too (Results Section). Below is listed the total 

number of Named Entities per corpus and the number of unique Named Entities per corpus (table 

2). 

 

Corpus All Named entities Unique Named Entities 

corp 2,373 247 

equi 970 420 

wind 1,429 443 

htfl 526 224 

Table 2: number of named entities per corpus.  Corp refers to corruption, equi to dressage, wind to wind energy, htfl to heart 
failure. 
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3.2. Validation, Training and Test data 

As previously mentioned, regarding the creation of the two ATE systems, a rule-based one and a 

machine-learning one, the ACTER dataset was divided into a validation set (or else known as 

development set), a training set and a test set. 

For the rule-based system, as in the TermEval 2020 competition, the heart failure corpus 

was used as the test set. For the validation / development set, i.e. the data that were used to make 

decisions about the design of the system, all the other corpora were utilized, i.e. the corruption, 

the dressage and the wind energy corpus. In terms of training data, no proportion of the dataset 

was used for this purpose, as the ATE rule-based system does not employ any training 

techniques. 

For the machine-learning system, as in the TermEval 2020, the heart failure corpus was 

used as a test set. The other three corpora, namely corruption, dressage and wind energy, were 

utilized for training and validation in the following way: 

1. After the consolidation of these corpora (corp/equi/wind), unique pairs consisting of a 

piece of text (approximately 4 sentences) and an embedded candidate term in this piece 

of text were extracted. It is important to make it clear that the pairs are unique (instances / 

row data) and not the pieces of text or the candidate terms in the feature space (please, 

check Methodology section for this aspect). The candidate terms were selected through 

linguistic filtering with the same criteria as analyzed in section 4.3.  

2. Then, in case the candidate term was a true term a positive label was assigned (1), 

whereas in case of a non-true term a negative label was assigned (0). 

3. Then, 10,000 such pairs were selected randomly, of which exactly 50% were positive and 

the other 50% were negative examples. 

4. Finally, 80% of this unified dataset was used to train a BERT-based Sentence 

Transformer model (Methodology section) and 20% was used for validation, mainly to 

determine the number of epochs and other parameters for training. 

Below is given an example of what this data looks like (picture 1). 
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Picture 1: On column A is listed each piece/chunk of text per row, on column B is listed each extracted candidate 

term per row, on column C is listed the assigned label, on column D is indicated if this row is going to be used for 

training (train) or validation (dev). 

 

However, it must be made clear that in the case of the machine learning system, the test set 

evaluates the entire system, while the validation set only the BERT-based model. In short, this is 

because for the evaluation of the validation set, only the terms that appear in the validation set as 

positive examples are used as gold annotations, while for the heart failure corpus (test set), all 

the gold annotations of the ACTER dataset are used, even terms that the system may have 

missed during the “candidates selection” stage (please, check the 4.3. section for this aspect). 
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4. METHODOLOGY 

This chapter concentrates on the methodology used to construct two ATE systems: a rule-based 

system and a machine-learning system. The fundamental difference between these two systems 

is that one utilizes traditional statistical measures from the field of information theory (IT), 

whereas the other employs contextual embeddings from a language model. We explain each 

individual component of these systems as well as the software packages used, the application 

challenges, and the considerations that motivated these decisions over others. 
 

4.1. Overview 

Two distinct systems based on the same workflow diagram were designed to investigate the 

research question in depth: whether the power of a language model, incorporated during the 

development of an ATE system, can yield better results than traditional practices and how this 

can be accomplished. 

In summary, the process flow of the two systems is as follows: (1) corpus preprocessing → 

(2) candidates selection → (3) terms selection, wherein candidates selection is a linguistic 

filtering approach, and terms selection is implemented in two different ways, either with 

statistical measures or with a language model. As a result, two variations of an ATE system are 

examined, one rule based and one machine learning, which essentially differ in terms of the third 

component, the terms selection. For further clarification, the flow diagram of these two systems 

is depicted in diagram 1. 

 

Diagram 1: The overview of the design of an ATE system 
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It must be clarified that the decisions made during this study were led by the greatest 

potential performance of both systems, based on empirical experiments. In other words, the focus 

of this study is not to favor one system over the other. 
 

4.2. Corpus Preprocessing 

The first step in extracting terminology from a domain-specific corpus is to convert this corpus 

from a folder on a computer’s hard drive to textual data that can be used as input into the ATE 

system for further analysis. 

The programming language used in this study is Python (version 3.6.1). Regarding character 

encoding, the well-known UTF-8 character encoder was utilized to load the text files, which 

were written in English but frequently included unique characters such as Greek letters, requiring 

some error management. The loading process resulted in the unification of all text files in the 

domain corpus folder into a single-string Python object. To further normalize our textual data 

and clean up any Unicode errors, we removed several special characters while leaving intact the 

punctuation marks such as periods (.), commas (,), and question marks (?) to allow for a smooth 

understanding of the text, as well as characters found within the terms such as Greek letters (α, β, 

etc.), hyphens (-), apostrophes (’), and numbers (1, 2, etc.). Finally, all textual data was 

converted to lowercase. 

To advance to the second stage, which is the candidates selection component, tokenization 

was also used to extract selected words and word sequences from the corpus. For this, the well-

known NLTK software package was selected, which is an open-source Python toolkit for natural 

language processing. 
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4.3. Candidates Selection 

The second stage of our systems is the selection of candidate terms, based on the assumption that 

not all words and word sequences can be considered as potential terms. In addition, accepting all 

of these as candidate terms would create a significant amount of noise within the system and 

reduce the accuracy. As a result, the selection of candidate terms was based on linguistic 

filtering. This approach makes the system language-dependent because the linguistic 

requirements that a candidate term must meet are defined within a single language or several 

related languages. For example, a multiword English term such as “car accident,” which consists 

of a sequence of two nouns [Noun Noun], may be stated as a single-word noun [Noun] in other 

languages, such as autounfall in German, or as a sequence of more words, such as incidente 

d’auto in Italian, where the linguistic pattern is [Noun Preposition Noun].  

To identify the linguistic properties that allow a word or word sequence to be classified 

as a candidate term, we used the commonly utilized NLP library NLTK. NLTK offers a variety 

of tools for tokenization, stemming, tagging, parsing, n-grams, and so forth. Therefore, after the 

textual data was tokenized with the NLTK tokenizer, the NLTK POS tagger was applied to 

match the tokens with a grammatical category such as noun, verb, adjective, and so on. 

Following that, two different strategies for extracting candidate terms were attempted. 

The first approach was based on the application of a custom-made grammar as a regular 

expression to pinpoint noun phrases that meet the linguistic requirements, as outlined by Justeson 

et al. (1995). However, this approach was abandoned after discovering that during validation, 

32.2% to 36.4% of the terms in the development set (corruption, dressage, wind energy) were 

omitted from the second component of our system. Following a series of experiments, we arrived 

at the second technique, which incorporated words from a broader variety of grammar 

categories. The following POS tags for single-word terms were specifically accepted:  

['NN', 'NNS', 'JJ', 'VB', 'VBG', 'VBN'] 

This implies that single-word candidate terms can be either singular or plural nouns (NN, NNS), 

adjectives (JJ), and verbs in their base form (VB, i.e., “audit”), as particles or gerunds (VBG, i.e., 

“auditing”), or as past particles (VBN, i.e., “audited”). To extract multiword terms, the POS 

sequences were n-grammized into bigrams and trigrams. Finally, the corresponding patterns for 

each n-gram were defined, as described in table 3. 
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bigrams token[0] in ['NN', 'NNS', 'JJ', 'VB', 'VBG', 'VBN'] 

 token[1] in ['NN', 'NNS'] 

trigrams token[0] in ['NN', 'NNS', 'JJ', 'VB', 'VBG', 'VBN'] 

 token[1] in ['NN', 'NNS', 'JJ', 'VB', 'VBG', 'VBN', 'IN']* 

*where 'IN' stands for prepositions 

 token[2] in ['NN', 'NNS'] 

Table 3: The POS pattern combinations for the selection of bigrams and trigrams 

The selection of these patterns increased the recall of the system in the validation data 

(corruption, dressage, and wind energy), in this respect, to 89–90%. Nonetheless, more 

grammatical categories of words could be included, such as adverbs, as well as more 

grammatical combinations or terms beyond the limit of three words. However, through 

validation experiments, this application proved to be the most inclusive without causing much 

noise. In particular, multiword terms above the limit of three words are quite rare in English but 

also very difficult to define through linguistics patterns. Therefore, locating them should include 

almost all noun phrases (or even verbal phrases) that appear in the corpus. For example, in the 

sequence of words “aerodynamic force is estimated…,” our system would generate the candidate 

terms “aerodynamic,” “force,” and “aerodynamic force.”  

Finally, it should be noted that the exported single-word and multiword phrases may only 

be regarded as candidate terms, necessitating a third step to differentiate the true terms. For 

example, the word “aerodynamic” may be close to the concept of domain regarding wind energy, 

and the word “force” may be too ambiguous to be considered as a wind energy term. 
 

4.4. Terms Selection 

As stated in the introduction, the two systems developed (rule based and machine learning) differ 

in the third component, which is referred to as terms selection. Statistical measurements from the 

field of information theory were selected in the rule-based system and a BERT-based approach 

from the field of NLP in the machine-learning system. 

4.4.1. Rule Based 

Regarding the rule-based system, two separate measurements were utilized: a collocation 

measure to calculate the unithood of multiword terms and a relative frequency ratio to determine 

the termhood of both single-word and multiword terms. 
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To determine whether a bigram such as “aerodynamic force” would be a term inside a 

corpus relevant to wind energy, unithood statistics were used to ensure that the words 

“aerodynamic” and “force” do not coexist by chance. Four different metrics for unithood 

estimation were examined, as explained in the literature review: the PMI, Jaccard coefficient, T-

score, and log likelihood ratio. Lemmatizing the individual words for these measurements with 

the NLTK lemmatizer proved vital in ensuring more thorough findings. Furthermore, the NLTK 

collocations measurements module was used for the PMI, T-score, and log likelihood ratios, but 

for the Jaccard coefficient, we relied on our own programming abilities.  

Based on the preliminary results of the validation experiments, it was evident that these 

measures are quite weak when not combined with a frequency threshold, and the ideal frequency 

threshold turned out to be three (3). However, this application overlooks multiword terms in 

which individual words are less frequent. As a result, the question of whether the bigram 

“aerodynamic force” operates as a single linguistic unit or not is examined only if the constituent 

words appear more than two times in the corpus. Finally, based on the validation experiments, 

the most accurate method proved to be that of log likelihood ratios, with the remaining metrics 

recording slightly lower scores. 

Following that, to determine whether a candidate single-word or multiword term, such as 

“aerodynamic” or “aerodynamic force,” is close to the concept of a domain-specific corpus 

regarding wind energy, its termhood was investigated. For termhood estimation, relative 

frequency ratios were used, as analyzed in the literature review. In detail, the frequency ratio of a 

term within a generic corpus was selected, divided by the frequency ratio of the candidate term 

within the domain-specific corpus: 

𝑟 = 
𝑟(𝑔𝑒𝑛𝑒𝑟𝑖𝑐 𝑐𝑜𝑟𝑝𝑢𝑠)

𝑟(𝑑𝑜𝑚𝑎𝑖𝑛 𝑐𝑜𝑟𝑝𝑢𝑠)
 

Specifically, as a generic corpus, we chose one widely known in the linguistic 

community, the Brown corpus, which consists of one million words. This measurement indicates 

that candidate terms with a score close to zero (0) are extremely rare or do not appear at all in the 

generic corpus, as we would expect for the terms “aerodynamic” and “aerodynamic force,” 

whereas those with a score above one (1) are frequent words or expressions found more regularly 

in the generic corpus than in the specific corpus, such as the word “force.” The reason for 
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choosing this method above others examined in the literature review is because we believe that it 

is not solely reliant on internal frequency in comparison to other methods such as TF-IDF and C-

value.  

Therefore, the third component in the rule-based system consists of two consecutive 

measurements: a collocation measure as analyzed by Manning et al. (1999) and the relative 

frequency ratio as defined by Damerau (1993). The rule-based system’s overall process diagram 

is depicted below (diagram 2). 

 

Diagram 2: Workflow of the rule-based system 

4.4.2. Machine Learning 

Next, the dynamics of contextual embeddings were integrated into the machine-learning system 

by leveraging a BERT-based model. In contrast to the measurements employed in the rule-based 

system, this method is based on the semantic similarity of a candidate term within the domain-

specific corpus rather than its internal frequency within a corpus. 

BERT’s model architecture is a multilayer bidirectional transformer encoder with a self-

attention mechanism built by the Google Language AI team (Devlin et al., 2018). BERT was 

trained on unlabeled Wikipedia articles with more than two and a half million words. Unlike 

prior embedding models, such as GloVe and Word2vec, BERT’s architecture considers the 

surrounding context of a token when generating its word-embedding vector. Furthermore, one of 

the benefits of BERT relevant to our task is that when a token ID is unknown, as may be the case 
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with an uncommon term, the BERT tokenizer divides the token into known sub-tokens to 

generate its word-embedding vector, a preprocessing step incorporated by default. Furthermore, 

in many semantic similarity tasks, BERT-based sentence transformers (Reimers et al., 2019) are 

used, which generate embeddings to a sentence/document level (a text that does not exceed 512 

tokens) by adding an extra layer on top of the model, that of mean pooling (by default), and by 

using a Siamese and triplet network structure. These models were trained on the SNLI (Bowman 

et al., 2015) and the STS benchmark (STSb) [Cer et al., 2017] (i.e., data tailored to the needs of a 

semantic textual similarity [STS] task). These models allow us to compare two sentence vectors 

by computing their cosine similarity. Cosine similarity of two-word vectors has shown in the 

past that it is a good measurement for the indication of the semantic similarity between them 

(words that have similar meanings have similar vectors, based on their surrounding context). 

The computational power and effort necessary to finetune BERT-based models, on the 

other hand, is one of its limitations. Because this study was conducted during the coronavirus 

period, the machine used for the execution of the experiments was performed on a personal 

laptop, which only had 16 GB of RAM and 1.8 GHz CPU. A distilled version of the BERT 

model was developed by Sahn et al. (2020), which has 40% fewer parameters than the traditional 

bert-base-uncased model and runs 60% faster while preserving over 95% of BERT’s 

performances as measured on the GLUE language-understanding benchmark. Therefore, the 

distilBERT version (distilBERT-base-uncased), instead of the traditional BERT model, was used 

in our experiment as the base for the word embeddings. In addition, the HugginFace library 

offers a distilBERT version for sentence transformers too. 

The method used is innovative and, to the best of our knowledge, has not been reused in 

an automatic terminology extraction task. By “innovative,” it is meant that we are trying to 

embrace the power of the BERT-based sentence transformers models and not attempting to 

finetune the core BERT model for a classification approach, a technique that would require much 

time and computing power. Additionally, we do not only use sentence transformers that, due to 

their architecture, require much less speed and time (Reimers et al., 2019), but we also use the 

distilBERT as our core language model. Thus, taking inspiration from a study conducted by 

Sharma et al. (2019), and due to our limited computational power, it was decided that sentence 

transformers should be employed to extract terms from a domain-specific corpus. This was done 
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by computing the cosine similarity of the document and the candidate embeddings by employing 

the scikit-learn software package. 

This application is based on the simple and clear assumption that the embedding vector of 

a domain-specific text is closer to the vector of an embedded term than to the vector of an 

embedded general word. For example, the embedding vector of the candidate term “aerodynamic 

force” may be more similar to the document vector of a wind energy corpus than the candidate 

term “first day”. This application, however, involves two concerns. First is that the corpus must 

be broken down into smaller pieces since it only works for sentences/paragraphs and not in the 

whole corpus. Additionally, we should bear in mind that when supervised training was 

implemented in the sentence transformers for the STS task, the results did not exceed 85.4% in 

Spearman’s rank correlation, even though they presently remain the state-of-the-art system 

(Reimers et al., 2019).  

At an early experimental stage, the capabilities of the pretrained distilbert-base-nli-stsb-

mean-tokens model were examined and compared to the bert-base-nli-stsb-mean-tokens model 

from the HugginFace library. These models already come with a BERT layer and a pooling layer 

and are trained on the SNLI (Bowman et al., 2015) and the STS benchmark (STSb) [Cer et al., 

2017] as previously mentioned. It quickly became clear that the two systems had identical 

performances and that the multiword candidate terms received higher cosine similarity scores 

than the single-word terms. However, the low performance of these pretrained models led to the 

choice of finetuning. The initial effort was to finetune the core BERT language model itself. This 

consists of employing the same training approaches used by Google when training the original 

model, such as next sentence prediction and masked language modeling, but does not require 

labeled data, which means that the BERT could be finetuned depending on each corpus and then 

sentence embeddings exported with a mean pooling layer. However, this technique did not prove 

to be very effective, although it increased the performance by 2%. It is worth noting that the only 

difference was that the candidate terms presented an overall increased cosine similarity score 

without this meaning that the system could distinguish the true terms from the non-true ones.  

Therefore, these indications led to our second method of finetuning a distilBERT-based 

sentence transformer with our own training examples. Precisely, we could either continue 

training the pretrained sentence transformers (i.e. distilbert-base-nli-stsb-mean-tokens model) or 
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create “networks from scratch”, i.e. a Siamese network architecture, by defining a pretrained 

distilBERT-based model (distilbert-base-uncased) as the word embedding model and then 

adding a mean pooling layer to extract sentence embeddings.  This was achieved by feeding the 

model with pairs of pieces of text (three to five sentences) and candidate terms. These were then 

assigned labels, one positive (1) in case the candidate term is a true term and a negative (0) if the 

candidate is a non-true term. This application allows the sentence transformer model to learn 

from these pairs, the analogy between text and term with a CosineSimilarityLoss function, and, if 

possible, this knowledge can be transferred to other corpora. Subsequently, the cosine similarity 

of new pairs (pieces of text/candidate embeddings from the test/validation set) is calculated, and 

a cutoff score is used to select the likeliest terms.  

The broader structure of our machine-learning system is as follows. After the corpus 

preprocessing stage, the corpus (text as a string) is divided into smaller parts (approximately four 

sentences). Next, these smaller parts undergo the second stage (candidates’ selection). Then 

sentence-embedding vectors for the document are produced in our sentence transformer model 

using the broken-down corpus and candidate terms. Finally, the terms are selected by computing 

their cosine similarity among each pair (piece of text/embedded candidate term in the piece of 

text). For a better understanding, the workflow layout of the machine-learning system is shown 

in diagram 3. 
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Diagram 3: Workflow diagram of the machine-learning system 
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4.5. Evaluation 

As previously mentioned, this a binary classification task. Thus, the performance of the system 

can be evaluated based on the ratio of the true positives and the predicted positive values. In 

other words, it can be evaluated based on:  

Precision, which indicates how often a system was correct when it predicted a certain 

category: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = 
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

(𝐹𝑎𝑙𝑠𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠 + 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠)
 

 

Recall, which indicates how many times the system predicted a category occurred in the gold 

labels: 

𝑅𝑒𝑐𝑎𝑙𝑙 = 
𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠

(𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑠 + 𝑇𝑟𝑢𝑒 𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠)
 

and 

F1 score, which is the harmonic mean between precision and recall: 

𝐹1𝑠𝑐𝑜𝑟𝑒 =  
2 ∗ 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

(𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙)
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5. EXPERIMENTS AND RESULTS 

This chapter discusses the results of the experiments performed for this project. All term 

extraction experiments were applied to three domain-specific corpora used as training/ 

development data and on a fourth one that was used as a test set (section 3.2. Data Analysis). For 

the performance measures, we exclusively used recall, precision, and F1 score.  

 

5.1. Rule-Based System 

As analyzed in the methodology chapter, the workflow of the rule-based system involves the 

selection of candidate terms through linguistic filtering and then the selection of true terms 

through two statistical measurements. First, a unithood measure was employed to investigate 

whether the constituent words of a word sequence act as a single linguistic unit. In addition, a 

termhood measure was used for single-word and multiword terms to investigate whether the 

candidate term has a greater semantic relevance with the core vocabulary of the domain-specific 

corpus.  

Through validation experiments, as a unithood measure, we applied the log likelihood 

ratio with a cutoff score above 10 and a frequency threshold above 3. As a termhood measure, 

we used the relative frequency ratio, utilizing as a general corpus for comparison the Brown 

corpus, and with a cutoff score below 0.1, which, during validation, also proved to be the most 

precise. This score essentially means that if the relative ratio of a candidate term is 10 times 

greater within the domain-specific corpus than in the general corpus, then it can be considered a 

true term. The results of this rule-based system in the development data (corp, equi, and wind) 

are displayed in table 4, while the results of the test set (htfl) are outlined in table 5. 

 Recall Precision F1 Score 

Corp 43.5 23.3 30.3 

Equi 49.6 33.6 40.1 

Wind 50.6 20.3 29.0 

macro average 47.9 25.7 33.1 

Table 4: Rule-based system evaluation on dev set 

 Recall Precision F1 Score 

Htfl 51.4 32.8 40.0 

Table 5: Rule-based system evaluation on test set 
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It becomes apparent that recall ranges from 43.5 to 51.4% and precision from 20.3 to 

33.6%. In short, the results differ from one corpus to another in a range of more than 10%. 

Presumably, this indicates that measurements relying mostly on internal frequency cannot be so 

corpus-independent as we would wish. However, the gap is not that large to not justify the 

human intuition that frequency is possibly the best rule-based measurement we could use to 

identify terms. 

Below, we examine the results per corpus and per unigram (single-word term), bigram 

(two-word term), and trigram (three-word term). We present the following results to inspect 

whether the variations in the findings above are based on the distribution of single-word or 

multiword terms within the corpus or if the scores also vary from one corpus to another 

regardless of this distribution. The results for all corpora are shown in table 6. 

 

 Recall Precision F1 Score 

corp—unigrams 58.9 21.2 31.2 

corp—bigrams 38.5 30.7 34.2 

corp—trigrams 24.8 16.5 19.8 

equi—unigrams 63.6 32.2 42.8 

equi—bigrams 34.9 39.9 37.2 

equi—trigrams 23.2 26.2 24.6 

wind—unigrams 75.2 13.9 23.5 

wind—bigrams 45.9 34.3 39.3 

wind—trigrams 35.4 24.7 29.1 

htfl—unigrams 85.5 34.0 48.7 

htfl—bigrams 31.3 31.6 31.4 

htfl—trigrams 17.9 23.6 20.4 

Table 6: Evaluation of unigrams, bigrams, and trigrams per corpus (rule-based system) 

 

From these scores, it is evident that the results regarding the bigrams and trigrams fall in 

approximately the same range per corpus, while those concerning the unigrams (i.e., the single-

word terms) vary depending on the corpus. In addition, the rule-based system is quite weak 

regarding the selection of multiword terms over two words (i.e., trigrams). Finally, the reason for 

the superior results in the test set than the development set is because the system achieves better 

results with single-word terms within the heart failure corpus, and the percentage of single-word 
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terms is proportionally bigger in the test set than in the development set (see the section on data 

analysis). 

In addition, depicted below is the percentage of domain-specific terms (specific), out-of-

domain terms (ood), and common terms (common) within the true terms (true positives) that 

were exported by the rule-based system. This may indicate if our choices favored one category 

more than the others. These percentages are shown in graph 3. 

 

 

Graph 3: Distribution of term labels among the true positives per corpus 

 

It seems apparent that the percentage of domain-specific terms (specific) exported by the 

system is proportional to the percentage of domain-specific terms within the respective corpus 

(Data Analysis section). However, it is notable that the system never exports out-of-domain 

terms (ood). 

Finally, listed below are the results including named entities among the annotated terms 

(for another set of annotations, see section 3.1 Data Analysis) to determine if the system favors 

the detection of named entities. From the results presented in table 7, it is clear that the presence 

of named entities as true positives does not affect the performance of the system in terms of the 

test set, while in the development set, there is an increase of around 7%, which affects the F1 

score. This may also be seen as an indication that the extraction of named entities by the system 

is proportional to the presence of unique named entities in each corpus, since equi and wind are 

the corpora that have been benefited the most (see section 3.1. Data Analysis). 
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 Recall Precision F1 Score 

Corp 43.1 29.2 34.8 

Equi 48.0 44.4 46.1 

Wind 49.1 27.7 35.4 

macro average 46.7 33.8 38.8 

Htfl 49.8 34.8 41.0 

Table 7: Evaluation of the annotation set that includes the named entities 

 

5.2. Machine-Learning System 

As described in the methodology chapter, the workflow of the machine-learning system entails 

the selection of candidate terms through linguistic filtering and then the selection of true terms 

through a BERT-based model. As explained in the methodology, the selection of the true terms 

is made through the cosine similarity score between the embedding vector of a candidate term 

and the embedding vector of the piece of text (approximately four sentences) in which the 

specific candidate term is present. 

The initial experiment was to use pretrained BERT-based sentence transformers to check 

the potential of the pretrained models among themselves, as well as in relation to the finetuned 

models that we developed later. As mentioned in the methodology, we found through 

experiments that multiword terms achieved higher similarity scores than single-word terms. 

Therefore, cutoff scores differ depending on the number of constituent words. For the unigrams, 

we used 0.09 as the cutoff score, for the bigrams 0.3, and for the trigrams 0.45. These scores 

were selected after a series of validation experiments. Listed below is the performance of the 

distilbert-base-nli-stsb-mean-tokens model in table 8 (development and test set) and the 

performance of the bert-base-nli-stsb-mean-tokens model in table 9 (development and test set). 

 

distilbert-base-nli-stsb-mean-tokens 

 Recall Precision F1 Score 

Corp 35.8 17.9 23.9 

Equi 30.8 24.6 27.4 

Wind 69.5 11.8 20.3 

macro average 45.4 18.1 23.9 

Htfl 41.3 29.8 34.6 

Table 8: Evaluation of the pretrained sentence model distilbert-base-nli-mean-tokens 
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bert-base-nli-stsb-mean-tokens 

 Recall Precision F1 Score 

Corp 50.4 16.8 25.2 

Equi 46.1 21.8 30 

Wind 71.4 10.8 18.7 

macro average 56 16.5 24.6 

htfl 48.1 27.3 34.8 

Table 9: Evaluation on the performance of the pretrained sentence model bert-based-nli-mean-tokens 

 

It is apparent that the capabilities of the two models do not differ much. This indication 

allows us to consider that using the distilBERT model as a base will not bring fewer advantages 

than the traditional BERT model. In addition, as stated in the methodology, our computational 

power is limited, so a lighter model that can achieve comparatively the same results is more 

beneficial in terms of speed and cost. Finally, it is noticeable that the results of the pretrained 

models can only be characterized as modest since their performance is generally lower compared 

to the rule-based system.  

The second initiative was to finetune BERT-based sentence transformers by using 

training examples from the data thus far only used for development (corp, equi, wind). 

Specifically, from these three corpora, we created a dataset of pieces of text and candidate term 

pairs, assigning them either a negative label (0) in case of a non-true term or a positive one (1) in 

case of a true term. This dataset, consisting of 10,000 instances (50% positive and 50% negative 

examples), was split into training instances (80%) and development instances (20%) [see section 

3.2 Data Analysis). In this instance, the development data is clearly less than all the results listed 

above, while this data is also the unification of three different corpora.  

Regarding the method of finetuning a sentence transformer model, this can be done in 

two different ways: either finetuning the aforementioned models, which have been pretrained on 

the SNLI (Bowman et al., 2015) and the STSb (Cer et al., 2017), or finetuning a sentence 

transformer model (a Siamese network architecture consisting of pretrained language model + 

mean pooling layer) using only the training examples from the ACTER dataset (corp, equi, 

wind). Both practices were evaluated to determine which is more effective. Table 10 lists the 

results of the trained model distilbert-base-nli-stsb-mean-tokens2021-06-22_23-18-50, and table 

11 shows the results of our own sentence transformer model, distilbert-base-uncased-2021-06-
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21_01-30-13, for which we used the pretrained distilbert-base-uncase model and as training 

examples only those that emerged from the ACTER dataset (section 3.2.) [i.e., the sentence 

transformer model has not been pretrained in the SNLI and STS datasets]. In both cases, the 

cutoff scores are 0.09 for the unigrams, 0.3 for the bigrams, and 0.45 for the trigrams. For both 

systems, the same training objectives were employed, namely, batch size 16, four epochs, Adam 

optimizer with learning rate 2e-5, and a linear learning rate warmup over 10% of the training 

data. 

 

distilbert-base-nli-stsb-mean-tokens2021-06-22_23-18-50 

 Recall Precision F1 Score 

dev set (model) 97.5 87.1 92.0 

htfl (system) 47.4 37.7 42.0 

 

Table 10: Evaluation of the dev set and training set for the model distilbert-based-nli- stsb-mean-tokens2021-06-22_23-18-50 

 

distilbert-base-uncased-2021-06-21_01-30-13 

 Recall Precision F1 Score 

dev set (model) 97.0 81.6 88.6 

htfl (system) 58.9 35.4 44.2 

 

Table 11: Evaluation of the dev set and training set for the model distilbert-based-nli- stsb-mean-tokens2021-06-21_01-30-13 

 

It can be seen from these results that these systems are strongest in terms of performance. 

In addition, the model trained only with the training examples from the ACTER dataset shows 

better results than the pretrained one, mainly due to the increased recall. Furthermore, the 

difference between the results from the development set and the test set exceeds 44% in F1 

score, although it must be clarified that in one case, the performance of the model (development 

set) is examined and in the other, the performance of the system (test set) [see section 3.2 for 

clarification]. This difference proves that the system may be able to perform better when it is 

domain-dependent.  

As training and development sets, examples from three different corpora were used. We 

assume that if the training and development set came from a single corpus, the scores might have 

been even higher. Moreover, although the model distilbert-base-nli-stsb-mean-tokens2021-06-



M.E.B. Micha - 2700796 Automatic Terminology Extraction 30/6/2021 

 

43 

 

22_23-18-50 had a better performance on the development set, distilbert-base-uncased-2021-06-

21_01-30-13 outperformed it on the test set. This might be an indication that the former model is 

probably overfitting on the training data.  

Finally, the system with the highest F1 score was selected as the best-performing system. 

To analyze its results in depth, table 12 below lists the performance of the system per unigram, 

bigram, and trigram in the test set to determine if the system favors the detection of single-word 

terms more than multiword terms.  

 

 Recall Precision F1 Score 

htfl—unigrams 78.2 37.8 51 

htfl—bigrams 56.3 32.7 41.4 

htfl—trigrams 35.9 31.0 33.3 

 

Table 12: Evaluation of unigrams, bigrams, and trigrams in the test set (machine-learning system) 

 

In this case, the performance of the system is higher in terms of unigrams and lower for 

trigrams. However, it seems that these differences are mainly due to the wide range of scores 

regarding recall and not so much due to precision. 

In addition, depicted below is the percentage of domain-specific terms (specific), out-of-

domain terms (ood), and common terms (common) within the true terms (true positives) that 

were exported by the machine-learning system. This may indicate if our choices favored one 

category more than the others. These percentages are shown in graph 4. 

 

 

Graph 4: Distribution of term labels on the true positives 
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The percentage of domain-specific terms (specific) exported by the system is proportional 

to that of the domain-specific terms within the respective corpus (data analysis section). 

However, it is noteworthy that the system does not export out-of-domain terms (ood). 

Finally, presented below are the results including named entities among the annotated 

terms to inspect if the system favors the detection of named entities. From the findings in table 

13, it becomes apparent that the presence of named entities as true positives does not affect the 

performance of the system in terms of the test set. 

 

 Recall Precision F1 Score 

Htfl 55.7 36.6 44.2 

Table 13: Evaluation of the annotations set that also contains named entities. No remarkable changes are noticed. 

 

5.3. Comparison with TermEval Results 

Below (table 14) are the results from the first five-ranking teams of TermEval 2020 on the test 

set (heart failure corpus) together with the results from the rule-based system and the machine-

learning system of this study. 

 

 Recall Precision F1 Score 

TALN-LS2N 72.7 32.6 45.0 

RACAI 40.1 38.6 39.3 

NYU 25.1 42.2 31.5 

e-Terminology 15.5 34.4 20.1 

NLPLab UQAM 16.0 21.4 17.8 

Rule based 51.4 32.8 40.0 

Machine learning 58.9 35.4 44.2 

 

Table 14: Comparison of results of our two systems with the first-ranking teams on TermEval2020 

 

The rule-based system based on traditional statistical approaches surpasses all the 

systems in the competition except the first one. Regarding the machine-learning system, its F1 

score is only 0.8% lower than the state of the art, but it achieves better performance in terms of 

precision.  
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6. DISCUSSION AND CONCLUSIONS 

As mentioned in the introduction, the aim of this paper was to create two systems, a rule-based 

one and a machine learning one, in order to answer the question of whether the power of a 

language model can outperform traditional methods in Automatic Terminology Extraction 

(ATE), based mainly in statistics that derive from Information Theory (IT). To this end, we have 

developed these two systems to compare them with each other, but also with the most recent 

ATE systems developed during the TermEval 2020 competition. 

In short, the process flow of the two systems were: (1) corpus preprocessing → (2) 

candidates selection → (3) terms selection, where in the “candidates selection” stage a linguistic 

filtering approach was used and the “terms selection” stage was implemented in two different 

ways, either with statistical measures or with a language model. As a result, two variations of an 

ATE system were developed, one rule based and one machine learning, which essentially differ 

from each other in terms of the third component, the “terms selection”. The third component in 

the rule-based system consists of two consecutive measurements, a collocation measure as 

analyzed by Manning et al. (1999) and the relative frequency ratio as defined by Damerau 

(1993). In the machine learning system, after the corpus preprocessing stage, the corpus is 

broken down into smaller parts (approximate 4 sentences). Next, these smaller parts go through 

the second stage of the process, defined as “candidates selection”. Then, sentence embedding 

vectors for the document are produced in our fine-tuned model using the broken-down corpus 

and candidate terms. Finally, the terms are selected by computing their cosine similarity among 

each pair (piece of text / embedded candidate term). 

Based on the results analyzed in the experiments and results section, we saw that our first 

ranking machine learning system (44.2%) outperformed our best rule-based system (40.0%). In 

addition, we saw that the rule-based system managed to surpass all the systems of the TermEval 

2020 competition, except the first one. We believe that this success is due to the fact that we used 

a general corpus (Brown corpus) to calculate the termhood of the candidate terms. Although the 

two systems of this study were able to produce comparable results, it is evident that the 

development of the machine learning system requires more human effort and computational time 

for training, than the rule-based system. However, when it comes to execution time for yielding 

the final output, both systems are almost identical, requiring approximately 10 minutes each, to 
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process the test dataset (heart failure corpus), in a laptop with 16 GB of RAM and 1.8 GHz 

CPU. 

In addition, we saw that the machine learning system (42.8%) can bring similar results to 

the state-of-the art (45.0%), i.e. the first ranking system of the TermEval 2020 competition. The 

results of the machine learning system can be characterized as remarkable, considering the 

comparatively less computational power and cost that was needed to train this system, in relation 

to fine-tuning a traditional BERT model for classification. More specifically, it took just 6 hours 

(for four epochs and 10% warm-up steps) to train the Sentence Transformer model on a laptop 

with 16 GB of RAM and 1.8 GHz CPU. Therefore, this higher performance and lower 

operational cost could allow these technologies, that until recently were accessible only by large 

enterprises, to be utilized en masse by a much larger audience. Concluding, we encourage the 

development of new ATE systems in this much more sustainable direction. 
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