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Abstract

This thesis analyses the types of information used by automatic systems and human
language users when performing coreference resolution. In coreference resolution tasks,
tokens can be divided into two categories: mentions and context. Mentions are spans
of text that represent discourse entities that can or do participate in coreference re-
lations; context is everything else in a text. This project first operationalizes the
mention-context distinction in a new way, adding singleton mentions to the OntoNotes
coreference resolution dataset (Pradhan et al., 2011). We then systematically mask
mention and context information and present this manipulated data to a host of coref-
erence resolutions systems and human annotators. We study the impact on model
and annotator performance of adding singletons and removing mentions and context
in turn.

We find that automatic systems rely almost exclusively on mention-level informa-
tion, ignoring context entirely. We find that annotators make some use of context
information for the coreference resolution task indicating that there is work to be done
in enabling automatic systems to make use of such knowledge. We find that singletons
complicate the task significantly and posit that they are crucial to faithfully modelling
the coreference resolution task.
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Chapter 1

Introduction

In a 2006 episode of the Canadian sitcom Corner Gas (Butt et al., 2006), Hank is hired
by the farmer Cecil to demolish a barn. At first, he tries to procure some dynamite
to blow up the barn in spectacular fashion, but cooler heads prevail (Hank is not to
be trusted with dynamite), and a more reasonable solution arises: Hank ties one end
of a rope to the barn’s main support beam and the other end to a tractor, hoping to
pull the barn down in one fell swoop. When the tractor won’t start, and Cecil sees
Hank struggling to repair it, Cecil says “I don’t know why you’re bothering with the
tractor, I think you should just blow the damn thing up and get it over with”. Hank is
delighted with this idea: he finds some dynamite and gathers most of the town to see
the show (there is nothing more entertaining on the Saskatchewan prairie than a good
old barn raising). With the crowd watching, Hank pulls the trigger and, just as he’d
planned, the tractor explodes (and the barn remains definitively un-raised).

In continuous language events (discourses, texts, etc.) speakers and writers often
refer to an entity or event multiple times and can use different words or phrases for each
of these mentions. Collecting mentions that refer to the same thing into sets or chains
of coreference is a natural language processing task called coreference resolution. This
task is a core part of language understanding – reference to real or imaginary worlds
forms the basis of meaning and coreference allows us to follow meaning through a
text or discourse. The example above demonstrates coreference resolution done wrong;
Cecil used the phrase “the damn thing” to refer to the barn but Hank failed to correctly
resolve this coreference, assuming instead that Cecil intended for “the tractor” to be
blown up. Oops.

Coreference resolution (CR) is not always easy for human language users (this is
certainly true for Hank) and is even harder for artificial natural language processing
(NLP) systems. Effective coreference resolution is crucial for understanding of natural
language. This study contributes to the improvement of CR systems by analysing how
artificial and human coreference solvers perform the task; specifically, we analyse what
information is used by humans and artificial systems when they perform coreference
resolution. We do this through Input Ablation Analysis, a method wherein parts of the
input to coreference solvers are masked, which allows us to determine which parts of
the input bear valuable information and which do not. This introduction section will
introduce CR in more detail and outline the project as a whole, from research questions
and methodology to the results rendered.

This project builds on previous work by Lê (2021), duplicating his methodology
on a new dataset. This previous study will be referenced throughout this thesis, and
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2 CHAPTER 1. INTRODUCTION

discussed in detail in Chapter 2.

1.1 Coreference Resolution

When a span of text (a word, phrase, or clause) refers to something in the world
(an entity, event, thought, opinion, property, etc), we call this span of text a mention.
When two mentions refer to the same thing we call these mentions coreferent. Language
processors, both human and artificial, must be able to determine which mentions corefer
and which do not. We call the process of coming to this understanding coreference
resolution (CR). Coreference resolution typically involves two steps: mention detection
and coreference linking. Mention detection involves determining which spans of text
are considered for coreference linking, which involves connecting coreferring mentions
into chains or sets of coreference.

Mention detection is often divorced from coreference resolution in the practice of
constructing and evaluating CR systems, as CR evaluation tends to focus on the capac-
ity of systems to link mentions and not to determine the mention spans themselves (see
Pradhan et al. (2012), for instance). The current project provides CR systems with
mention boundaries, effectively performing the mention detection step for systems, in
order to better evaluate solely the coreference linking capabilities of systems.

Reference and coreference take many forms in natural language, which is one of the
challenges in constructing artificial coreference solvers. Some common forms of nominal
reference and coreference appear in Example 1, with mentions in square brackets and
coreference indicated with integers in round brackets:

“Although [[his (1)] team (2)] lost the World Series, [[San Francisco Giants
(3)] owner Bob Lurie (1)] hopes to have [a new home for [them (2)] (4)].

“[He (1)] is an avid fan of a proposition on next week ’s ballot to help build
[a replacement for Candlestick Park (4)].

“Small wonder, since [he (1)] ’s asking San Francisco taxpayers to sink up
to $ 100 million into [the new stadium (4)].”

Example 1: Coreference in OntoNotes text.

In this example we observe the following forms of coreference:

• Nominal coreference, wherein two different noun phrases refer to the same entity:
(4) “a replacement for Candlestick Park”, “the new stadium”

• Pronominal anaphora, wherein a pronoun refers back to a previously mentioned
entity: (1) “San Francisco Giants owner Bob Lurie”, “He”, “he”

• Pronominal cataphora, wherein a pronoun refers forward to a not-yet-mentioned
entity: (1) “his”, “San Francisco Giants owner Bob Lurie”

Other forms of coreference include event coreference and appositive constructions,
demonstrated in Example 2:
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“Italy [won [the European Championship (2)] (1)] for the second time by
[beating [England (3)] 3-2 (1)] on penalties on Sunday. [The match (2)]
finished 1-1 after extra time at [Wembley Stadium (4)], [which (4)] was
filled mostly with [English fans (5)] hoping to celebrate [the team’s (3)] first
international trophy since the 1966 World Cup.

“Instead, just utter [dejection (6)] again – [they (5)] know [the feeling (6)]
so well – after [Gianluigi Donnarumma (7)], [Italy’s imposing goalkeeper
(7)], [dived to [his (7)] left and saved the decisive spot kick (8)] by 19-year-
old Londoner [Bukayo Saka (9)], [one of the youngest players in [England’s
squad (3)] (9)].

“[It (8)] was [England’s (3)] third straight failure from the penalty spot
in the shootout, with [Marcus Rashford and Jadon Sancho (10)] – [players
brought on late in extra time seemingly as specialist penalty-takers (10)] –
also missing.”

Example 2: Coreference in news text (Douglas).

Here, we have (amongst others) the following forms of coreference (chains indicated
in Example 2 in boldface):

• Event coreference, wherein an event is referred to multiple times: (8) “dived to
his left and saved the decisive spot kick”, “It”

• Appositive coreference, where an entity is referred to twice in a row, often modified
or described by the second occurrence: (7) “Gianluigi Donnarumma”, “Italy’s
imposing goalkeeper”

• Metonymic coreference, where the name of an entity is used to refer to a smaller
or larger entity contained by or containing it: (3) “England”, “the team’s”, “Eng-
land’s squad”

We can see that coreference is not restricted to pronouns and noun phrases nor
to operating within sentence boundaries; mentions can appear anywhere in a sentence
including nested within another mention, can appear as noun or verb phrases, take on
any number of semantic roles, and can consist of any number of tokens. Coreference
can occur across sentence boundaries, can involve chains of mentions of any length, and
has many different forms. Coreference is indicated in different ways including string
matching (mentions using the same words for the same entity), pronoun resolution
based on syntactic and semantic features, syntactic structure, and world knowledge.

1.1.1 Coreference Resolution and NLP

Coreference resolution, as we’ve seen, is a complex task. There are many different
sources of information that might be valuable to its resolution. Constructing automatic
systems to resolve coreference requires these systems take advantage of a variety of
patterns and knowledge sources. We observe some of these sources in the examples
above:
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• Syntactic and semantic agreement between mentions: “Bob Lurie” and “he” share
the properties of male and singular,

• Distance between mentions: “them” appears much closer to “San Francisco Gi-
ants” than “San Francisco Taxpayers”,

• Reflections in syntactic structure: “Bob Lurie”, “He”, and “he” all occupy subject
positions,

• World knowledge: “Candlestick Park” is a stadium, as is “the new stadium”.

• Contextual clues: “England” was just beaten in a football match, so it must be
the English football team and not the country.

Artificial CR systems try to capture as much useful information from the input as
possible while avoiding information that is confounding or not useful. New systems
try to improve the state of the art by addressing shortcomings of these old systems,
including improving algorithms to take advantage of important information and leave
confounding information behind. Making such improvements requires an understanding
of what information cutting-edge CR systems use and what information is valuable to
the task that is not yet used by systems. Coming to such understanding is not trivial for
machine-learning systems, whose operation is largely clouded by black-box algorithms.

The present study analyses a host of modern coreference resolution systems, seeking
to understand what types of information they use and what information they do not
take advantage of that might be useful for future systems. We build on the work of Lê
(2021), applying the method from that work to a new dataset.

1.2 The Project

In pursuit of understanding what information coreference resolution systems use, Lê
(2021) analysed a host of recent coreference resolution systems, as well as the per-
formance of human annotators, on data with information systematically masked. This
method, which we call Input Ablation Analysis (IAA), is designed to reveal which infor-
mation is most valuable to coreference resolution systems. Specifically, the training and
testing input to systems and annotators is presented multiple times with different infor-
mation withheld each time: either the context is masked (the tokens surrounding entity
mentions replaced by “<MASKED>”), or the mentions themselves are masked. This
operationalizes the types of information used by CR systems as a binary distinction
between mention-internal information and contextual information. Examples of a text
in the three conditions (unmasked, -mention, and -context) is presented in Appendix
B, in the format seen by annotators (underscores in the place of “<MASKED>”).

This previous work revealed trends in how systems and humans performed un-
der these perturbed input conditions: all of the automatic systems performed almost
identically with and without the masking of context, implying that these systems use
exclusively mention information to make their coreference decisions. This is true both
for rule-based systems which do not claim to take advantage of surrounding context
and for deep-learning systems that do explicitly include contextual information to the
model, implying that these latter systems do not use all the information available to
them. Meanwhile, human annotators can take some advantage of context, performing
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consistently better in the original (non-masked) setting when compared to the masked-
context setting.

While these results are promising, Lê (2021) utilized a dataset that is limited in
that it gives systems and annotators the mentions that appear in coreference chains
in the data (the gold mentions), meaning that they only make decisions about which
coreference chain a mention belongs to and not whether or not a mention is corefer-
ent in the first place. This creates a highly artificial task, divorced from some of the
inherent challenges in coreference resolution and bringing into question the very oper-
ationalization of the mention-context distinction and therefore the conclusions drawn.
Divorcing the task of detecting mentions from making coreference decisions over those
mentions is a common practice in CR research; the dataset used by Lê (2021) is that
of the CoNLL 2012 shared task (Pradhan et al., 2012), which is a task that included
supplementary tracks that provided gold mention boundaries (those mentions that ac-
tually appear in coreference chains) to systems, as Lê (2021) did. This is done to isolate
the coreference resolution performance of systems from mention detection so that these
aspects can properly be evaluated separately from each other. A common criticism of
this practice is that this task divorces CR systems from not only the burden of detecting
candidate mentions but also removes much of the competition in the coreference task:
only including gold mentions as candidates for coreference leaves out many mentions
that don’t happen to appear in coreference chains in the data but are otherwise perfectly
valid and logical competitors for the gold mentions. In the case of Lê (2021), this means
that the distinction between mention and context is determined by the gold mention
boundaries and not by an assessment of a token or phrase’s role in the discourse.

The present study extends the results of Lê (2021) to a dataset that includes sin-
gletons: mentions that do not belong to any coreference chain. This singleton-inclusive
dataset is created by applying mention detection to the OntoNotes data (Pradhan et al.,
2012) - the same dataset used by Lê (2021). Doing this changes the operationalization
of the mention-context distinction to be one of potential as opposed to actualization:
those spans of text that are likely to appear in coreference chains are considered men-
tions regardless of their actual coreferential status, and those spans of text that do not
have the same potential are considered context. This new task results in a mention-
context distinction driven by the role of text spans in the discourse and provides a more
logical proxy for how humans perform coreference resolution, needing to make corefer-
ence decisions given all logical potential mentions and not only over the set of actually
coreferential mentions. Once this singleton-inclusive data is created, the masking con-
ditions and experiments of Lê (2021) are performed resulting in a confirmation of the
results of this previous work and a comparison of performance on singleton-present and
singleton-absent data.

1.2.1 The Mention-Context Distinction and Singletons

In seeking to understand what information is utilized by coreference resolutions sys-
tems, we need to operationalize types of information. In our case, building on Lê
(2021) we distinguish between two types of information: mention-internal information
and contextual information. The intuition behind this binary distinction is that in a
simple case of language we describe events that have participants1. These participants

1Participants in their most basic form are entities and are expressed with noun phrases; however,
discourse participants can also be abstract concepts. When discussing coreference resolution, a discourse
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are what are co-referred to later in the text while the rest of the text provides temporal,
causative, and explanatory context to these participants and the events they partici-
pate in. Resolving coreference requires an understanding of the text as a whole – how
the mentions of participants relate to each other and to the context that surrounds
them. We know that there is morphosyntactic and lexical information in the mentions
of participants that is useful for coreference; we have also seen that there is informa-
tion outside of these words – in the context – that can also be useful for coreference
resolution. This drives the mention-context distinction.

We test the importance of mentions and context on coreference resolution by pre-
senting masked documents to our top coreference systems: our human annotators. We
hypothesize that in the face of missing context annotators will perform more poorly
than when there is no masking, and that in the face of missing mentions annotators will
perform most poorly of all conditions. We further hypothesize that automatic corefer-
ence resolution systems rely heavily on mentions and do not use contextual information
as much as humans do. This is one of the questions investigated by Lê (2021) and is
one of the research questions of the present work as well: how well do automatic coref-
erence systems perform in the face of masked mentions and context, and how does this
compare to human performance?

The mechanisms that allow mention information alone to resolve coreference are
lexical, syntactic, and morphological; these are structural patterns that result in (dis-
)agreement between words and phrases. Contextual information fleshes out the story
told by a discourse - this gives the reader more information about discourse participants
in the form of their role in this story. Without context, mentions are just phrases that
can be connected by the lexical and morphological information they bear. With their
context, mentions can be connected by what their discourse participants do and how
they are described.

Consider Example 2 above: coreference chain (3) consists of the mentions “Eng-
land”, “the team’s”, and “England’s squad”. Without the context that surrounds these
mentions - a discussion of the 2021 UEFA Euro Cup final - there is little to indicate
coreference between “England” and “the team’s”. Indeed, in most contexts these would
not be coreferent as England primarily refers to the country and not the football team.
Without context, this coreference chain cannot be reasonably performed; but with con-
text, “England” is an entity that is participating in a football match and so must refer
to the English team and not the country. Further, “the team’s” appears in a context
that allows it to be coreferent with “England”: “English fans” are hoping to celebrate
“the team’s” victory, meaning “the team” must be England.

One of the mechanisms that allows contextual information to contribute to coref-
erence resolution is discourse coherence (Hobbs, 1979). Coherence is the idea that
adjacent utterances in a discourse must relate to each other in some way, and that a
single discourse tells a consistent (coherent) story. As observers (listeners or readers)
of a discourse we expect the discourse to be coherent, and we know that the creator
(speaker or writer) of the discourse is trying to make their discourse coherent. The as-
sumption that a discourse is coherent results in, amongst other things, easier resolution
of coreference. This is because, for a discourse to be coherent, the discourse referents
must re-occur – coreference is a necessary component to a coherent text. Consider the

participant is something that might be referred to more than once in a discourse as the story told by
the discourse unfolds. A large majority of discourse participants, under this definition, appear as noun
phrases.
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following (invented) example:

“Joe Biden gave a speech in Milwaukee today. The president stated a need
to raise taxes on the wealthy.”

These two sentences form a discourse: a set of utterances that tell the story of an
event and its participants. This discourse is not (or hardly) coherent unless “Joe Biden”
is coreferent with “The president” (and that a speech involves the stating of things,
and that a speech that Joe Biden gives can involve discussion of taxes). As observers
of this discourse we can understand, even without world knowledge, that Joe Biden
is The president based on our coherence assumptions: we can resolve that coreference
puzzle without mention information or world knowledge because if those two mentions
do not corefer then the pair of sentences does not tell a coherent story.

Operationalizing the mention-context distinction is not easy. For any given mention
this distinction is nearly trivial – the target mention itself and any nearby mentions that
agree syntactically and semantically with the target contain mention information, and
everything else (verbs, modifiers, adjuncts) form the context. For an entire discourse,
however, it is true that nearly any span of text can belong to a potential mention. We
do not only use simple noun phrases to refer to discourse referents, and we do not only
use language to describe events and their participants in simple ways. As a result, it is
necessary to devise an operational definition of what a candidate mention is. A candi-
date mention is first and foremost something that has the potential to be co-referred to;
unfortunately for us, this can be nearly any phrase or clause in a discourse. If we use
this high-level definition we eliminate the mention-context distinction by designating
everything as mention and nothing as context. Instead, to pare down what we consider
a candidate mention we consider the theoretical core of this distinction: we want to
distinguish between core discourse participants on the one hand and the language used
to elaborate on these participants and describe the events they participate in on the
other. We therefore restrict our candidate mentions to be those that play a significant,
core role in the semantics of a clause: those that are designated as a main semantic
argument by the semantic parse present in our data. The technical details of this will
be discussed in Methodology (Chapter 3).

We’re left with the following definitions in having made the mention-context dis-
tinction, defined mentions and singletons, and established the scope of coreference that
we will study:

• A text or discourse is made up of tokens that represent either mentions of dis-
course participants or the context that surrounds them.

• A mention is a span of text that does or is likely to participate in a coreference
relation with another mention. Context is every other span of text.

• Coreference is a relation between mentions, indicating that they refer to the same
discourse participant.

• A singleton is a mention that does not corefer with any other mention in the text
or discourse it appears in. For the purposes of this study, singletons are extracted
based on their significance to the discourse as defined by the semantic roles they
play. The scope of what is a singleton is for the purposes of this study will be
laid out in more detail in Chapter 3.
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1.3 Research Questions

The core aims of this project are the same as those of Lê (2021): “what types of in-
formation do artificial coreference systems use?” and “what information is useful for
coreference resolution that these systems do not use?”. We have operationalized types of
information with the mention-context distinction and devised a methodology to gener-
ate a dataset that more naturally models the problem than previous efforts by including
singleton mentions that do not happen to participate in coreference relationships but
provide reasonable competition to the mentions that do. As such, we include a third
core aim: “how does the presence of singletons impact coreference resolution solvers?”
Equipped with these goals and definitions, we can state our research questions. The
research questions for this project are:

1. How well or poorly do coreference systems perform when context information is
removed from the input?

2. How well or poorly do coreference systems perform when mention information is
removed from the input?

3. What does this performance say about the information that coreference resolu-
tions systems use?

4. How well do human annotators perform under these same conditions?

5. What does this performance say about information that coreference systems do
not use?

6. How does the presence of singletons impact CR systems and annotators?

Questions 1, 2, 4, and 6 can be investigated quantitatively through Input Ablation
Analysis; questions 3 and 5 require error analysis, qualitative analysis of human perfor-
mance, and a discussion of the particulars of what our methodology captures. Results
and discussion appear in chapters 4 and 5.

1.4 Methodolgy

1.4.1 Interpretability and Input Ablation Analysis

Interpretability in NLP and machine learning (ML) is a field that encompasses attempts
to understand how and what ML algorithms learn. It is related to the explainability and
transparency of the decisions made by ML systems. These concepts are important for
the development and understanding of ML and deep learning systems: understanding
where and why systems succeed and fail allows researchers to more easily improve on
these systems. Interpretability is particularly relevant for recent deep learning and
language modelling techniques whose algorithmic complexity make the details of their
operation and learning inaccessible.

The methodology employed for this project, Input Ablation Analysis, is closely
related to some established methods in the field of NLP interpretability. While inter-
pretability methods often fall under categories of visualization and attention – deriving
insights from the rough “areas” of an algorithm’s many components that receive the
most weight in learning and at test time – there are other methodologies that focus on
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determining which parts of the input to a system are most valuable. The most relevant
of these to the current study are the concepts of rationales and erasure.

Rationales are snippets of text from the input to NLP systems that are designed to
represent the parts of the input that are most valuable – or even solely responsible for
– the decision made by the system (Lei et al., 2016; Jain et al., 2020; DeYoung et al.,
2020). Rationales can be extracted automatically when systems are trained to do this
alongside an NLP task (Lei et al., 2016; Jain et al., 2020); such rationales are taken to
represent a system’s justification for making the decision it did and are evaluated on
axes of faithfulness (how responsible the text snippet is for the decision made by the
system), readability (understandability by humans) and plausibility (how logical they
seem to human evaluators, or how well they can be used by human evaluators to come
to the same decision as the machine).

Rationales are related to IAA in that they contribute to the analysis of what parts
of the input are valuable to NLP systems, but IAA is more closely related to erasure.
Erasure is the umbrella that IAA falls under. It is the broad concept of removing
information from the input to systems and evaluating the impact of this. Li et al.
(2017) evaluate various forms of erasure as an interpretability method for neural net-
works; they remove in turn input word-vector dimensions, intermediate hidden units
and input words, and study the effects of these on the evaluation metrics. They also
use reinforcement learning to find the minimum set of input words that can be erased
that results in the changing of a neural model’s decision.

As a form of input erasure, IAA analyses the impact of removing parts of the input
to a ML system. In the current study, the erasure conditions are constructed to reflect
two categories of information in the input related to coreference resolution: mention-
internal and contextual information. The method involves analysing the impact of
these masking conditions on the performance of the systems and human annotators
according to standard evaluation metrics.

1.4.2 Coreference Resolution Systems

The purpose of this study is to analyse the impact of IAA on multiple modern CR
systems to see how each respond to missing mention and context information. This will
give insight into how these systems operate and what information from the input they
do and do not take advantage of. The systems tested for this study are four pre-deep-
learning CR systems: one is the Stanford Deterministic CR system (Lee et al., 2013)
and 3 are feature-based machine learning systems that model the problem in different
ways, all implemented using the Cort coreference resolution package (Martschat and
Strube, 2015); these are the mention-pair, mention-ranking, and entity-mention models.

The Stanford rule-based system (Lee et al., 2013) involves layers of sieves ordered
from highest to lowest precision. These sieves are transparent and deterministic rules
for matching mentions into coreference chains. The deterministic nature of this system
means that the present study’s analysis of this system should be relatively straight-
forward and should not result in any surprises: this system uses almost exclusively
mention-internal information, leaning on string- and syntactic feature-matching to
make its decisions. Removing contextual information shouldn’t impact this system
at all, and removing mention information should have significant impact.

The Cort machine-learning systems (Martschat and Strube, 2015) use the same
set of features extracted for pairs of mentions; these features include mention-internal
features such as syntactic and semantic features, length in words and string matching,
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but also mention-external features in the tokens preceding and following the mentions,
the distance between mentions and the speaker of each mention (where such a speaker
exists). The systems differ in how they model the problem: how predictions are arrived
at and which cost function is applied during training. In short, the mention-pair model
predicts each pair of mentions individually, training on a binary prediction task and
labelling each pair as coreferent or not coreferent. The mention-ranking model scores
each candidate antecedent for a mention and is trained to select the best or highest-
scoring as the true antecedent; this means that candidate antecedents are in direct
competition with each other during training. The entity-mention model makes all
predictions at the same time during training, learning to construct the optimal tree of
coreference decisions. This extends the learning done by the mention-ranking model
to the document level: the cost function is the sum of the cost of each coreference
decision made and weight adjustments are made after predicting the entire document
as opposed to after each decision.

These systems represent a variety of approaches to coreference resolution with com-
petitive pre-deep-learning results. These systems were chosen for competition for prag-
matic reasons: they are implemented with publicly available code that is transparent
enough to be adapted to work with our altered datasets, first that of Lê (2021) who laid
the groundwork for the present work by adapting the systems to work over masked data
and then the dataset for the present study which includes singletons, altering the task
of these systems somewhat significantly; these systems each have a low enough com-
plexity to work with the time and computational resources available for this project;
finally, the results of Lê (2021) observe the Cort mention-ranking system exceeding the
performance of one of the deep-learning models implemented in this previous work and
nearly matching the other, making this a system whose performance is intriguing given
its relative simplicity and indicating a need to further analyse this system in particular.

1.4.3 Annotation

Four human annotators, all students in either Linguistics or Artificial Intelligence mas-
ter’s programs, were employed to annotate testing documents subject to the same mask-
ing conditions as those the systems were tested on. This annotation is done to analyse
the performance of our top CR systems (human language users) on these coreference
tasks. Annotators began with a training phase: first, they were tested on documents
with no masking and no singletons added to ensure they understood and were com-
petent at the annotation task; then, they annotated documents with masking but no
singletons to ensure comparable performance to the annotators of Lê (2021); finally,
they annotated documents with singletons added for each of the masking conditions of
interest. Their performance on the masked documents is judged in the same way as
the systems are. Annotators were also interviewed at various points in the process and
performed annotation-aloud as part of these interviews (annotating documents while
talking through their process for making coreference decisions). These interviews shed
more light on what information they use to make coreference decisions.

1.5 Results and Conclusions

The results of the project can be succinctly stated as follows: coreference resolution
solvers (both machines and humans) both suffer significantly in the face of masked men-



1.6. PAPER OUTLINE 11

tions and much less so in the face of masked context; singletons complicate the task
for CR solvers by providing additional competition to CR decisions; and humans take
advantage of patterns and knowledge (especially contextual information) that machines
do not. The different CR systems studied performed variantly on the masked-mention
task, indicating that they take advantage of different types of information despite shar-
ing feature representations of the text. The results of Lê (2021) are duplicated over a
singleton-present dataset, reinforcing the conclusions of this previous work by confirm-
ing them on a task that more close resembles natural language CR.

1.6 Paper Outline

Chapter 2 provides background for the task of coreference resolution, various CR ap-
proaches, interpretability in NLP and the work of Lê (2021) that provides the foun-
dation for the present study. Chapter 3 outlines in detail the methodology utilized
for this work including the dataset, the coreference systems analysed, the experiments
performed and the annotation procedure. Chapter 4 presents the results of these exper-
iments; Chapter 5 discusses these results as well as limitations of the work and future
directions; and Chapter 6 draws conclusions and presents final remarks.
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Chapter 2

Background and Related Work

This chapter discusses background and related work. It begins with an overview of some
approaches to coreference resolution. By no means a comprehensive list, this section is
meant to give the reader a background of relevant and common approaches to the task
with the support of some exemplar systems. Next, we cover related interpretability
literature; interpretability is a field that deals with understanding the performance
and limitations of machine learning systems, pulling back the black box curtain and
allowing better interpretation of results. The present study falls under this category
of research, as we interpret the performance of coreference resolution systems using
input ablation analysis. Finally, this section gives a detailed overview of the work
that is the spiritual predecessor to the present study: an Input Ablation Analysis of
coreference resolution conducted by Minh Le for his PhD thesis (Lê, 2021). By the end
of this section, readers should have a clear idea of the various ways that coreference
resolution has been approached in the past and the interpretability work that has led
up to the present study. Further, this section serves as an introduction to the four
coreference resolution systems tested in this work: the Stanford rule-based system
(Lee et al., 2013) and the three machine-learning approaches – mention-pair, mention-
ranking, and entity-mention - in the Cort coreference resolution package (Martschat
and Strube, 2015).

2.1 Coreference Resolution Approaches

This section introduces historically significant and relevant approaches to coreference
resolution. The purpose of this section is not to overview the entire history of the task,
but to give background into how various important coreference systems operate, where
they succeed, and where they fail. The research questions for this project relate to what
information coreference systems do and do not take advantage of; this section will give
the reader an idea of what we expect to see in this regard – our hypotheses – for each
coreference resolution approach. It will also serve as an outline of how coreference
resolution has evolved in the last three decades.

Before digging into the operation of individual CR systems, it will serve to discuss
some of the considerations that must be made by nearly all CR systems – even though
there is significant variation in how these systems operate: first, there is the problem
of defining which words or phrases are to be considered for resolution. These are called
mentions or markables in the literature; the term mention here will serve as the term
for a span of text to be considered for coreference resolution. Historically, coreference

13
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resolution first appeared most often as pronominal anaphora resolution: connecting
pronouns to the antecedents they refer to. This is sometimes considered a different
(or sub-) task to coreference resolution; I will refer most often to the more general
task of coreference resolution, but will refer specifically to anaphora resolution when
relevant. Where the task is done in a more general setting of considering all mentions
of entities in a document as potentially coreferent, the necessary first step is detecting
these mentions. Some systems perform this step with high recall and low precision (by,
for instance, including all noun phrases as potential referents) while others do this step
more precisely. For the present project, mention-detection is done for the systems to
control for the quality of mention detection and evaluate only the coreference-linking
capabilities of the systems. As such, this section will not dwell on the mention detection
mechanisms of the systems described.

With the concept of mentions dealt with, the next piece of preparatory work is to
frame CR as a concrete and solvable task. Most systems, from rule-based through to
modern deep-learning systems, approach CR as a task of linking mentions. Given a
set of mentions, these systems make a decision for each mention mi about which (if
any) preceding mention is an antecedent of mi. After selecting a single antecedent
for each mention, the transitive closure of the resulting set of mention-pairs forms
the set of coreference chains. This approach to the problem raises other questions:
in a coreference chain of length greater than 2, which antecedent forms a positive
example? How do we form negative training examples (for machine-learning systems
which require these)? How are candidate antecedents scored? How are singletons
(non-co-referring mentions) handled? This section will address these questions for each
coreference resolution system and will discuss how the state of the art evolved in regards
to these various issues.

Analysing these approaches approximately chronologically, we start with rule-based
approaches beginning with the seminal work of Hobbs (1978) and Lappin and Le-
ass (1994), and proceeding to the current state of the art in rule-based approaches:
the Stanford NLP Deterministic system (Lee et al., 2013). We will proceed to early
learning-based approaches with first mention-pair approaches by the likes of Soon et al.
(2001), Ng and Cardie (2002) and Bengtson and Roth (2008), followed by the more re-
cent Mention-Ranking and Entity-Centric architectures of Denis and Baldridge (2008),
Durrett and Klein (2013), Martschat and Strube (2015) and Fernandes et al. (2014),
and the state of the art in Deep-Learning (Lee et al., 2017; Clark and Manning, 2016;
Joshi et al., 2019).

2.1.1 Rule-Based Approaches

Early approaches to coreference resolution were rule-based. Hobbs (1978) put forth a
system for anaphora resolution (pronominal coreference resolution) based on a set of
rules based on syntactic trees. His system traverses the syntax tree of a pronoun to find
a valid antecedent proceeding in a left-to-right, breadth-first fashion but beginning with
the smallest sub-trees (NPs and Ss) containing the pronoun. This effectively selects the
“nearest” NP which agrees in gender and number to the pronoun as the antecedent.
Hobbs also introduces world knowledge into his model with the use of hand-crafted
selectional constraints – heuristics that apply to special cases based on the semantics
of particular words. An example of such a selectional constraint is restricting corefer-
ence of the semantic patient of the word “move” (the moved thing) if the candidate
antecedent is a date, place, or large fixed object – that is, the antecedent of a pronoun
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that is the patient of the word “move” cannot be an object that cannot move.

Lappin and Leass (1994) build on early rule-based approaches by incorporating
discourse salience constraints into their model. Candidate antecedents for a selected
pronoun are collected based on syntactic- and semantic-agreement constraints and then
ranked for salience based on a host of salience features such as proximity (candidates
appearing closer to the pronoun are favoured) and grammatical role (syntactic subjects
favoured over objects). This algorithm departs from earlier rule-based approaches by
scoring each candidate antecedent and selecting the highest-scoring one, rather than
selecting the first valid antecedent encountered. Lappin & Leass, comparing their
algorithm to Hobbs’, note that Hobbs’ first-valid-candidate selection seems to do some
of the work of discourse salience features but that explicitly including these features
and ranking all candidates performs better. Discourse salience features continue to be
used in modern rule-based algorithms, as well as their learning-based contemporaries.

Rule-based approaches continue to this day to be relevant to coreference resolution,
unlike some other NLP tasks which have seen machine learning firmly supersede their
rule-based forebearers. Haghighi and Klein (2009) introduce a rule-based system which
filters antecedents in a modular, sieve-like structure. Beginning with a set of mentions,
this system selects for each mention mi a single antecedent from all preceding mentions
m1, . . . , mi-1 or NULL (indicating a discourse-new referent). The system passes this
set of candidate mentions through a series of constraints, systematically filtering invalid
antecedents, and then selects the closest mention from the final set. The constraints are
syntactic and semantic in nature, based on relative syntactic position to and agreement
with mi. This sieve-like structure, applying filters in a linear manner, continues to be
the dominant rule-based approach and includes rules reminiscent of the features used
in contemporary machine-learning frameworks.

The current state of the art in rule-based coreference resolution is Stanford NLP’s
deterministic system (Lee et al., 2013). This is an algorithm that detects candidate
mentions and filters them in a series of sieves ordered from high to low precision.
These sieves each try to select a single antecedent for a mention mi based on precise
rules; failing to do this, they pass mi to the following sieves. This allows each sieve
to be a precise and specific coreference solver. The system operates to a degree at
an entity level: once a coreference decision is made, the features from all mentions
in the formed coreference chain are shared, resulting in more information for future
decision making. Furthermore, once a coreference decision is made only the mention
that appears first in a coreference chain is considered for coreference decision by later
sieves. The individual sieves utilize a variety of syntactic, semantic, and string-matching
features. The modular structure of the system allows these features to be very precise,
each handling a small number of cases but combining into a comprehensive coreference
system. Interestingly, the sieves themselves contain very little discursive information
apart from occasional proximity considerations. Instead of explicitly utilizing discourse
features, the system orders candidate antecedents based on the syntactic tree traversal
of Hobbs’ (1978) algorithm. The authors note that this ordering captures the important
discourse salience information implicitly, just as Lappin and Leass (1994) observed.

Rule-based approaches are limited in scope by their deterministic nature and fini-
tude. It is not possible to capture the full range of what is possible in language by a
finite set of rules and certainly not by a set that can be devised and written by a human
hand. Rule-based approaches to CR have been surpassed in recent years by machine-
and deep-learning approaches whose dramatically higher algorithmic complexity allows
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them to better capture the complexity in language. Analysing rule-based approaches
to CR is valuable in that it provides a sort of baseline: understanding the limit of
performance for such systems gives us insight into the degree to which CR can, and
cannot, be solved by their rules.

2.1.2 Mention-Pair Approaches

Mention-pair approaches to CR are machine-learning approaches that operate at a
mention-pair level, reducing the problem to a binary classification over these pairs
(coreferent, or not). Mention-pair approaches differ in how they form positive and
negative training instances and in the features they use to represent pairs of mentions.
This section will cover a few important and illustrative mention-pair approaches, begin-
ning with that of Soon et al. (2001). This is the first significant mention-pair approach
to coreference resolution; systems that followed Soon et al. (2001) largely emulated
this work, improving it through small alterations to the feature engineering and the
operation of the system. Implications of the particulars of Soon et al. (2001) will be
particularly clear in comparison to the other systems in this section.

Feature engineering for the Soon et al. (2001) system is done at a mention-pair
level. The features used by this model are primarily focused on semantic and syntactic
agreement between the mentions mi and mj in a pair, but also include a distance
feature (the number of sentences between the mentions) and some more specific features
relating to the form of one or the other mention, such as “mention mj is a definite NP”
and “mention mj is a demonstrative NP”. This system uses a relatively small set of
features (12 in total, most of those being binary in nature); we will see that, as in rule-
based systems, this small set of features performs admirably but that future systems
perform more feature engineering to achieve marginally better results.

Soon et al. (2001) frame coreference as the task of finding the nearest antecedent to
a mention mi. They form one positive training instance for each mention that has an
antecedent, meaning that in the case of a chain of co-referent mentions m1, m2, m3 two
positive training instances are formed (m1, m2 ) and (m2, m3 ). This means that the
system is penalized for creating the pair (m1, m3 ) even though this pair is technically
co-referent. This clearly has implications for the learning that the system does, and also
for the evaluation of the system’s performance. Negative training instances are formed
for each mention pair (mi, mj ) by pairing mj with each mention between mi and mj.
The classifier works by considering for each mention mi each preceding mention as
antecedent, moving backwards from mi until a positive-scoring pair is found, labelling
this first positive antecedent as the predicted antecedent to mi.

Ng and Cardie (2002) build upon Soon et al. (2001), modifying the system frame-
work and adding a significant number of features. Performing feature engineering
again on mention pairs, their feature set includes many more specific features relating
to agreement between the mentions in a pair and particular syntactic and semantic
features of one mention or the other. After performing ablation analysis on this exten-
sive feature set, the authors find that a set of 22-26 features performs best. Ng and
Cardie (2002) reframe the machine learning task slightly, having their system score all
potential antecedents for a mention mi and then selecting the highest scoring as the
predicted antecedent. This best-, as opposed to first-, antecedent framework remains
the standard for state-of-the-art mention-pair approaches, and is a precursor of sorts to
the mention-ranking approaches that follow. As in Soon et al. (2001), the nearest an-
tecedent is used to from the positive example pair (mi, mj ), and all mentions between
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mi and mj are used to form negative examples with mj.
Bengtson and Roth (2008) make only slight modifications to Ng and Cardie (2002):

They perform more detailed feature engineering, in that they find a set of 21 well-
performing features, similar to Ng and Cardie (2002), and add the pairwise-conjunction
of these features. They adjust the algorithmic framework by pairing all mentions pre-
ceding a mention mj with mj to form negative training examples; this eliminates some
of the bias introduced by only including mentions very near to mj as negative training
examples, as done by Soon et al. (2001) and Ng and Cardie (2002).

Mention-pair approaches represent a simple ML approach to coreference resolution.
By evaluating pairs independently and making assumptions about a single correct or
best antecedent for each coreferent mention, they fail to capture the reality that corefer-
ence decisions are necessarily dependent: mentions form chains or sets of coreference in
reality, not just antecedent-anaphor pairs. Machine learning approaches that followed
mention-pair, including mention-ranking and entity-centric approaches, were designed
to capture these dependencies.

2.1.3 Mention-Ranking Approaches

Mention-ranking approaches tackle the independence-assumption-limitations of mention-
pair approaches by holding candidate antecedents in direct competition with each other,
learning a distribution over candidates to select the most likely antecedent for a men-
tion. Such models replace the classification functions of classic mention-pair models
with ranking functions that order antecedents according to their suitability before se-
lecting a single one, capturing the competition between them during training.

An early mention-ranking approach is that of Denis and Baldridge (2008). They
started from the criticism of mention-pair approaches discussed above: that these ap-
proaches made the assumption that each decision and each pair of mentions are inde-
pendent of each other. The authors put forth an alternative approach that holds up
as a simple but exemplary mention-ranking architecture. This architecture replaces
the binary classifier of a mention-pair approach with a ranking loss function that gives
each candidate antecedent for a given mention a probability with respect to the entire
candidate set. They apply specialized models under this framework that apply sep-
arately to different types of mentions (pronouns, proper names, definite descriptions,
and other). They additionally apply an anaphoricity classifier to determine if a mention
is discourse-new or anaphoric.

Durrett and Klein (2013) followed Denis and Baldridge (2008) with a simpler but
more effective system. Applying a similar ranking loss function and placing candidate
antecedents in direct competition, they replace the modularity of Denis and Baldridge
(2008) with a set of surface features with little syntactic or semantic information added:
these features are primarily based on the strings in and around a mention. The authors
aimed in creating this simple system to demonstrate how effective these features could
be in resolving coreference and were successful: a mention-ranking system with simple
surface features outperformed complex rule-based and mention-pair systems on two
popular CR datasets. By not including semantic features, the authors admit to their
system being simplistic and focused on taking full advantage of surface-level features
but demonstrate the degree to which a simplistic approach with the mention-ranking
model can succeed.

The mention-ranking model implemented by Martschat and Strube (2015) is a more
recent addition to the MR family. It is one of three models implemented by the authors’
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Cort system for coreference resolution, which is a generalized framework for represent-
ing multiple approaches to CR using flexible latent structures, loss functions, and a
structured latent perceptron (Sun et al., 2009) for learning. The mention-ranking im-
plementation employs a loss function that penalizes variably for incorrectly assigning
antecedents and assigning no antecedent to a mention that is indeed coreferent. The
algorithm learns weights to score each candidate antecedent for a mention, with the
highest scoring being selected as the predicted antecedent. This ranking of antecedents
against each other during training is what defines the mention-ranking approach.

Mention-ranking approaches capture the competition between candidate antecedents,
avoiding the independence assumptions of mention-pair approaches, but they still op-
erate at a mention-level. Coreference decisions are made one at a time, selecting appro-
priate antecedents for each mention in a document in turn. The training of a system
involves only reinforcing individual antecedent decisions and not the formation of coref-
erence chains, which are the ultimate goal of coreference resolution. These chains are
formed in mention-level approaches only in testing after all decisions have been made.

2.1.4 Entity-Mention Approaches

Entity-mention approaches to CR model the problem not as individual decisions but as
a problem of forming full chains or trees of coreference. This captures the relationship
between all mentions in a chain simultaneously. We call these entity-mention because
a full chain of coreference represents all mentions in a document that refer to the same
entity. Entity-mention approaches typically rely on latent structures – trees or chains
that are not overtly present in the data but that capture all coreference links at once.

Fernandes et al. (2014) use such structures, what they refer to as latent trees, in
their entity-centric approach. The nodes of a coreference tree are mentions and its
edges are strong coreference links. Each mention has an incoming link from at most one
antecedent, capturing the intuition that each mention has a strongest or most-obvious
antecedent link (the same intuition that lies behind mention-pair and mention-ranking
approaches). Combining all coreference trees that represent entities together, rooted
by a dummy document node, results in a coreference tree for a document. Weights are
learned in a structure-learning perceptron algorithm. This algorithm scores all possible
document-level trees, selecting at each training step the gold tree (the highest-scoring
tree that matches the gold coreference clusters) and the predicted tree, the highest
scoring tree overall. Weights are updated based on the difference between the predicted
and the gold tree. The gold tree needs to be computed at each time step as there is
no ground-truth tree of coreference links, only ground-truth clusters. This structure
means that the algorithm can learn based not only on single coreference decisions but
on how the updating of weights effects the entire set of predicted mention clusters;
weights can then be updated to reflect relationship between all mentions in a cluster
and the strength of association between mentions.

The Cort system (Martschat and Strube, 2015) also includes the implementation of
a latent-tree system. The algorithm is similar to their mention-ranking implementation,
differing only in that its weights are updated after all coreference decisions have been
made (all coreference trees formed) instead of after each prediction. This means that
the loss function can score all incorrect decisions at once and weights can be updated
in a manner that results in the formation of clusters that more closely resemble the set
of gold coreference clusters.
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2.1.5 Deep Learning Approaches

Deep learning approaches to NLP involve algorithms that take advantage of significant
complexity to capture complexity in language, learning intricate relationships from
vast bodies of data. In coreference resolution, deep learning approaches have set new
performance benchmarks in the last handful of years. This section surveys a few of the
top-performing deep-learning systems to give a picture of how these fit into the larger
CR picture.

Clark and Manning (2016) employ what they call a neural entity-ranking model. It
constructs representations for pairs of mention-clusters and is trained to decide when to
merge mention-clusters. It operates not at a mention-pair level, but at an entity level:
instead of deciding whether two mentions are coreferent, it decides given two clusters
of coreferent mentions whether to merge these clusters into a larger coreference chain.
The representations of clusters are pooled representations of their mentions, meaning
that the system can take advantage of entity-level features and uses prior coreference
decisions to influence future ones. The system includes a cluster-ranking mechanism
that iteratively merges the highest-scoring clusters; it is trained using a neural-network
to make clustering decisions that will lead to an accurate final clustering. Before this
cluster-ranking system is trained, the model trains a mention-ranking system to find the
highest-scoring antecedent for each mention. This serves as pre-training for the cluster
ranking, learning an appropriate set of weights for the cluster-ranker to start with, and
is also used to make easy coreference decisions and prune obviously incorrect coreference
decisions. This model as a whole thus takes advantage of: the simplicity of mention-
ranking framework, the entity-level information of the cluster-ranking mechanism, and
the complexity of a neural network model. This system set the 2016 benchmark for
performance on the CoNLL 2012 dataset (Pradhan et al., 2012).

Lee et al. (2017) construct an end-to-end neural CR model that considers all spans
of text as potential coreferent mentions, and then learning to assign to each either an
antecedent span or a dummy span e which represents a span that is either not a mention
or a mention that is not coreferent (a singleton). The model starts with pre-trained
word and character embeddings, uses a biLSTM to compute span embeddings, and
then learns a score for each pair of spans (i, j ) that includes the likelihood that each is
a mention span and that the two are coreferent. This score is computed in a mention-
ranking framework, and the antecedent with the highest likelihood is selected during
training and testing as the predicted antecedent. The model also includes an attention
mechanism analogous to syntactic heads, assigning weights to the embeddings of words
in each span before combining them to a span representation. This mechanism allows
the model to focus on the important words in a span, which the authors note correlates
strongly with traditional notions of syntactic head. This model improved the 2017 state
of the art on the CoNLL 2012 dataset (Pradhan et al., 2012) by 3.1 points. The end-
to-end nature of the model demonstrates the capacity of a deep-learning framework to
capture intricate information without specific modules or features: mention detection,
singleton pruning, and coreference decision making is done all at once without any
engineered features.

Joshi et al. (2019) take the end-to-end model of Lee et al. (2017) and improve
its performance by replacing the biLSTM span encoding with the BERT transformer
(Devlin et al., 2018). BERT appears in many NLP state of the art architectures as the
current industry standard language modelling framework, and it continues that run
here: by replicating the end-to-end framework with BERT as the language modeller,
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Joshi et al. (2019) set a new 2019 benchmark for performance on the CoNLL (Pradhan
et al., 2012) and GAP (Webster et al., 2018) CR datasets.

Deep learning approaches to CR set new benchmarks for the task by capturing
the complexity of language and the task. They also managed to merge the mention-
detection and coreference-linking steps into an efficient end-to-end algorithm that does
not rely on linguistics features, making it a more general-purpose algorithm that does
not require feature-engineering work to extend to new languages or contexts. The
performance of the Joshi et al. (2019) BERT-based model outperforms the top non-
deep-learning system by more than 14 points on the CoNLL 2012 dataset (76.9 conll-f1
compared to 62.5 by Martschat and Strube (2015)).

2.2 Interpretability in NLP

Interpretability in NLP is a field that investigates NLP systems to determine how they
operate – in which cases do they succeed and fail, what information do they pick up
on from the input, and how they can be improved. In the world of black-box machine
learning approaches this is a valuable field that can provide otherwise unattainable
insights through various techniques including: feature ablation; analysis of attention
mechanisms (see for example Abnar and Zuidema (2020), Sen et al. (2020)); probing
of hidden representations, such as using intermediate word representations from deep-
learning models in prediction tasks (Jo and Myaeng, 2020; Klafka and Ettinger, 2020);
erasure, a technique wherein parts of the input or the model itself are removed to
analyse their effect on the final output (Li et al., 2017); and extracting rationales –
snippets of text that represent the most important parts of an input (Lei et al., 2016;
Jain et al., 2020; DeYoung et al., 2020). These last two examples relate to analysing
which parts of the input are most integral to the decision-making of systems, which
directly relates to the present project. These will be discussed in some more detail
here.

Lei et al. (2016) and Jain et al. (2020) experiment with methods for extracting ra-
tionales: short text snippets from the input to NLP systems that justify their decisions.
This is done alongside text classification tasks (sentiment analysis, topic classification,
discrete-choice question answering), and involves training the systems to simultane-
ously perform the task and to extract a small set of words from each input whose
presence alone results in the system making the same decision as when the entire input
is maintained. These authors, along with DeYoung et al. (2020) and Jacovi and Gold-
berg (2020) argue that these rationales should be evaluated strictly on their degree of
faithfulness. Faithfulness is a metric that refers to how accurately a rationale “reflects
the true reasoning process of the model” (Jacovi and Goldberg, 2020); Jacovi & Gold-
berg caution that this gets conflated with concepts of readability and plausibility – how
easy rationales are to understand by a human reader and to what degree a reader is
convinced by a rationale. Plausibility is not the goal of interpretability studies – we
should be after a true and faithful representation of what a system learns, and not a
simply plausible one.

Lei et al. (2016) introduce various forms of erasure as an interpretability method
for neural networks. They systematically remove word-vector dimensions, intermediate
hidden units, and input words and study the effects of this erasure on evaluation met-
rics. They perform these erasure studies on sequence tagging tasks (POS, NER, and
chunking) and classification tasks (prefix and suffix classification, sentiment analysis,
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word shape and word frequency prediction). They study erasure of input words on
sentiment analysis in particular (the other tasks are largely word-level classification
used here to study word-vector dimension and hidden unit erasure). The experiment
for input-word erasure is simple: the authors remove words from the input one at a
time and measure the change in the log-likelihood of the correct sentiment label given
by the model – this effectively measures the impact of erasure on prediction accuracy.
The results of this experiment are fine-grained analyses of which words in which inputs
are valuable; this is comparable in a sense to rationale extraction.

The erasure of individual input words gives insight on the level of individual texts
and that of which words in the dataset tend to be important to the task – in the case
of the sentiment analysis case of Li et al. (2017), words like “greatest”, “loved” and
“entertainment” were extracted as important to the task. This word- and text-level
analysis can be insightful, but input erasure is not limited to this capability: if we can
divide input words into classes of interest, we can study the impact of erasing these
classes in turn, which can lead to broader insights as to which of these classes are
valuable to systems. This is the methodology of the present study: we divide input
words to CR systems into the two classes (mention and context) and study the impacts
of erasing each of these in turn. This methodology (Input Ablation Analysis) is a subset
of erasure with a task-specific structure.

2.3 An Input Ablation Analysis of Coreference Resolution

Lê (2021) performed the study that laid the groundwork for the present study. This
work consisted of an Input Ablation Analysis of coreference resolution systems and
human annotators to reveal the information used by these solvers to do the task. The
author selected 6 systems representing different approaches to CR and analysed their
performance in the face of input with information removed. This work is described here
in some detail, from its research questions and methodology to the results rendered;
this section will conclude with a brief description of the current project and how it
differs from the work of Lê (2021).

Lê (2021) addressed the research questions What information is being captured by
existing CR systems? and What information is (not) needed to improve their perfor-
mance?. The first question is answered by an Input Ablation study of automatic CR
systems, and the second by the performance of human annotators (expert CR systems)
on the same data. Le operationalized information first as a binary distinction between
mention and context information, and then as a more fine-grained analysis of the in-
formation present in mentions. In both studies, the CoNLL 2012(Pradhan et al., 2012)
CR dataset was manipulated to hide information.

In the first, two manipulations were created: masked mentions and masked con-
text. These manipulations involved simple replacing either the tokens that lie within
mention boundaries (mention masking) or without (context masking) with special
<MASKED>tokens. Systems and annotators were forced to make decisions based
on the information that was left, either only contextual information or only mention-
internal information.

The second set of manipulations, dubbed name-mapping, altered the information
present in mentions that were proper names. This was done by replacing names with
alternative tokens that, in different conditions, retained identity of names within the
dataset as a whole, the individual documents, or not at all (replacing names with tokens
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that were consistent in the dataset as a whole, only within documents, or that were not
consistent at all). The first manipulation (within-dataset identity) disallowed usage
of external knowledge sources such as word embeddings and gazetteers, but allowed
systems to learn name patterns in the training phase. The second (within-document but
not within-dataset) allowed for string-matching features to operate within a document
but disallowed learning of names throughout the dataset. The final condition disallowed
any learning of patterns that connected proper names, creating the appearance of
coreferring mentions that did not share strings.

The systems tested were six of the CR systems reviewed above: Stanford rule-
based (Lee et al., 2013), Cort’s mention-pair, mention-ranking, and entity-mention
(Martschat and Strube, 2015), Lee et al. (2013)’s end-to-end neural coreference, and
Clark and Manning (2016)’s deep-coref system. Human annotators were tested on the
same manipulated test set that systems were, creating a baseline of expert performance
given masked information.

The results found by this study are as follows: all systems and human annotators
suffered significantly in the -mention condition, and less so in the -context condition.
In fact, all automatic systems, including the deep-learning-based end-to-end CR sys-
tem that claims to include contextual information in the form of span embeddings
constructed from context-aware language models, saw almost no effect of removing
context. The name-mapping manipulations revealed that systems perform the same
over within-dataset identity as within-document identity, indicating that they do not
memorize information related to individual names. They also saw the same perfor-
mance on the fully-masked condition as on the final name-mapping condition (that
mapped the same proper name to different strings for each occurrence): this indi-
cates that systems are not fooled by names appearing in different forms, meaning that
string-matching does not factor negatively into resolving coreference across mentions
with different forms.

These results begin to tell the story of information usage in CR and performance
in the face of masked input. The methodology is not without its faults, however; in
particular, Le presented systems with gold mentions to make coreference decisions over.
This is not an uncommon practice in CR research, as this allows researchers to analyse
specifically the CR ability of systems without penalizing them for mention-detection
which is largely a different task. This handing of gold mentions to systems creates
an artificial task, divorced from processing of natural language to some degree, but
it can still reveal interesting and valuable insights. The particular problem with this
methodology for this particular study is in the mention-context distinction that lies at
the core of the research: this distinction comes down to one between tokens within gold
mentions and tokens without, and not to a distinction between tokens that represent
mentions of discourse entities and tokens that represent discourse context.

When human language users encounter a new mention of a discourse entity, we
need to decide which previously mentioned entity it corefers to (or, alternatively, if it
represents a new entity). This is the definition of mention that distinguishes it from
context : a mention is something that, when encountered, needs to have its coreference
resolved – it is anything that has the potential to be coreferent. Context, on the other
hand, is everything else: those spans of text that do not represent entities that need
their coreference resolved. This distinction is not a black-and-white one, but the work
of Lê (2021) over-simplifies this distinction. The present study re-operationalizes the
mention-context distinction to include singletons – mentions that do not corefer to any
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other mention in the text – to better reflect natural language CR in this artificial task.
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Chapter 3

Methodology and Data

This section outlines the methodology employed in this thesis project. It will cover first
the Ontonotes 4.0 dataset (Weischedel et al., 2011) and the manipulations made to add
singleton mentions to it. It will then discuss the experiments performed, outlining the
specifics of the masking conditions employed in the study’s Input Ablation procedure,
followed by a description of the human annotation procedure and the automatic systems
tested.

3.1 Data Overview

3.1.1 Ontonotes 4.0

The dataset used for this study is the English portion of the Ontonotes 4.0 release
(Weischedel et al., 2011). This dataset is used for the CoNLL-2011 (Pradhan et al.,
2011) and CoNLL-2012 (Pradhan et al., 2012) Shared Tasks on coreference resolu-
tion. The Ontonotes 4.0 corpus consists of around 1M words from newswire, magazine,
broadcast news, broadcast conversation, and web data genres. The distribution of gen-
res is shown in Table 3.1. Upon adding singletons to this dataset, the complexity of
training the machine learning systems became too great to be handled by available
machinery; as a result, half of the training data (balanced for genre) was used to train
the ML systems.

A note should be made here about the decision to use Ontonotes 4.0 instead of
Ontonotes 5.0: the Ontonotes 5.0 corpus includes everything in Ontonotes 4.0 with the
addition of biblical text; The decision was made to exclude this portion of the data
(resulting in the Ontonotes 4.0 dataset) due to the distance between this added genre
and the other (news-related) genres of the corpus. This genre imbalance was noted as
a challenge in the human annotation portion of the Lê (2021) study, as coreference in
biblical text seems to behave very differently from coreference in news genres.

The Ontonotes corpus is tagged with layers of annotation. The project was under-
taken to provide a dataset to researchers with a richer body of syntactic and semantic
annotation than was previously available. The layers of annotation include syntactic
annotation based on the revised Penn Treebank guidelines (Marcus et al., 1993; Babko-
Malaya et al., 2006), the proposition structure of verbs based on revised guidelines
for English PropBank (Palmer et al., 2005; Babko-Malaya et al., 2006), word sense
tagged on the most frequent polysemous verbs and nouns, named entities tagged with
a set of 18 named entity types, and coreference which considered all pronouns, NPs

25
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Genre Size (in words, nearest 50k)

newswire (nw) 450k

magazine (mz) 150k

broadcast news (bn) 200k

broadcast conversation (bc) 200k

web (wb) 200k

Table 3.1: Distribution of Genres in Ontonotes 4.0

and heads of verb phrases as potential mentions. The syntactic (Treebank), semantic
(PropBank), and coreference annotations are of particular relevance to this work: the
syntactic and semantic annotations are used in detecting candidate singleton mentions,
and the specifics of the coreference annotation are important to the project as a whole.
These annotations will be discussed further here.

Syntactic (Treebank) and Semantic (PropBank) Annotation

The syntactic annotation in Ontonotes 4.0 follows the guidelines of the Penn Treebank
(Marcus et al., 1993). The Penn Treebank is a commonly used corpus of Wall Street
Journal articles annotated for part of speech and syntactic structure. The Ontonotes
dataset includes some of these Wall Street Journal articles, and so uses the original
Treebank annotations for these, and the other genres were annotated as a part of the
Ontonotes project according to the same guidelines. The Treebank syntactic annotation
specifies constituent boundaries, argument/adjunct relations and a set of adverbial
roles.

The semantic annotation of Ontonotes 4.0 follows the PropBank guidelines (Palmer
et al., 2005; Babko-Malaya et al., 2006). This involves the specification of predicate-
argument structures on top of Treebank syntactic annotation, assigning each argument
of a predicate a label corresponding to its semantic role. These labels are numbered,
taking the form of Arg0, Arg1, Arg2, etc., and are defined on a verb-by-verb basis
to provide consistent labels across different instances and syntactic contexts of the
same verb. PropBank further assigns functional tags to arguments that appear in a
modification role, such as Arg-MNR (manner), Arg-LOC (location), and so on.

An example of a Propbank entry for the verb steal demonstrates these argument
labels, along with traditional semantic role correlates:

Predicate: steal
Roles:

• Arg0: thief ; corresponds to Agent

• Arg1: thing stolen; corresponds to Theme

• Arg2: stolen from; corresponds to Source

The numbered Arg roles correspond to the main arguments of the verb, with other
descriptors relegated to functional tags.

Coreference in Ontonotes

Coreference relations between spans of text are annotated in the Ontonotes 4.0 release
in a comprehensive and accurate manner. All NPs, pronouns and verbs are considered
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for coreference – in particular, there is no restriction in semantic category of nouns
that can participate in coreference unlike some other popular coreference resolution
corpora1. Coreference in Ontonotes is double-annotated and adjudicated, with av-
erage IAA and adjudication scores (using the MUC coreference scorer) approaching
86% (Weischedel et al., 2011). The Ontonotes coreference annotation does not include
annotated singleton mentions (mentions of referents that only appear once in the text).

The annotation of coreference in Ontonotes is split into two categories: Identical,
and Appositive or Attributive. The former is the more common form of coreference,
which connects mentions of a referent. The latter includes noun phrases connected by
attribution relations: appositive constructions contain a noun phrase that modifies an
adjacent noun phrase, such as the phrase “[Sally], [a linguist], . . . ”. These fall in the
same category as copular structures (such as “Sally is a linguist”), and thus do not form
coreference relations in the way that identical coreference does. For the purposes of the
present study, both copular and appositive constructions are not considered coreference
relations, and thus the annotated appositive coreference in Ontonotes is discarded.

3.1.2 Adding Singletons to Ontonotes

Adding singleton mentions to the Ontonotes corpus was done by replicating portions
of rule-based mention-detection from existing coreference resolution systems, most no-
tably the Stanford Deterministic system (Lee et al., 2013). Mention detection is a typ-
ical first step in many coreference resolution systems, designed to pick out the phrases
or spans of text that are mentions of referents that might appear in coreference chains.
This is exactly the goal of the addition of singletons to the Ontonotes data: selecting
spans of text (candidate mentions) that will function as logical competition for the
coreference decisions to be made, which means selecting as candidate mentions those
spans of text that are likely to participate in coreference relations.

To select mentions that are likely to participate in coreference relations we begin
with two axioms: first, Named Entities are important and/or salient members of a
discourse that are likely to be coreferent with other mentions; second, other NPs that
appear as main semantic arguments are similarly important or salient members of a
discourse. These axioms lead to the following rules for extracting singleton mentions:

A candidate mention is:

• A NP or pronoun which is also a main semantic argument (Arg0, Arg1, Arg2, or
Arg3), with the following additional filters:

– We remove a mention if a larger mention with the same head word exists

– We discard numeric entities such as percents, money, cardinals and quantities

• A NP or pronoun that is not a main semantic argument but which is embedded
in a PP that is a main semantic argument, or;

• A named entity

This detection process correctly identifies 72.4% of the gold mentions in the devel-
opment set, and results in a set of mentions that is 44.6% singletons (in other words,

1See, for instance, the ACE corpus of Doddington et al. (2004), which only annotates CR over seven
categories of entities: Person, Organization, Location, Facility, Weapon, Vehicle and Geo-Political
Entity
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adding singletons approximately doubles the number of mentions in the data). This
process results in the inclusion of as many logical singleton mentions as possible while
maintaining the distinction between mention and context by excluding those spans of
text we would like to designate as context (the language used to describe events and to
give additional information about mentions).

3.1.3 Training Data Size

The training partition of the OntoNotes 4.0 dataset (Pradhan et al., 2011) proved too
large for available hardware to manage once singletons were added. As the learning-
based systems operate on a mention-pair basis, nearly doubling the number of mentions
results in an exponential expansion of the number of cases to be considered. To create
a reasonably-sized dataset for training, the OntoNotes training data partition was cut
in half (selection of documents for inclusion was done randomly but maintaining the
original genre balance). To analyse the impact of this, two experiments were performed:
one compared performance of systems trained on singleton-present training data that
was 30%, 40%, and 50% of the original training data, and the other compared perfor-
mance of systems trained on the full original non-singleton dataset and on 50% of the
original non-singleton dataset. These are presented in the Appendix in tables A.1 and
A.2. Results in these tables include the three learning-based systems - mention-pair
(MP), mention-ranking (MR), and entity-mention (EM) - on the three experimental
conditions no-masking, -mention, and -context. Results in these tables are conll-f1
scores.

The results in table A.2 indicate that a 50% subset of the training data results in
nearly the same performance as as the full dataset; the drop in performance between
the 100% and 50% data size is around 1-point across the board. The results in table
A.1 indicate that increasing from a 40% to a 50% dataset has little effect on any but
the mention-pair system, which jumps 4.5 points. These results as a whole indicate
that only marginal performance gains are likely to be seen by further increasing the
dataset size. All results presented in this work involve the 50%-sized dataset, unless
otherwise stated.

3.2 Experiments

The experiments conducted for this study involved training and testing coreference res-
olution systems over a host of conditions relating to the masking of tokens in the input
data (Input Ablation). Systems were trained and tested on data that included singleton
mentions and evaluated based on the coreference decisions they made. Systems were
provided with the mentions they were to make coreference decisions over, similar to
Lê (2021), meaning that the singleton mentions that were added to the data provided
direct competition to the mentions that appear in coreference chains. Human anno-
tators were tested in parallel to systems: annotators were given texts with mentions
highlighted and tasked with connecting those that are coreferent.

This section outlines in detail these experiments. It begins with an overview of
the masking procedure – how documents were modified in the Input Ablation study
to reflect the control of mention and context information in the input; next it covers
the coreference resolution systems that were tested, including details of their structure
and how we expect the addition of singletons will impact their performance; finally, we



3.2. EXPERIMENTS 29

discuss the human annotation portion of the experimentation.

3.2.1 Masking Mentions and Contexts

The Input Ablation Analysis procedure involved the construction of two datasets through
systematic masking of tokens from the original data. These datasets are distinguished
by which tokens were chosen for masking – mention or context tokens. Mention tokens
are those tokens that appear within gold- or singleton-mention boundaries. Context
tokens are all other tokens that do not appear within mention boundaries.

Masking tokens is a simple procedure that involves removing all useful informa-
tion from a token but maintaining the fact that there is a token there. For au-
tomatic systems, this means replacing all tokens chosen for masking with a special
<MASKED>token and replacing the part of speech tag with the same <MASKED>token.
For the sake of human annotation, this means replacing these tokens with underscores.
See Appendix B for examples of masked text.

Each condition (mention- and context-masking) was done in several stages, resulting
in the testing of 6 sub-conditions. These sub-conditions relate to the proportion k of
tokens masked. For the mention-masking condition, we test the masking of k={20%,
40%, 60%} tokens, and for the context-masking condition we test k={80%, 100%}.
Tokens were selected randomly for masking from the set of tokens in the document as
a whole; for the k=20 mention-masking condition, for instance, 20% of the tokens that
appear within mention spans are masked. These choices of proportion are based on
the procedure and results of Lê (2021): this previous study tested the effects of k={20,
40, 60, 80, 100} for both the mention- and context-masking conditions and found that
in the context-masking condition there was very little effect for any value of k (and
in particular for the low values of k), and for the mention-masking condition that the
task became very difficult for both human and automatic systems in the k={80, 100}
conditions. The dataset for the present study includes singleton mentions and as a
result has many more mention tokens and fewer context tokens; as a result, the effect
of masking context will likely be even lower for each value of k (because each value of
k will mask fewer tokens overall), and conversely the effect of masking mentions will
be higher for each value of k. Resource and time limitations made it impossible to
test every condition, so a subset of k values were chosen that we expected to be most
insightful.

3.2.2 Coreference Systems Tested

A set of automatic coreference resolution systems was selected for experimentation.
These systems represent different approaches to coreference resolution; we expect these
systems to handle the addition of singletons to the data as well as the different mask-
ing conditions differently from each other. The four systems tested for this project are
the Rule-Based system from Stanford NLP (Lee et al., 2013), and the three systems
included in the Cort package (Martschat and Strube, 2015): mention-pair, mention-
ranking, and entity-mention (also referred to as latent-trees). These systems are de-
scribed in detail here.
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Rule-Based (Stanford)

Stanford’s rule-based (deterministic) coreference resolution system is a modular sieve
structure (Lee et al., 2013). It passes each document through a set of deterministic
sieves which are ordered from high to low precision. These sieves make decisions about
coreference for each pair of mentions in a document, with singleton clusters forming
when none of the sieves apply a positive coreference decision between a mention and
any other mention in the document.

The sieves in this system are based almost entirely on feature matching between
mentions that relate to the tokens in the mention spans themselves. These include
exact and relaxed string matching and head-word matching, speaker identification using
pronoun matching (ie, “I” or “you” matched with participants in the discourse), and
semantic and syntactic agreement. When metion tokens are masked, none of this
information is available. In our final mention-masking case - where 60% of mention
tokens are masked - this system will struggle mightily to perform with any kind of
accuracy.

Mention-Pair (Cort)

Mention-pair approaches to coreference resolution are machine-learning approaches that
make binary decisions about pairs of mentions. These approaches all have in common
that they first form pairs of mentions to make decisions over and form positive and
negative training examples, typically in a heuristic-driven manner.

Martschat and Strube (2015) implement a number of coreference resolution ap-
proaches in a software package called Cort. They include in this software the imple-
mentation of three coreference resolution approaches: Mention-pair, mention-ranking,
and entity-mention. They construct these systems based on state of the art (at the
time) versions of these approaches.

Cort’s mention-pair system follows the mention-pair work of Soon et al. (2001),
Ng and Cardie (2002) and Durrett and Klein (2013). Each mention is paired with
every preceding mention in its document to form candidate instances. Positive training
instances are formed by pairing each coreferent mention m1 with its nearest preceding
antecedent m0; negative training instances are formed by pairing each mention m1 with
every mention that appears between it and its nearest antecedent m0. The decision for
each mention pair (each training instance) is made independently of all other decisions.
The function learned is therefore tuned to make the correct (binary) decision given a
single pair of mentions. At test time, this system uses best-first clustering to make
predictions, meaning that scores are computed for each mention pair and the highest
scoring potential antecedent is selected as the antecedent decision, as in Ng and Cardie
(2002).

Features are computed for each mention-pair. Features include: syntactic and se-
mantic classes of both mentions in a pair including gender, number, part of speech, and
named entity class; semantic head and first/last/preceding/next token of each mention
in the pair; distance between mentions; string and head match; and whether each
mention has the same speaker. Following the findings of Durrett and Klein (2013),
the conjunctions of each feature with each mention-type feature are used as additional
features. This feature set includes mostly mention-level information, but does include
some contextual information in the forms of distance features and the tokens preceding
and following each mention. Additionally, some of the mention internal information is
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contained in the parses provided to systems even when the tokens within mentions are
masked, such as named entity type. We expect this system to show some level of success
on the -mention context, but the amount of mention-external information this system
uses in actuality is a question that we hope to address through our experimentation.
We expect this system will not perform as well as its Cort siblings given the relative
success of mention-ranking and entity-mention compared to mention-pair approaches
in general.

Mention-Ranking (Cort)

Mention-ranking systems perform similarly to mention-pair systems, pairing up men-
tions and making coreference decisions over these pairs. Mention-ranking systems de-
part from mention-pair systems in that they put mentions in direct competition with
each other when ranking them to make coreference decisions. They do this by learning
a distribution over candidate antecedents for each anaphor. In other words, mention
ranking systems learn a function for determining a correct antecedent for each men-
tion given its set of potential antecedents, where mention pair architectures learn to
determine if a given pair of mentions is or isn’t coreferent.

Cort’s mention-ranking system uses the same features as its mention-pair sibling,
differing only in the modelling of the problem: this system considers each mention to be
a decision made by the system, where the decision consists of choosing an antecedent
from a set of candidates. In training, the system computes scores for each candidate
antecedent for a given mention m0, selects one (the highest scoring) as the predicted
antecedent, and then adjusts weights if the selected candidate is not a true antecedent
of m0.

Like mention-pair, we expect this mention-ranking system to take some advantage
of contextual information, but how much this impacts performance we do not yet know.
We expect mention-ranking to outperform mention-pair and likely entity-mention as
well, given the results of Lê (2021) which had this as the highest performing Cort
system.

Entity-Mention (Cort)

Entity-centric approaches to coreference resolution (such as Cort’s entity-mention or
latent-tree approach) take advantage of an underlying tree structure that represents
entities as coreference clusters Fernandes et al. (2014). These approaches learn a func-
tion that makes all coreference decisions in conjunction, forming the optimal set of
coreference clusters in the form of latent trees.

The Cort implementation of the entity-mention approach differs from its mention-
ranking approach only in that it makes all coreference decisions simultaneously, updat-
ing its weights based on the distance between the latent tree formed for each document
(training instance) and the optimal tree that represents the true coreference decisions
for that document. The treating of entire documents as training instances means that
weight-updates should reflect a more holistic view of coreference decisions made, as the
chains that are formed by the decisions are explicit in these training instances. This
is unlike mention-pair and mention-ranking where each training instance represents a
more localized coreference decision. This broader scope of each training instance should
allow the system to capture more entity- or chain-level information (the information
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that all mentions in a coreference chain have in common) where the other systems are
likely restricted to utilizing the information that any two mentions have in common.

We expect the entity-mention system to show similar patterns to its Cort siblings.
Overall, we will pay close attention to the difference between these Cort systems in
all conditions - as they use the same feature set, these differences will be entirely
attributable to the systems’ architectures. In particular, we want to know if there are
differences in the information usage - measured by performance on the -mention and
-context conditions - between these three Cort systems.

3.2.3 Human Annotation

Annotators were tested for the purpose of determining the performance of these, our
‘top performing’ language processing systems, under the same conditions as the au-
tomatic systems. Additionally, human annotators give us the opportunity to conduct
qualitative analysis through interviews that shed light on what information is valuable
to these annotators in resolving coreference under the various testing conditions.

Annotators worked on the same documents that the systems were tested on. They
received these documents as HTML files; these files included an annotation interface
that displayed the text of the documents with mentions highlighted. An example of
annotation interface is shown in Appendix B, section B.2. The annotation task was to
click these highlighted mentions to sort them into coreference chains. The documents
were presented one sentence at a time to prevent exploitation of heuristic rules that
resulted in poor performance in trial runs, such as skipping ahead upon seeing a pronoun
to find uses of the same pronoun for addition to the coreference chain (disregarding
context and meaning, in some cases). The annotators were provided with the Ontonotes
Annotation Guidelines (Weischedel et al., 2013) to guide their decision making, and
were explicitly told about the presence of singletons when they were introduced.

There were multiple stages in the annotation process to ensure that the annotators
understood the task and the particulars of annotation and to allow comparison with the
annotations performed for Lê (2021). The first stage was a training phase that involved
annotating original Ontonotes documents (with no singletons added nor masking) until
90% accuracy was recorded; the second stage saw annotation of documents from Lê
(2021) – those with no singletons but masked mentions or context – to ensure similar
performance to the annotators of Lê (2021); the third stage introduced annotators to
singletons with un-masked singleton documents, and like the first stage was conducted
until a desired accuracy was reached (in this case, 80% accuracy was the target due
to the added difficulty provided by singleton mentions); the final stage was the testing
phase where annotation was done on masked documents that included singletons (the
documents of interest to the present study). Additionally, the annotation study of Lê
(2021) was partially replicated, with annotators being tested on masked documents
with no singletons added.

Meetings were held with annotators throughout the annotation process to discuss
and align the annotation procedure and to clarify the annotation guidelines; in partic-
ular, challenging cases were addressed throughout the training process as annotators
raised questions about these. These meetings ensured that the annotators were experts
in the task – this was the goal, as we were evaluating the performance of top-performing
human coreference ‘systems’ and not striving for average, untrained human performance
(as is the case for some other annotation tasks where human native speaker performance
is the standard against which machines are judged).
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3.3 Summary of Methods

The methodology followed for this project can be stated succinctly as follows:

• The OntoNotes 4.0 coreference resolution dataset (Pradhan et al., 2011) is ad-
justed to include singleton mentions, and its training set cut in half to reduce the
complexity of training the systems;

• mention and context tokens are masked in two separate conditions, resulting in
three datasets: unmasked, -mention, and -context

• on top of these final conditions, we test the incremental effects of masking, testing
performance change as more and more tokens are masked

• These conditions are tested on original OntoNotes (non-singleton) data and on
singleton-present data (-singleton and +singleton conditions)

• 4 automatic coreference resolution systems are tested alongside human annota-
tors: Stanford rule-based and Cort mention-pair (MP), mention-ranking (MR)
and entity-mention (EM)

• Analysis is conducted on the effect on model performance of adding singletons to
the data, the effect on model performance of each of the masking conditions, and
how annotators perform on all conditions.
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Chapter 4

Results

This section presents the results of the experiments performed. First, the evaluation
procedure and metrics are introduced. Then, the result of adding singletons is anal-
ysed, comparing the performance of systems and annotators on the dataset that had
singletons added (+singleton) to performance on the original, non-singleton (-singleton)
data. Finally, the result of masking mentions (-mention) and context (-context) are pre-
sented on both the singleton-present data and the original non-singleton data, which
represents a replication of results from Lê (2021). This presentation of results leads
into Chapter 5, which is a detailed discussion of the results and their implications.

4.1 Evaluation Procedure

4.1.1 Evaluation Dataset

The research questions for this study surround the capacity of systems to make correct
coreference decisions in various conditions (with and without singletons, mentions, and
context). The analysis of systems in the face of singletons requires comparison to
systems without singletons; in order to compare these conditions, we need a consistent
evaluation dataset (+singleton and -singleton systems need to be evaluated the same
way). To fulfill this requirement, we evaluate all systems on only the gold coreference
chains in the data (those chains of length >1), meaning that we remove singletons from
the output of systems (all systems) before evaluation, and evaluate on the original non-
singleton dataset. Systems tested on the +singleton condition are trained on +singleton
data, make predictions over +singleton data, and are evaluated over -singleton data.

This evaluation procedure has clear utility for comparing -singleton to +singleton
data, but serves us well for comparing masking conditions in the +singleton condi-
tion as well. The experimental setup of this project involves giving systems the gold
mention spans before they make coreference decisions (so that they are evaluated on
only coreference linking and not mention detection). One of the considerations brought
by this is that we do not want to reward systems for ’detecting’ mentions. Including
singletons in CR evaluation has the general effect of inflating results (see Kübler and
Zhekova (2011) for an in-depth analysis of singletons and CR evaluation); this effect
is significantly increased by giving systems the gold mentions to begin with. Evaluat-
ing systems on -singleton data evaluates the capacity for systems to form coreference
chains from a given set of mentions and avoids rewarding systems excessively for leav-
ing mentions as singletons. If a system is skilled at leaving mentions as singletons, but
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not overfitting to this decision, this will be reflected in its coreference linking perfor-
mance - mistakes involving singletons contribute both precision and recall errors in the
coreference linking stage, as will be discussed in Chapter 5.

4.1.2 Coreference Resolution Evaluation Metrics

Evaluating coreference resolution solvers can be done in a variety of ways; there are
a handful of standard metrics applied for this task, with the most common being the
conll-f1 measure that takes the mean of three other coreference metrics to provide a
final score. Conll-f1 is the metric used in the final evaluation for this project. This
metric combines the muc, B3, and ceaf-e metrics, which will be discussed in turn here.
Each of these produces a precision, recall and f1 score.

MUC

The MUC metric (Vilain et al., 1995) evaluates the set of pairwise coreference links
S produced by a system, comparing them to the set of pairwise links T in the gold
standard. MUC measures the minimum number of pairwise links that need to be added
to the predicted set to encompass all coreference chains in the gold set (recall), and
the minimum number of links that need to be added to the gold set to encompass all
chains in the predicted set (precision). This effectively measures the number of correct
and incorrect pairwise links produced by the system.

MUC has two significant shortcomings: first, it disregards singletons entirely as
these carry no coreference links; second, it favours large coreference chains – a system
that forms a single chain will have recall of 100% without significant reduction to
precision. This phenomena is, in fact, observed in the evaluation of the systems for
this project: the entity-mention system operating over non-singleton data with mention
information removed (-singleton, -mention condition) forms 736 coreference chains with
an average length of 38.42 mentions; the gold data has 7464 chains for an average length
of 3.91 mentions. This system scores 84.56 by the MUC metric, while scoring 24.84,
8.51, and 39.30 by the B-cubed, ceaf-e, and conll-f1 metrics, respectively. This system
learned to form excessively long coreference chains, and was rewarded for it by the
MUC metric. Table A.4 in Appendix A lists the number of chains formed and the
average chain length for all tested systems; for the conditions of interest to this study,
there are no other anomalies to be discussed in this regard.

B3

The B3 metric (Bagga and Baldwin, 1998) evaluates coreference at a mention level.
Given a set of predicted corefrence chains S and a set of gold coreference chains T,
B3 compares for each mention m the coreference chain in which m appears in S to
the chain in which m appears in T. Each mention m belongs to exactly one chain s
in S and one chain t in T. B3 precision is the proportion of mentions in s that are
also in t, and B3 recall is the proportion of mentions in t that are also in s. Overall
precision and recall are the average scores across all mentions. B3 addresses the large-
chain and singleton-ignoring biases of MUC by scoring on a mention-level instead of a
coreference-link-level.
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CEAF-E

The CEAF-E metric (Luo, 2005) operates at an entity level. It does this by finding
the optimal one-to-one mapping between predicted chains S and true chains T forming
the optimal set of pairs (Si, Ti). CEAF-E then measures the similarity between the
pairs in this set granularly, computing the precision and recall for each pair based on
the proportion of shared mentions. The final score is the average of the scores across
pairs, which can be though of as pairs of predicted and true entities.

Conll-F1

The conll-f1 score computes the average of MUC, B-cubed and CEAF-E. The logic be-
hind this is that each of these metrics measures a slightly different aspect of coreference
resolution, privileging coreference links, mention-level accuracy, and entity-level accu-
racy, respectively. Averaging these gives a more accurate picture of CR performance
than any metric on its own; however, it can also be valuable to look at the individ-
ual metrics for discrepancies and biases, like the one noted above in the description of
MUC.

The scores presented in this section and in the appendix are, unless otherwise stated,
conll-f1 scores.

4.2 Effect of Singletons

Many of the results are presented as unmasked, -mention, and -context. These keywords
correspond to: the unmasked condition, where nothing is masked in the input; the
mention-masking condition, where 60% of the tokens that appear in mention boundaries
are masked; and the context masking condition, where 100% of the tokens that appear
outside mention boundaries are masked.

Table 4.1 presents the results of our coreference solvers on the original CoNLL 2012
(Pradhan et al., 2012) data (which does not include singletons) and the manipulated
data which does include singletons. Systems were trained and tested on the correspond-
ing (singleton or non-singleton dataset) and evaluated over non-singleton data. The
effect of singletons is consistent across all solvers; each system as well as annotators
saw a drop in performance of about 10 points, with annotators being affected most
by the presence of singletons, dropping 12.16 points, and Cort-MR being affected the
least, dropping 7.51 points.

Annotators Stanford Cort-MP Cort-MR Cort-EM

-singletons 92.81 71.73 79.14 80.75 80.89

+singletons 80.65 62.70 69.70 73.24 72.92

Table 4.1: System and annotator performance on unmasked data

4.3 Effect of Masking

Table A.3 in Appendix A presents full results for all masking conditions over all coref-
erence solvers on the singleton-present dataset. All solvers saw steady decrease in per-
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formance as the proportion of masked mention tokens increased, and relatively steady
performance as the number of masked context tokens increased.

Table 4.2 presents the results of the highest masking level for each condition (men-
tion and context masking) alongside the performance on the unmasked set. Annotators
demonstrate very little effect of masking context tokens, and automatic systems see al-
most no effect of masking context tokens. All systems and annotators demonstrate
significant performance decrease when mention tokens are masked, but annotators see
a less significant decrease than systems. Of the automatic systems, Cort-MR demon-
strates the highest performance in the masked-mention setting, outperforming the other
Cort systems by 16 and 13 points and Stanford by 7 points.

Table 4.3 presents the replication of Lê (2021)’s results (-singleton data) on the
100% masking conditions. These results show similar patterns to the +singleton data,
with significant effects of masking mentions and very little to no effect of masking
context on all systems and annotators. Once again we see Cort-MR perform best of all
systems on the -mention condition.

Masking condition Annotators Stanford Cort-MP Cort-EM Cort-MR

no masking 80.65 62.70 69.70 72.92 73.24

-mention 49.86 29.92 20.54 23.50 36.72

-context 76.48 62.66 68.7 72.34 73.13

Table 4.2: Effect of masking conditions on all systems over +singleton data

Masking Condition Annotators Stanford Cort-MP Cort-EM Cort-MR

no masking 92.81 71.73 79.14 80.75 80.89

-mention 54.25 23.35 26.64 39.30 44.41

-context 93.24 71.7 78.78 80.68 80.47

Table 4.3: Effect of masking conditions on all systems over -singleton (original) data



Chapter 5

Discussion

This chapter discusses the results in more detail. Addressed first are the research
questions what is the effect of singletons on system performance? and what is the
effect of the masking conditions on system performance? In particular, we will discuss
the types of errors that singletons introduce, the effect of masking mentions on the
systems, and what makes the Cort mention-ranking system the best-performing system
on masked-mention data. Subsequent to this discussion of the systems’ performance
is an analysis of annotators and how they performed the coreference annotation task,
with recorded annotation-aloud sessions providing evidence. This chapter ends with
discussions of the degree of faithfulness of this interpretability study, limitations of this
work, and suggestions for future directions.

5.1 Effect of Singletons

The overall effect of adding singletons to the data, presented for the unmasked condi-
tion in Table 4.1, is a consistent decrease in performance. Singleton mentions provide
additional competition for coreferent mentions, forcing systems to make decisions over
a larger set of options and thereby introducing the potential for more mistakes. This is
reflected in the performance decrease of all systems when singletons are added to the
data. As singletons make up 44.6% of mentions – we’ve nearly doubled the competition
for each candidate mention by adding singletons – an f1 decrease of only 10 points in-
dicates that there is enough information in and around mentions to predict coreference
with reasonable accuracy even in the face of significantly increased competition.

Singletons introduce two potential errors to systems: we will denote these as pre-
cision and recall errors, due to their similarity to traditional notions of precision and
recall. Example 3 demonstrates a precision error where a singleton is added to an ex-
isting chain erroneously, but does not result in the system missing a true coreference
link. Mentions are indicated in square brackets, and predicted coreference chains as
integers in round brackets:
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In the summer of 2005, a picture that [people (3)] have long been looking
forward to started emerging with frequency in various major [Hong Kong
(4)] media.

With [their (3)] unique charm, [these well - known cartoon images (3)] once
again caused [Hong Kong (4)] to be a focus of worldwide attention.

Example 3: Coreference predictions of Cort-MR. Predicted mention chains, and no
other mentions, noted as integers in brackets

We see here that the singleton “people” has confused the system. The system
erroneously added the singleton “people” as an antecedent to the chain (3): “their”,
“these well-known cartoon images”. This is a precision error, as the singleton has
been added erroneously to an existing chain but has not taken the place of a true
antecedent. In the non-singleton condition, this system does not make an error in
this place, correctly annotating “their” as having no antecedent – in this non-singleton
condition, there is no possible antecedent that agrees with the +plural syntax of “their”
- the only preceding mention is “Hong Kong”, a -plural (singular) entity.

Example 4 demonstrates a recall error from the same set of predictions (same file and
system); the system has here mistaken a singleton for the true antecedent of a mention,
resulting in a missed link. Note that the sentences in this example are separated by 5
sentences in the original text, and that “The answer” is a singleton in the gold parse:

Whenever there is a major event or holiday, fireworks are also added to [the
light show (17)].

...

[The answer (44)] is that [this (44)] is a reward to the entire society, not an
individual building’s reward.

Example 4: Coreference predictions of Cort-MR. Mentions indicated by square brack-
ets, predicted coreference chains indicated with numbers in round brackets

In this case, the singleton “The answer” gets connected by the system to the mention
“this” that immediately follows it. This is an error: the correct antecedent of “this”
is “the light show”. This is a common place for a system to make a mistake, as the
true antecedent to “this” appears 5 sentences previously - coreference across that much
distance is uncommon. This is a recall error for the system, as it has mistaken a
singleton for the true antecedent of a mention. In the non-singleton condition this
same system succeeds once again, correctly identifying the antecedent of “this” despite
it being removed by several sentences. The system is, in this case, no doubt aided by
the lack of competition: all the mentions in this condition between “this” and its true
antecedent “the light show” are plural, meaning that “the light show” is the nearest
mention that syntactically matches “this”.

These examples of the effect singletons have on CR reinforce the importance of
singletons in making this task a more realistic model of natural language coreference
resolution. In the settings of this project’s experiments, namely controlling for the
mention-context distinction and testing only the coreference linking (and not mention
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detection) of coreference systems, including singletons effectively performs mention
detection for the systems without introducing errors made by their mention detection
mechanisms.

5.2 Effect of Masking

The effect of masking mentions and context, shown in Table 4.2, are what we hy-
pothesized, confirming the results of Lê (2021): all systems and annotators struggled
to correctly resolve coreference in the face of masked mentions and were largely un-
affected by masked context. This leads to the conclusions that the artificial systems
take no advantage of information that lies outside mention boundaries, while human
annotators do lean on this information to some degree. This degree is small, with a
decrease in performance of only 4 points between the unmasked and context-masked
conditions for annotators, but this could account for some of the difference between
human performance and machine performance; after all, the gap between humans and
machines at the original unmasked task is not large, with the top-performing Cort
systems scoring only 7 points below humans.

Digging deeper into the results in Table 4.2, we can see that Cort’s mention-pair and
entity-mention demonstrate comparable effects when mentions are masked – both drop
by about 59 points compared to the unmasked condition; meanwhile, Cort’s mention-
ranking system see a markedly lower effect, performing better on the -mention condition
than all other automatic systems, with a drop of about 47 points and a final score of 7-16
points higher on the -mention condition than the other systems. The question is: how
does this difference come about? What is it about the mention-ranking approach that
results in better performance when mentions are masked, and does this indicate that
the mention-ranking system takes advantage of different information than its siblings?
The Cort systems all use the same set of features, so the difference between information
utilized is likely not large, but it certainly could be that the mention-ranking approach
better utilizes the features that look outside mention boundaries (in this case those are
the features distance-between-mentions and tokens preceding and following mentions).

We don’t have to look far to get some insight into the difference between these scores:
Table 5.1 presents the number of coreference links made for each of the systems in the -
mention condition on the singleton data. The Cort MP and EM systems severely under-
predict coreference links, resulting in a higher precision but much lower recall than the
Cort-MR system and the Stanford rule-based system. The rule-based and mention-
ranking systems manage to mitigate recall errors on coreference links and perform
better the other systems when mention information is masked. For the rule-based
system, this is due to its multitude of string- and head-matching sieves. The -mention
condition is a masking of 60% of within-mention tokens in each document; clearly, this
leaves enough tokens for the Stanford system to continue to make coreference decisions.
For the mention-ranking system it might be that these remaining tokens provide enough
information to continue to make decisions, but this is unlikely as the other Cort systems
have the same feature set and perform much worse in the -mention condition. A more
likely explanation is that the mention-ranking algorithm captures more precisely what
it means to be a singleton and so continues to make coreference-link guesses even when
there is not enough information to maintain a high precision.

What information is used by the mention-ranking system that the others fail to take
advantage of? Assigning no antecedent to a mention mi is equivalent to selecting the
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Stanford Cort-MP Cort-EM Cort-MR

num links 25489 4466 5750 16659

Table 5.1: Number of coreference links made by each system in the -mention condition
on singleton data

dummy antecedent m0 for all of the Cort systems. The difference between these systems
lies in how they learn when to select m0 and when to select a different antecedent. The
mention-pair system takes as a positive training instance the nearest antecedent mj of
a mention mi and all mentions that appear between mi and mj as negative training
instances. This means that m0 never appears in negative training instances, and in
positive training instances when mi is either a singleton or the first mention of an entity
in a document. A bias toward selecting m0 as antecedent makes some sense, then, in the
face of missing mention information – the system overfits to the singleton decision. The
mention-ranking and entity-mention approaches, on the other hand, rank all candidate
antecedents against each other in training, meaning that m0 appears as a candidate
for every mention mi. This means that m0 has more negative reinforcement for these
systems than it does for mention-pair, preventing the overfitting. The question remains:
what is it about the entity-mention system that makes it over-predict singletons?

The entity-mention system differs from mention-ranking in that it makes all coref-
erence decisions before updating weights in training: a training instance for MR is a
single coreference decision (considering all candidate antecedents for a mention), while
a training instance for EM is the formation of all coreference (entity-level) trees. In
the face of missing mention information, it seems that the EM system is unable to
sacrifice precision for recall, overfitting to the singleton decision. Likely this is due to
the impact of updating weights on the correct singleton decisions made; 44.6% of all
mentions in the data are singletons, meaning that a weight-updating decision that re-
duces the number of singleton decisions in favour of more coreference links likely comes
at too great a cost (results in too many erroneous coreference links across the dataset).
Considering each mention individually, as MR does, must mitigate this effect - enough
that a more balanced and higher overall performance is achieved.

5.3 Qualitative Analysis of Annotators

Annotators participated in annotation-aloud sessions throughout the annotation pro-
cess, wherein they annotated documents with the other annotators and the researcher
present while talking through their decisions and though processes. These sessions
give some insight into what information is being actively used by annotators, why
coreference decisions are made, and how the task is being done in a general sense.
When humans process and understand language we are not actively on the lookout for
coreference and we do not make explicit coreference decisions; instead, we construct an
understanding of the events and participants described, and coreference resolution is an
unconscious process that allows us to follow participants as they are referred to multiple
times. We would like to say that in all masking conditions the annotators are acting as
language processors – reading and understanding the text as best they can and making
coreference decisions and annotations based on the story as they understand it. This
would ensure that annotators are using all of the information and resources at their
disposal, including the capacity to understand natural language, to perform the task.
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However, when performing coreference annotation annotators are doing a different task
than natural language understanding, in particular when annotating masked text that
looks very little like natural language. Analysing the annotation-aloud sessions is done
here to understand better how the task being done relates to natural language under-
standing: what methods are used by annotators to resolve coreference and how much
are texts understood by annotators?

5.3.1 Patterns identified by annotators

Annotators were instructed to attempt to read and understand the text while resolving
coreference, and to avoid tricks and shortcuts that resulted in skipping over parts of
the text or not paying attention to the information present. Even so, it was clear
that annotators found patterns in coreference that they exploited in the face of missing
information. Consider the following quotes from annotations sessions:

• “ ‘This’ I always assumed refers to the action in the previous sentence”

• “these sentences have a pretty similar structure, I think they are talking about
the same thing.”

• “sometimes when two sentences are similar then I think well maybe this is the
same”

These quotes illustrate some of the patterns the annotators found that helped them
move more quickly through the annotation task: the first noticed that “this”, appearing
at the beginning of a sentence, refers often back to the action referred to in the previous
sentence, and the phrase “always assumed” used by the annotator speaks strongly to
this being a rule the annotator strongly adheres to. The annotation snippet that
accompanied quote 1 is as follows:

[Those meriting [only a B]2]1 [have]3 [a deposit of 40 - 50 % against
the value of [their]5 raw material imports]4

[This]6 [[Taiwan]8 firms in [Dongguan]9]7

The annotator made a link between mention 4 “a deposit of 40-50% against the value
of their raw material imports” and mention 6 “This”. This is the correct annotation
demonstrates a pattern that the annotator explicitly picked up on. This pattern is
exploited by the annotator in text with important contextual information missing - it
allows the annotator to make coreference decisions without a full understanding of the
text.

The last two statements by annotators listed above refer to the same phenomenon
of sentence structure indicating coreference. The second (”sometimes when two men-
tions...”) was said in encountering the following text:

[ ]1 think [ ]2 can be seen that [[ ]4 response ]3 continued to improve
each time.

Right.

[It]5 can be said that [this ]6, what was done has received [favorable ]7
from [ ]8.
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In seeing this, and stating quote 2, the annotator made a coreference link between
mention 3 “ response ” and mention 6 “this ”. Both were preceded by “can
be seen/said that”, which led to this coreference link. This is an example where there is
nothing in the mention tokens themselves that indicates coreference but the annotator
used context cues to resolve the coreference.

A final qualitative observation involves the use of ctrl-f, the “find” tool, in the
annotation interface. Annotators were not advised to use or avoid this function, but
it was observed in annotation-aloud sessions that all of the annotators resorted to
this function to search for string-matches of new mentions when documents got long
and the number of mentions already annotated was large. That string-matching is a
valuable tool for making coreference decisions is not a surprise but the unprompted use
of this tool indicates a reliance on this, and lack of other strategies, when connecting
mentions across distance and when the number of candidate antecedents gets too large
to keep reasonable track of. This could be indicative of how the task is being performed
overall: for long documents, keeping track of the entities involved in the story becomes
challenging even when mentions are not masked, so annotators resort to tricks to search
through previous mentions to resolve coreference of a new mention. This is an example
of a case where CR annotation is not indicative of natural language understanding, but
skill at a separate language-related task.

5.4 Faithfulness

In the Interpretability literature surveyed in Chapter 2, and in particular in Jacovi
and Goldberg (2020), significant emphasis is placed on ensuring the faithfulness of
interpretability studies in NLP. Faithfulness is a metric of the degree an interpretabil-
ity study reflects the reasoning process of the studied model; it is therefore a crucial
consideration for interpretability studies, such as the present work.

Reflecting on faithfulness in regards to this thesis leads us to consider what ex-
actly the methodology has revealed. We have discussed and concluded several things
based on the performance of models on our various settings: +singleton, -mention and
-context. Models’ raw performance in these settings is incontrovertible, but the rela-
tionship between these settings and what we conclude about what they mean for the
information used by systems requires further reflection. We have drawn a binary dis-
tinction between mention and context, as discussed in detail above in Chapter 3. This
distinction is meant to represent two types of information available to systems: infor-
mation about the entities in a discourse (mentions that may or may not be referred to
multiple times), and extra information that surrounds these mentions. We have made
this distinction based on a likelihood of a span of text to be coreferent: we included
as mentions noun phrases in semantic positions that we consider to be significant –
main semantic arguments and named entities. In doing this we made what we consider
to be a reasonable definition of mention. The process of adding singleton mentions to
the dataset was done with faithfulness in mind – we wanted a set of mentions that
represented a faithful representation of a human language user’s coreference resolution
process. It must be that language users selectively consider significant discourse enti-
ties for coreference, and not every single span of language they come across. This is an
assertion that is not rooted in facts and data but rather in a theory of how language
users operate in regards to coreference. With that in mind, the methodology for this
study, and in particular the way the mention-context distinction was derived, was done
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to be as faithful as (reasonably) possible to natural language coreference resolution.

5.5 Limitations and Future Work

This work revealed some trends in how coreference resolution systems perform the task
and what information they do and do not take advantage of. It also led to insights into
how humans perform a coreference resolution task and how this differs from machines.
These insights come with some limitations that deserve mention: first, humans tasked
with annotating coreference in the settings of this project are doing a language task that
is not exactly natural language understanding and therefore not exactly reflective of
what language users are doing when they resolve coreference in natural language. This
is supported by findings in the qualitative analysis of annotation sessions, as annotators
learned tricks and shortcuts that let them make coreference decisions without processing
the full meaning of the text. This limitation means that when we study annotators in
this setting we are not studying human language users in a naturalistic setting, but in a
highly artificial one. We hope that the findings relate strongly enough to skills related
to natural language that our conclusions extend to natural language use, but there is
no certainty in this.

Second, the systems analysed are not the state of the art in CR performance and are
limited in complexity when compared with modern deep-learning systems. In truth,
studying these systems may not lead to improvements on the state of the art – the
architectures that are prominent now are not primarily feature-based machine-learning
systems that would benefit from the findings of this study. Further, the detailed insights
drawn into systems’ performance on masked data (and in particular the capacity of the
mention-ranking system to make more coreference links than the other systems in the
-mention condition) don’t necessarily indicate a trend that relates to the unmasked,
natural language condition. We hope that the findings here relate to the mention-
ranking system’s information usage as a whole, that its performance on the -mention
condition indicates better use of contextual clues to when a mention is a singleton and
when it is not. While this appears to be the case in the -mention condition, it is not
necessarily the case in the unmasked condition; it could be that the mention-ranking
system learns different patterns in the unmasked condition than it does in the -mention
condition.

Future work should first and foremost consider this methodology for analysis of
more complex deep-learning (truly state of the art) coreference resolution systems.
This particular form of erasure study, with classes of input devised according to a
theory about the different sources of information in a discourse, has significant promise.
Erasure used as in Li et al. (2017), analysing the impact of masking each portion of
the input individually, gives an indication of important words in particular contexts.
Erasure as applied in this thesis gives a broader view of information usage by dividing
the input into classes of interest. As demonstrated in this work, this has the potential
to give insight into how the performance of systems relies on different categories of
input related to our linguistic theories of information usage.
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Chapter 6

Conclusions

The first aim of this study was to verify the results of Lê (2021). Lê (2021) laid the
groundwork for the present study by putting forth a methodology for studying the
capacity of CR systems to use mention- and context-level information. This thesis
aimed to verify the results of Lê (2021) by performing the same methodology over a
dataset that more closely reflected the natural language task of coreference resolution –
one that included singleton mentions. This first aim is fulfilled in the confirmation Lê
(2021)’s results: systems and annotators show the same patterns in performing under
the masking conditions on the singleton-present data as on the original, non-singleton
data.

These patterns include a significant reliance on mention-level information by the
CR systems tested and almost no usage of context-level information by these systems.
Human annotators show a similar but less extreme pattern: removing mention tokens
clearly impacts annotator performance, dropping 30.8 points in conll-f1 between the
unmasked and mention-masked contexts; meanwhile, humans seem to use context-level
information where systems do not, with a drop of 4 f1 points when contextual tokens
are removed.

While all systems are significantly effected by removing mentions, seeing perfor-
mance decrease by 32.8 to 49.4 points between the unmasked and the mention-masked
contexts, some are more affected than others. Notably, the mention-ranking system per-
formed 13 points better than the next best machine learning system (entity-mention).
This difference seems to come primarily from a significant difference in the number
of coreference links made: mention-ranking continues to make coreference predictions
consistently (even as the precision of these decisions drop) where the other systems
begin to default to the singleton decision as they lose information. The reason for
this difference is not one of features, as all of the machine learning systems use the
same feature set to represent pairs of mentions. Instead, this difference has to do with
what these systems learn during training: the mention-ranking system does a better
job of learning when there ought to be a coreference link made and avoids the pitfall
of over-fitting to singletons.

The next question we pursued was what information do annotators use that ma-
chines do not? Through qualitative analysis of annotator interviews, we determined
that the annotators learned to detect patterns in context tokens that indicate corefer-
ence: they noted similarities in sentence structure and verb usage indicating corefer-
ence, and specific patterns like the word “this” at the beginning of a sentence referring
most often to a significant actor in the previous sentence. These are patterns that are
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not picked up by systems that rely exclusively on mention-internal information. This
finding indicates that there is information in the context that is useful for coreference
resolution, and that future developments in CR should reflect this.

Finally, we can say something about the effect of adding singletons to the dataset.
Singletons provide a dimension of competition that is important to the modelling of
the task; language users performing CR as a part of language understanding need to
consider all reasonable candidates for coreference upon observing a new mention of a
discourse entity. CR in natural language involves keeping track of the entities in a
discourse, correctly identifying subsequent mentions of them and distinguishing those
from mentions of new entities. Providing coreference systems with only gold mentions,
those mentions that appear in coreference chains, removes much of this competition and
removes the mention-context distinction from something rooted in linguistic theory.
Adding singletons to the data as we have, with a methodology grounded in a theory
of which discourse participants represent important and potentially coreferent entities,
makes the mention-context distinction more theoretically sound. Adding singletons
increases the complexity of the task, and this was reflected in the performance of
both humans and machines. More importantly, adding singletons made the task more
theoretically sound which increases the faithfulness and validity of the results.
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Additional Tables

mention-pair mention-ranking entity-mention

30% 40% 50% 30% 40% 50% 30% 40% 50%

no masking 68.64 69.27 69.70 72.91 73.16 73.24 72.21 72.73 72.92

-mention 19.73 21.03 25.54 36.16 36.62 36.72 18.96 22.44 23.50

-context 68.20 68.22 68.70 72.48 72.93 73.13 71.41 72.16 72.34

Table A.1: system performance on 30%, 40% and 50% partitions of training data on
+singleton dataset

50% training size 100% training size

MP MR EM MP MR EM

no masking 79.14 80.89 80.75 79.98 81.66 81.64

-mention 26.64 44.41 39.30 27.55 45.63 40.53

-context 78.78 80.47 80.68 79.79 81.46 81.5

Table A.2: system performance on 50% and 100% partitions of training data on -
singleton dataset

Annotators Stanford Cort-MP Cort-EM Cort-MR

orig 80.65 62.70 69.70 72.92 73.24

men 20 72.80 47.10 50.66 54.62 56.95

men 40 56.83667 37.18 34.2 37.04 45.45333

men 60 49.86333 29.92 20.53667 23.50 36.71667

nonmen 80 77.4 62.72 68.98333 72.21 72.79

nonmen 100 76.48 62.66 68.7 72.34 73.13

Table A.3: F1-conll scores for all systems, all manipulations, +singleton data
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Gold Stanford cort-pair cort-tree cort-latent

+sing -sing +sing -sing +sing -sing +sing -sing

num links 29220 25489 10885 4466 6439 5750 28274 16659 24474

num chains 7464 3967 277 2520 3728 3623 736 5104 3014

avg chain length 3.91 6.43 39.30 1.77 1.73 1.59 38.42 3.26 8.12

Table A.4: Number of coreference links made and number of chains formed, -mention
condition, trained on + and - singleton data.
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Document Masking Examples

B.1 Masking Conditions

The following examples contain the same text under each condition, varying on axes of
+/- singleton, +/- mention and +/ context. Each has mentions indicated with square
brackets and coreference chains indicated by integers in round brackets. Coreference
chains of length >1 are also colour-coded - two such chains exist in this example one
in red and the other in blue. The -context condition is the same for +singleton and
-singleton data: 100% of the tokens that do not appear in mention spans are masked in
this condition. The -mention condition differs between the +singleton and -singleton
data: the -singleton data has this condition mask 100% of the tokens outside of mention
spans, while the +singleton condition masks 60% of the non-mention tokens in this
condition.

B.1.1 Non-singleton Examples

[President Clinton (1)] is going prime time tonight to bid farewell to Americans in [a
televised address (2)].
[The speech (2)] is being billed as a thank - you to the people who twice voted [him
(1)] into the White House and supported [him (1)] even at [his (1)] lowest moments.

Example 5: Coreference in -singleton, unmasked condition. Mentions in square brack-
ets, coreference chains indicated with integers and colours.

[ (1)] is going prime time tonight to bid farewell to Americans in [ (2)] .
[ (2)] is being billed as a thank - you to the people who twice voted [ (1)] into
the White House and supported [ (1)] even at [ (1)] lowest moments .

Example 6: Coreference in -singleton, -mention condition. Mentions in square brackets,
coreference chains indicated with integers and colours

[President Clinton (1)] [a televised address (2)] [The speech (2)]
[him (1)] [him (1)] [his (1)]

Example 7: Coreference in -singleton, -context condition. Mentions in square brackets,
coreference chains indicated with integers and colours
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B.1.2 +singleton examples

[President Clinton (1)] is going [prime time (2)] [tonight (3)] to bid [farewell (4)] to
[Americans (5)] in [a televised address (6)] .
[The speech (6)] is being billed as [a thank - you to the people who twice voted [him (1)]
into [the White House (8)] and supported [him (1)] even at [his (1)] lowest moments
(7)] .

Example 8: Coreference in +singleton, unmasked condition. Mentions in square brack-
ets, coreference chains indicated with integers and colours

[ Clinton (1)] is going [prime time] [ ] to bid [ ] to [Americans] in [a (2)] .
[The speech (2)] is being billed as [a to twice [ (1)] [ House]

[ (1)] at [ (1)] moments] .

Example 9: Coreference in +singleton, -mention condition. Mentions in square brack-
ets, coreference chains indicated with integers and colours

[President Clinton (1)] [prime time] [tonight] [farewell] [Americans] [a televised
address (2)]
[The speech (2)] [a thank - you to the people who twice voted [him (1)] into [the
White House] and supported [him (1)] even at [his (1)] lowest moments]

Example 10: Coreference in +singleton, -context condition. Mentions in square brack-
ets, coreference chains indicated with integers and colours

B.2 HTML Annotation Interface
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Figure B.1: Example of annotation HTML interface. File: bn cnn 01 cnn 0179, part
000. +singleton, 80% masked-context condition.
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